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libmunin manual


Introduction

libmunin is a versatile python library that can do music recommendations
based on datamining algorithms. You give it your music collection, some time
to learn in the background and in return it will give you some clever
recommendations.

If you wonder what ravens have to do with this: Go to wikipedia [http://en.wikipedia.org/wiki/Huginn_and_Muninn].



In Norse mythology, Hugin (from Old Norse “thought”)

and Munin (Old Norse “memory” or “mind”)

are a pair of ravens that fly all over the world Midgard,

and bring information to the god Odin.







Warning

This library is under heavy developement and therefore far away from being
usable. It probably won’t work, and if it does it might eat your kittens.






Key Features

Ability to…


	…recommend songs to a certain song.

	…find uninion recommendations for two songs.

	…recommend any song from using habits.

	…do mood-analysis and keyword-extraction.

	…create and honor Rules mined from the listening history.

	…extend the API to fit your custom project.
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Minimal Example

from munin.easy import EasySession

MY_DATABASE = [
    # Artist:            Album:               Title:             Genre:
    ('Akrea'          , 'Lebenslinie'      , 'Trugbild'       , 'death metal'),
    ('Vogelfrey'      , 'Wiegenfest'       , 'Heldentod'      , 'folk metal'),
    ('Letzte Instanz' , 'Götter auf Abruf' , 'Salve te'       , 'folk rock'),
    ('Debauchery'     , 'Continue to Kill' , 'Apostle of War' , 'brutal death')
]

session = EasySession()
with session.transaction():
    for idx, (artist, album, title, genre) in enumerate(MY_DATABASE):
         session.mapping[session.add({
             'artist': artist,
             'album': album,
             'title': title,
             'genre': genre
         })] = idx

for munin_song in session.recommend_from_seed(session[0], 2):
    print(MY_DATABASE[munin_song.uid])





Output:

('Vogelfrey'  , 'Wiegenfest'       , 'Heldentod'      , 'folk metal'),
('Debauchery' , 'Continue to Kill' , 'Apostle of War' , 'brutal death')
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Overview


Integration Diagram


[image: How *libmunin* fits in the world.]





Architecture Diagram


[image: Architecture Overview of libmunin.]





Inputs

libmunin requires three inputs from you, although one is optional:


	How your music data looks like.


Every music database is different. Some have different tags filled, some use
different formats and some have the same tags but under different names.
libmunin copes with that by letting you specify a Mask that models
the structure of your Music Database.


Note

It’s still in your responsibility to load your database. Either from
file, from a music server like mpd or an artifical music database
like last.fm or musicbrainz without any real audiodata - that’s not
libmunin’s job.



Additionally each Attribute should have a weight attached that tells us how
much a similar value would be worth. As an example, a similar Artistname
might not be very interesting (and has a very small weight therefore) but a
similar Genre has a high meaning (and should be weighted much higher).

To each Attribute we have a Provider, a
DistanceFunction and as mentioned above the weight.






	The Music Database


The Database is defined as a set of Song s. What tags these songs
have is defined by the Mask. For each song you have you fill the
required Attribute s.


Note

If a song does not specify certain Attribute s, then we punish
them by . We have to do this to adhere to the Trinale Inequality which
is a prequisite of a Distance:


http://en.wikipedia.org/wiki/Triangle_inequality






After adding all attributes a Graph is built where each Song
has other Song as neighbors that are similar to the original one.









	Listen History


This is the optional input.

The history of the user’s listening habits is recorded and stored in little
packages of Songs, each being maximally, for example, 5 songs big. If some
time passed a new package is opened even if the previous package was
not yet full.

These packages are used to derive Rule from them that associate some
Song with a group of other songs. These are used to navigate the
graph and get more accuarate Recommendation s that are based on the actual
habits of the user. This way the library learns from the user.

Future versions might implement rules that do not associate songs with each
other, but more generally, different attributes. As an example:

'metal' <=> ['rock', 'country']





This would tell us that metal was listened often in conjunction with the
genres rock and country (but not necessarily with each on their own.)











Outputs

The output will always be Recommendation s and in future versions perhaps a
reasoning how these Recommendation s were found.

Currently there are 3 ways of creating them:


	By a seed song:


Recommendation based on a certain Song. The song is located
in the Graph and a breadth-first-search is done in order to get it’s
similar neighbors. If Rule s are known which affect this Song,
these are taken as additional seeds with lower priority.






	By heuristics:


Selects a seed song in this order:


	Find the best rated rule, take (one of) the associated Song.

	Find the Song with the highest playcount.

	If all that fails a random song is picked from the Graph.






Proceed as in 1.



	By a subset:

Search the best matching song with a certain subset of Attribute s as
seed. For example one could search by a certain Genre which would roughly
translate to the query Give me a similar song with this Genre.

Proceed as in 1.





Apart from that the Playcount of a certain song can be given which is a useful
measure on it’s self sometimes.
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Glossary


	Song

	In libmunin’s Context a Song is a set of attributes that have a name and
a value. For example a Song might have an artist attribute with the
value Amon Amarth.

Apart from the Attributes, every Song has a unique ID.



	Distance

	A distance is the similarity of two songs or attributes a and b
expressed in a number between 0.0 and 1.0, where 1.0 means maximal
unsimilarity. Imagining a point space, two points are identical when
their geometric distance is 0.0.

The Distance is calculated by the DistanceFunction.



	DistanceFunction

	A DF is a function that takes two songs and calculates the
Distance between them.

More specifically, the DF looks at all Common Attributes of two
songs a and b and calls a special DF attribute-wise.
These results are weighted, so that e.g. genre gets a higher
precedence, and summed up to one number.

The following must be true for a valid DF, when \(D\) is the
database:


\(D(i, j) = D(j, i) \forall i,j \in D\)

\(D(i, i) = 0.0 \forall i \in D\)

\(D(i, j) \leq D(i, x) + (x, j)\)






	Session

	A Session is the usage of libmunin over the time on one music
collection. It can be saved to disk and later resumed.

	Mask

	Every Session requires a Mapping where the possible keys are
defined that a single song may have. The AM stores this information
as dictionary, the keys being the names of the possible attributes and
the values being a tuple, conisting of the Provider for this
Attribute, a fitting Distance Function and a weight.

	Attribute

	An Attribute is a key in the Mask to which a Provider,
a DistanceFunction and a certain weight is attached. The name of
the Attribute will be used in Song s to reference the
individual values.

	Provider

	Normalizes a Value by certain characteristics. The resulting value
should be optimized for comparasion by areturn DistanceFunction.

	Rule

	A Rule associates certain songs, or one single song with other songs
or another single song. The strenght of the association is given by the
rating of the rule, which is technically calculated as:


\((1.0 - Kulczynski) \cdot Imbalance\)




	Recommendation

	A Recommendation is a Song that is outputted as a request by
the user. The outputed Song s should have a low Distance
to the previously listened or to the seed song.

	Graph

	The Graph models the relation between all Song in the
database. Each song has, in the best case, the most similar Song s
to it as neighbors. Since this would require calculating the
Distance from one song to all others, which in turn requires
quadratic complexity. Therefore an approximation of the Graph is built
that might contain small errors.
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A Humble Beginner’s Manual

You should read this first before proceeding to the more detailled chapters that
will explain a certain topic, but won’t give you an overview on libmunin’s
capabillities. This should give you a quick introduction on what is what and
where what is when where is not defined. Consfused? Me too. Let’s just dive in!


Part 1: Minimal Example

Let’s start with the pretty minimal example you may have seen already on the
frontpage. But let’s go through it more detailed this time.

	 1
 2
 3
 4
 5
 6
 7
 8
 9
10
11
12
13
14
15
16
17
18
19
20
21
22

	from munin.easy import EasySession

MY_DATABASE = [
    # Artist:            Album:               Title:             Genre:
    ('Akrea'          , 'Lebenslinie'      , 'Trugbild'       , 'death metal'),
    ('Vogelfrey'      , 'Wiegenfest'       , 'Heldentod'      , 'folk metal'),
    ('Letzte Instanz' , 'Götter auf Abruf' , 'Salve te'       , 'folk rock'),
    ('Debauchery'     , 'Continue to Kill' , 'Apostle of War' , 'brutal death')
]

session = EasySession()
with session.transaction():
    for idx, (artist, album, title, genre) in enumerate(MY_DATABASE):
         session.mapping[session.add({
             'artist': artist,
             'album': album,
             'title': title,
             'genre': genre
         })] = idx

for munin_song in session.recommend_from_seed(session[0], 2):
    print(MY_DATABASE[munin_song.uid])







The output of this little wonder should be:

('Vogelfrey'  , 'Wiegenfest'       , 'Heldentod'      , 'folk metal'),
('Debauchery' , 'Continue to Kill' , 'Apostle of War' , 'brutal death')





We can somewhat explain this, since the only thing those songs have in common
is the genre - at least partially.

But well, let’s look at the higlighted lines:


	Line 1:


Everytime you work with this library you gonna need a session.
In this simple case we just use the easisest and shorted possibillity:
The munin.easy.EasySession. You can imagine it as a preconfigured
Session with defaults that will work fine in many cases.

You can read more at Part 2 & 10.






	Line 3:


Here we fake a databse. You should be aware that libmunin will only eat
data. The only thing it might do is helping you on that process with some
utilites (as seen in Part 9). But still, you’re on your own here.






	Line 11:


As mentioned above we need a Session to talk with libmunin. Before using
a Session we need to fill it with data. This data consists of songs and
history information - we only use the basic adding of songs here.






	Line 12:


When adding songs to a session we need to builup quite some internal
data-structures. If we rebuild after every add it would take a lot of time
till you get your first recommendation. Therefore the transaction
contextmanager will immediately yield and call a rebuild on the database
after you added all the songs.

By the way, if you want to add songs at some late point it is recommended to
use munin.database.Database.insert().






	Line 14:


This is perhaps the hardest line to grok. With session.add we add a
single song to the Session. session.add expects a dictionary with keys
(the keys are pre-defined in the case of EasySession, but can be
configured in the normal session) and the values you want to set per song.

Internally for each dictionary a munin.song.Song will be created -
a readonly mapping with normalized version of the values you passed.
Normalized you ask? How? Well, let’s introduce a new verb: A Provider
can normalize a value for a certain Attribute (e.g. 'artist') in a way
that comparing values with each other gets faster and easier. More on that
later.

Now, what about that session.mapping thing? You might not have noticed
it, but libmunin has an internal representation of songs which differs
from the songs in MY_DATABASE. Since recommendations are given in the
internal representation, you gonna need to have a way to map those back to
the actual values. session.mapping is just a dictionary with the only
plus that it gets saved along with the session. In our example we take the
return value from session.add (the UID of a song - which is an
integer) and map it to the index in MY_DATABASE.

More on that in Part 4.

Tip: Try to keep the database index and the UID in sync.






	Line 21:


In these two lines we do what libmunin is actually for - recommending songs.
Most API-calls take either a song (a munin.song.Song) or the UID we
got from add(). session.recommend_from_seed takes two arguments. A
song we want to get recommendations from, and how many we want. In this case
we want two recommendations from the first song in the database (the one by
Akrea). If we want to transform an UID to a full-fledged Song, wen can use
the __getattr__ of Session:

>>> session[0]
<munin.song.Song(...)>





But since we can pass either UIDs or the lookuped song, these two lines
are completely equal:

>>> session.recommend_from_seed(session[0], 2)
>>> session.recommend_from_seed(0, 2)





The function will return an iterator that will lazily yield a
munin.song.Song as a recommendation.











Part 2: Creating a session

A Session needs to know how the data looks like you feed it. EasySession
does this by assuming some sane defaults, but you can always configure every
last bit of how you want libmunin to eat your data.

You do this by specifying an AttriuteMask where you carefully select a pairs of
providers (thing that preproces values) and distancefunctions (things that
calculate the similarity or distance of those preprocessed values ). Apart
from that you give a weighting of that attribute, telling us how important that
attribute is. (Tip: If you expect an attribute to not always be filled, i.e.
for lyrics, do not overweight it, since we “punish” unfilled attributes).

The Mask looks like this:

{
    'keyname': (
        # Let's assume we instanced this before
        some_provider_instance,
        # Distance Functions need to know their provider:
        SomeDistanceFunction(provider_instance),
        # The importance of this attribute as a float of your choice
        # libmunin will only use relative weights.
        weight
    ),
    # ...
}





But instancing providers beforehand is tedious, therefore we have a cleaner
version:

 {
     # Use the pairup function from munin.helpers
     # to set the Provider to the DistanceFunction automatically.
     'keyname': pairup(
         SomeProvider(),
         DistanceFunction(),
         weight
     ),
     # ...
 }





Here’s a full example of how this plays together:

#!/usr/bin/env python
# encoding: utf-8

import sys

from munin.helper import pairup
from munin.session import Session
from munin.distance import GenreTreeDistance, WordlistDistance
from munin.provider import \
        ArtistNormalizeProvider, \
        GenreTreeProvider, \
        WordlistProvider,  \
        StemProvider


MY_DATABASE = [(
        'Devildriver',                # Artist
        'Before the Hangmans Noose',  # Title
        'metal'                       # Genre
    ), (
        'Das Niveau',
        'Beim Pissen gemeuchelt',
        'folk'
    ), (
        'We Butter the Bread with Butter',
        'Extrem',
        'metal'
    ), (
        'Lady Gaga',
        'Pokerface',
        'pop'
)]


def create_session(name):
    print('-- No saved session found, loading new.')
    session = Session(
        name='demo',
        mask={
            # Each entry goes like this:
            'Genre': pairup(
                # Pratice: Go lookup what this Providers does.
                GenreTreeProvider(),
                # Practice: Same for the DistanceFunction.
                GenreTreeDistance(),
                # This has the highest rating of the three attributes:
                8
            ),
            'Title': pairup(
                # We can also compose Provider, so that the left one
                # gets the input value, and the right one the value
                # the left one processed.
                # In this case we first split the title in words,
                # then we stem each word.
                WordlistProvider() | StemProvider(),
                WordlistDistance(),
                1
            ),
            'Artist': pairup(
                # If no Provider (None) is given the value is forwarded as-is.
                # Here we just use the default provider, but enable
                # compression. Values are saved once and are givean an ID.
                # Duplicate items get the same ID always.
                # You can trade off memory vs. speed with this.
                ArtistNormalizeProvider(compress=True),
                # If not DistanceFunctions is given, all values are
                # compare with __eq__ - which might give bad results.
                None,
                1
            )
        }
    )

    # As in our first example we fill the session, but we dont insert the full
    # database, we leave out the last song:
    with session.transaction():
        for idx, (artist, title, genre) in enumerate(MY_DATABASE[:3]):
            # Notice how we use the uppercase keys like above:
            session.mapping[session.add({
                'Genre': genre,
                'Title': title,
                'Artist': artist,
            })] = idx

    return session


def print_recommendations(session, n=5):
    # A generator that yields at max 20 songs.
    recom_generator = session.recommend_from_heuristic(number=n)
    seed_song = next(recom_generator)
    print('Recommendations to #{}:'.format(seed_song.uid))
    for munin_song in recom_generator:
        print('  normalized values:')

        # Let's take
        for attribute, normalized_value in munin_song.items():
            print('    {:<7s}: {:<20s}'.format(attribute, normalized_value))

        original_song = MY_DATABASE[session.mapping[munin_song.uid]]
        print('  original values:')
        print('    Artist :', original_song[0])
        print('    Album  :', original_song[1])
        print('    Genre  :', original_song[2])
        print()


if __name__ == '__main__':
    print('The database:')
    for idx, song in enumerate(MY_DATABASE):
        print('  #{} {}'.format(idx, song))
    print()

    # Perhaps we already had an prior session?
    session = Session.from_name('demo') or create_session('demo')
    rules = list(session.rule_index)
    if rules:
        print('Association Rules:')
        for left, right, support, rating in rules:
            print('  {:>10s} <-> {:<10s} [supp={:>5d}, rating={:.5f}]'.format(
                str([song.uid for song in left]),
                str([song.uid for song in right]),
                support, rating
            ))
        print()

    print_recommendations(session)

    # Let's add some history:
    for munin_uid in [0, 2, 0, 0, 2]:
        session.feed_history(munin_uid)

    print('Playcounts:')
    for song, count in session.playcounts().items():
        print('  #{} was played {}x times'.format(song.uid, count))

    # Let's insert a new song that will be in the graph on the next run:
    if len(session) != len(MY_DATABASE):
        with session.fix_graph():
            session.mapping[session.insert({
                'Genre': MY_DATABASE[-1][2],
                'Title': MY_DATABASE[-1][1],
                'Artist': MY_DATABASE[-1][0]
            })] = 3

    if '--plot' in sys.argv:
        session.database.plot()

    # Save it under ~/.cache/libmunin/demo
    session.save()






Note

In the first few runs the program may deliver a slightly random output
since recommend_from_heuristic is used - the only function that is not
deterministic.



The output in the first run is:

λ ~/dev/libmunin/ master* python examples/complex.py
The database:
  #0 ('Devildriver', 'Before the Hangmans Noose', 'metal')
  #1 ('Das Niveau', 'Beim Pissen gemeuchelt', 'folk')
  #2 ('We Butter the Bread with Butter', 'Extrem', 'metal')
  #3 ('Lady Gaga', 'Pokerface', 'pop')

-- No saved session found, loading new.
Recommendations to #2:
  normalized values:
    Artist : (1,)
    Genre  : ((194,),)
    Title  : ['Befor', 'the', 'Hangman', 'Noos']
  original values:
    Artist : Devildriver
    Album  : Before the Hangmans Noose
    Genre  : metal

  normalized values:
    Artist : (2,)
    Genre  : ((119,),)
    Title  : ['Beim', 'Pissen', 'gemeuchelt']
  original values:
    Artist : Das Niveau
    Album  : Beim Pissen gemeuchelt
    Genre  : folk

Playcounts:
  #0 was played 3x times
  #2 was played 2x times





And in the second run:

λ ~/dev/libmunin/ master* python examples/complex.py
The database:
  #0 ('Devildriver', 'Before the Hangmans Noose', 'metal')
  #1 ('Das Niveau', 'Beim Pissen gemeuchelt', 'folk')
  #2 ('We Butter the Bread with Butter', 'Extrem', 'metal')
  #3 ('Lady Gaga', 'Pokerface', 'pop')

Recommendations to #0:
  normalized values:
    Artist : (3,)
    Genre  : ((194,),)
    Title  : ['Extrem']
  original values:
    Artist : We Butter the Bread with Butter
    Album  : Extrem
    Genre  : metal

  normalized values:
    Artist : (2,)
    Genre  : ((119,),)
    Title  : ['Beim', 'Pissen', 'gemeuchelt']
  original values:
    Artist : Das Niveau
    Album  : Beim Pissen gemeuchelt
    Genre  : folk

  normalized values:
    Artist : (4,)
    Genre  : ((226,),)
    Title  : ['Pokerfac']
  original values:
    Artist : Lady Gaga
    Album  : Pokerface
    Genre  : pop

Playcounts:
  #0 was played 6x times
  #2 was played 4x times





In the 4th run we see another difference, libmunin developed an association rule
from our history!

λ ~/dev/libmunin/ master* python examples/complex.py
The database:
  #0 ('Devildriver', 'Before the Hangmans Noose', 'metal')
  #1 ('Das Niveau', 'Beim Pissen gemeuchelt', 'folk')
  #2 ('We Butter the Bread with Butter', 'Extrem', 'metal')
  #3 ('Lady Gaga', 'Pokerface', 'pop')

Association Rules:
         [2] <-> [0]        [supp=    3, rating=0.65625]

Recommendations to #2:
  normalized values:
    Artist : (1,)
    Genre  : ((194,),)
    Title  : ['Befor', 'the', 'Hangman', 'Noos']
  original values:
    Artist : Devildriver
    Album  : Before the Hangmans Noose
    Genre  : metal

  normalized values:
    Artist : (2,)
    Genre  : ((119,),)
    Title  : ['Beim', 'Pissen', 'gemeuchelt']
  original values:
    Artist : Das Niveau
    Album  : Beim Pissen gemeuchelt
    Genre  : folk

Playcounts:
  #0 was played 15x times
  #2 was played 10x times






See also


	What are Providers? for a list of available Provider and whay they do.

	Distances and Distance Calculation for a list of available DistanceFunction and what they do.






Note

Later parts of this turorial will only give you a sneak-peek into the most importannt features.






Part 3: Loading a session

A Session can always be saved with it’s save method. Currently the saving is
very simple in the respect that recursively all objects in the session are
pickled and written to disk. The resulting pickle file is additionally zipped.
You only pass the directory where to save the Session - if you do not specify
one XDG_CACHE_HOME is used (which is, in most cases ~/.cache/).

But how can be load that thing again?

Well, if you chose to pass no path use Session.from_name(), if you didn’t
specify the full path with Session.from_archive_path().
These staticmethods will unpickle the session object from disk. You can use
this idiom:

>>> session = Session.from_name('moosecat') or create_session('moosecat')








Part 4: Mapping your songs to munin’s internal songs

Okay, I lied to you. session.mapping is no ordinary dict... it’s a
bidict [https://pypi.python.org/pypi/bidict]! Assuming we have a mapping like in our first example we can do
something like this:

>>> session.mapping[0]  # get the database idx from the uid 0
>>> session.mapping[:0] # get the uid from the database idx 0
>>> session.mapping[0:] # same as the first.








Part 5: Getting recommendations

There are different methods to get recommendations that differ in details:


	recommendations_from_seed(song, N)


Get N recommendations from a certain song.
There are some more details in Part 8.






	recommendations_from_heuristic(N)


Like above, but try to choose a good seed song in this order:



	Get the song from the rule with the globally best rating.

	Get the song with the highest playcount.

	If all that fails a random song is chosen.






The resulting seed song is given to recommendations_from_seed.






	recommendations_from_attributes(subset, N)


This finds a seed song by a subset of attributes. Take this as example:

>>> recommendations_from_attributes({'genre': 'death metal'})





This works by first finding a suitalbe seed song with this subset of
required values (you can even pass more than one key, i.e. restricting the
artist!) and passing the resulting seed song to recommendations_from_seed.











Part 6: Feeding the History

A cool feature of libmunin is that it can learn from your input. You do this
by feeding the song you listened to the session. They will be saved and counted.
And if we can recognize a frequent pattern in it we create a so called Rule
(More in Part 8).

Feeding a song is very simple:

>>> session.feed_history(some_munin_song_or_uid)








Part 7: Adding/Removing single songs

You can insert and remove songs after you build the graph out of your database
by using Session.insert and Session.remove. Instead inside the
Session.transaction you should call these functions inside of
Session.fix_graph:

>>> with session.fix_graph():
...     session.insert({'key1': 'value1'})





Or:

>>> with session.fix_graph():
...     session.remove(some_munin_song_or_uid)






Note

It is not advisable to call insert or remove very often. Sometimes, after say
100, insert operations the internal graph might have small errors. These can
be fixed by doing a rebuild at this point.






Part 8: Accessing rules

Rules are libmunin’s way of learning your habits. Internally a large graph is
built out of your songs - each song has neighbors which are, in theory at least,
are similar to the song in the centre. Without rules the recommendations
algorithm will just do a breadth-first search from a seed song. Rules help here
by providing a way to help navigating the graph. For a single song we might have
quite some rules (Imagine we represent our songs by numbers):

#01:            [5] <-> [4]
#02:         [5, 4] <-> [3]
#03:            [4] <-> [3]
#04:            [2] <-> [3]
#05:            [2] <-> [4, 3]
#06:            [5] <-> [3]
#07:            [4] <-> [5, 3]
#08:            [5] <-> [4, 3]
#09:            [1] <-> [2]
#10:            [2] <-> [4]
#11:         [2, 5] <-> [3]





If we want to recommend songs based on the Song 5 we lookup the rules that
affect it - and the songs that are mentioned in these rules. These are: [4, 3, 2].
Instead of taking a single song we take these as additional seeds - with lower
priority though.

You can iterate over all rules and lookup rules that are affected by certain
songs:

>>> for rule in session.rule_index:
>>>     print(rule)
([5, 4], [4], supp=74, conf=0.83, kulc=0.87 irat=0.07 rating=0.8)
>>> # The numbers in the number (2 - 7) describe the quality of the rule.
>>> # Basically you only need to know about the rating - 1.0 would be perfect.





>>> for rule in session.rule_index.lookup(some_munin_song):
>>>     print(rule)








Part 9: Data-Retrieval Helpers (scripts)

For some attributes you might need the path to audio files, or the lyrics of a
song - stuff you can’t get in a oneliner for sure.

Here are some recipes for making these kind of tasks easier.


Recursively getting all audio files from a directory

>>> from munin.helper import AudioFileWalker
>>> for path in AudioFileWalker('/home/sahib/music'):
...     print(path)
/home/sahib/music/Artist/Album/Song01.ogg
/home/sahib/music/Artist/Album/Song02.ogg
...








Paralellize expensive calculations using ProcessPoolExecutor

This will iterate over a music collection and calculate (and cache) the moodbar
of these songs. The description (an internal base for comparasion) of these
moodbars will be printed to the screen.

from concurrent.futures import ProcessPoolExecutor
from munin.provider.moodbar import MoodbarAudioFileProvider
from munin.helper import AudioFileWalker

provider = MoodbarAudioFileProvider()
moodbar_files = list(AudioFileWalker('/home/sahib/music/')
with ProcessPoolExecutor(max_workers=10) as executor:
    futured = executor.map(MoodbarAudioFileProvider.do_process, moodbar_files)
    for description, *_ futured:
        print(description)





This was used in an example script that ships with libmunin:


https://github.com/sahib/libmunin/blob/master/munin/scripts/moodbar_walk.py





Getting Lyrics and other Metadata

For any kind of music related metadata there’s libglyr [https://github.com/sahib/glyr], and it’s pythonic
(†) wrapper plyr [https://github.com/sahib/python-glyr].

Tiny Example:

>>> import plyr
>>> qry = plyr.Query(artist='Akrea', title='Trugbild', get_type='lyrics')
>>> items = qry.commit()
>>> print(items[0].data.decode('utf-8'))
...
Nun zeigst du dich unser
Enthüllst dein wahres Ich
Letztendlich nur ein Trugbild
Welches spöttisch deiner Eigen glich
...





More Information:


http://sahib.github.io/python-glyr/index.html


† Now that’s shameless self-advertisement. I recommend libglyr [https://github.com/sahib/glyr] since I wrote it.






Part 10: EasySession

We’ve learned about EasySession already in the very first chapter.
We now know it’s just a Session with some sane defaults and some predefined
attributes.

Here is a table describing how the EasySession is configured:










	Attribute
	Takes
	Provider
	DistanceFunction
	Weight




	artist
	Artist
	StemProvider
	LevnshteinDistance
	3


	album
	Album
	WordlistProvider
	WordListDistance
	5


	title
	Title
	WordlistProvider
	WordListDistance
	7


	genre
	Genre
	GenreTreeProvider
	GenreTreeDistance
	20


	bpm
	AudioFilePath
	BPMCacheProvider
	BPMDistance
	25


	moodbar
	AudioFilePath
	MoodbarAudioFileProvider
	MoodbarDistance
	30


	lyrics
	Lyrics
	KeywordProvider
	KeywordDistance
	15


	
	
	
	Total Weight:
	100
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Session and Database Management


Session


Overview

Session is the main entrance to using libmunin.

It implements a caching layer around the lower level API, being able to
save a usage-Session for later re-use. The session data will be saved packed
on disk as a .gzip archive.

Apart from this it holds the Mask - in simple words:
the part where you tell libmunin what data you have to offer and how
you want to configure the processing of it.




Reference


	
class munin.session.Session(name, mask, config={'rebuild_refine_passes': 25, 'rebuild_step_size': 20, 'rebuild_mean_scale': 2, 'max_distance': 0.999, 'history_timeout': 1200, 'rebuild_window_size': 60, 'history_max_rules': 100, 'rebuild_stupid_threshold': 350, 'recom_history_penalty': {'album': 5, 'artist': 3}, 'max_neighbors': 15, 'history_max_pkg': 10000, 'recom_history_sieving': True, 'history_pkg_size': 5})[source]

	Main API to libmunin and caching layer.

Create a new session:





	Parameters:	
	name – The name of the session. Used to load it again from disk.

	mask – The mask. See Mask

	config – A dictionary with config values. See DefaultConfig for available keys.










	
__getitem__(idx)[source]

	Return the song with a certain uid.





	Raises KeyError [http://python.readthedocs.org/en/latest/library/exceptions.html#KeyError]:

		On invalid uid.


	Returns:	a song object which has the same uid attribute.










	
__init__(name, mask, config={'rebuild_refine_passes': 25, 'rebuild_step_size': 20, 'rebuild_mean_scale': 2, 'max_distance': 0.999, 'history_timeout': 1200, 'rebuild_window_size': 60, 'history_max_rules': 100, 'rebuild_stupid_threshold': 350, 'recom_history_penalty': {'album': 5, 'artist': 3}, 'max_neighbors': 15, 'history_max_pkg': 10000, 'recom_history_sieving': True, 'history_pkg_size': 5})[source]

	Create a new session:





	Parameters:	
	name – The name of the session. Used to load it again from disk.

	mask – The mask. See Mask

	config – A dictionary with config values. See DefaultConfig for available keys.














	
__iter__()[source]

	Iterate over all songs in the database

This is a proxy to Database.__iter__






	
__len__()[source]

	Get the number of songs currently in the database






	
__weakref__

	list of weak references to the object (if defined)






	
add(value_mapping)[source]

	Add a song with the values in the value_mapping.

This function should be always called like this to trigger a rebuild:

>>> with session.transaction():
...     session.add({'genre': 'death metal', ...})









	Parameters:	value_mapping (dict [http://python.readthedocs.org/en/latest/library/stdtypes.html#dict]) – A mapping Attribute : Value.


	Raises KeyError [http://python.readthedocs.org/en/latest/library/exceptions.html#KeyError]:

		If an unknown Attribute was used.


	Returns:	The UID of the newly added song.










	
config[source]

	Return the config dictionary passed to __init__






	
database[source]

	yield the associated munin.database.Database






	
distance_function_for_key(key)[source]

	Get the munin.distance.DistanceFunction for key






	
explain_recommendation(seed_song, recommendation, max_reasons=3)[source]

	Explain the recommendation you got.

Usage Example:

>>> explain_recommendation(seed_song, recommendation)
(~0.4, [
    ('genre', 0.1),    # Very similar common attribute
    ('moodbar', 0.2),  # Quite similar
    ('lyrics', 0.5)    # Well, that's okay.
])









	Parameters:	
	seed_song – The seed song used.
For _heuristic and _attribute this is the first song.

	recommendation – The recommendation you want to have explained.

	max_reasons – How many reasons to yield at a maximum.






	Retruns:	Tuple of the total distance to each other and a list of pairs
that consist of (attribute_name: subdistance_float)












	
feed_history(song)[source]

	Feed a single song to the history.

If the feeded song is not yet in the database,
it will be added automatically.





	Parameters:	song – The song to feed in the history.










	
find_matching_attributes(subset, max_numeric_offset=None)[source]

	Search the database for a subset of the attributes/values in subset.

Example:

>>> find_matching_attributes({'genre': 'metal', 'artist': 'Debauchery'})
# yields songs from Debauchery with that have the exact genre 'metal'





Numeric example:

>>> find_matching_attributes({'rating': 5}, max_numeric_offset=1)
# yield songs with rating 4-5






Warning

If max_numeric_offset is used, you may only use attributes
that support the __sub__ operator, otherwise a TypeError will be raised.







	Raises:	
	KeyError [http://python.readthedocs.org/en/latest/library/exceptions.html#KeyError] – if an unknown key is specified in subset.

	TypeError [http://python.readthedocs.org/en/latest/library/exceptions.html#TypeError] – if max_numeric_offset is not None and some values do
not support substraction.






	Parameters:	
	subset – The subset of attributes the songs must have.

	max_numeric_offset – 






	Returns:	A lazy iterator over the matching songs.












	
fix_graph()[source]

	Fix the previosuly rebuild graph.

This means checking if unsorted distances can be found (which should not happend)
and checking if unidirectional edges can be found (which get deleted).

You should this contextmanager when calling insert() or remove().






	
static from_archive_path(full_path)[source]

	Load a cached session from a file on the disk.

Example usage:

>>> Session.from_archive_path('/tmp/test.gz')
<Session object at 0x2343424>






Note

If you prefer to save the sessions in XDG_CACHE_HOME anyway,
just use Session.from_name().







	Parameters:	full_path (str [http://python.readthedocs.org/en/latest/library/stdtypes.html#str]) – a path to a packed session.


	Returns:	A cached session.


	Return type:	Session










	
static from_name(session_name)[source]

	Like from_archive_path(), but be clever and load it
from ${XDG_CACHE_HOME}/libmunin/<session_name>/session.pickle





	Parameters:	session_name (str [http://python.readthedocs.org/en/latest/library/stdtypes.html#str]) – The name of a session.


	Returns:	A cached session.


	Return type:	Session










	
index_for_key(key)[source]

	Retrieve the index for the key given by key






	
insert(value_mapping)[source]

	Insert a song without triggering a rebuild.

This function should be always called like this to trigger a cleanup of the graph:

>>> with session.fix_graph():
...     session.insert({'genre': 'death metal', ...})





The rest is the same as with add().






	
key_at_index(idx)[source]

	Retrieve the key of the mask at index idx






	
mask[source]

	Returns a copy of the mask (as passed in)






	
mask_length[source]

	Returns the length of the attribte mask (number of keys)






	
modify(song, sub_value_mapping)

	Modify an existing and known song by the attributes mentioned
in sub_value_mapping.

This should be run during the fix_graph contextmanager.

Usage example:

>>> with session.fix_graph():
...     session.modify(some_song, {'rating': 5})





One usecase is shown in the example, the adjustment of the rating.


Note

This is not a cheap function. The song is removed and all
distances to it are recalculated under the hood.




See also

munin.session.Session.insert()




Warning

Attention! The returned uid is the same as before, but the underlying
song is different. Do not compare by reference!







	Parameters:	
	song – The song to modify, either an uid or a munin.song.Song

	sub_value_mapping – A mapping of attributes in values.






	Returns:	song.uid












	
name[source]

	Return the name you passed to the session






	
playcount(song)[source]

	Get the playcount of a song.

If no playcount is known for it, 0 will be returned.





	Returns:	Number of times this song was played.


	Return type:	int










	
playcounts(n=0)[source]

	Get all playcounts, or the most common.





	Parameters:	n – The number of most  common plays to select. Might be less.


	Returns:	A list of tuples if n > 0, or a Mapping.










	
provider_for_key(key)[source]

	Get the provider for the key in key






	
recommend_from_attributes(subset, number=20, max_seeds=10, max_numeric_offset=None)[source]

	Find n recommendations solely from intelligent guessing.

This will try to find a good rule, that indicates a user’s
favourite song, and will call recommendations_from_seed() on it.
If no rules are known, the most played song will be chosen.
If there is none, a random song is picked.

The first song in the recommendations yielded is the seed song.





	Parameters:	
	subset (dict [http://python.readthedocs.org/en/latest/library/stdtypes.html#dict]) – Attribute-Value mapping that seed songs must have.

	max_seeds – Maximum songs with the subset to get as a base.

	max_numeric_offset – Same as with find_matching_attributes()














	
recommend_from_heuristic(number=20)[source]

	Give ‘n’ recommendations based on ‘song’.


	Will lookup rules for song.

	If no rules found, a breadth first search starting with song is performed.

	Otherwise, breadth first from songs mentioned in the rules are done.



The first song in the recommendations yielded is the seed song.





	Parameters:	
	graph (igraph.Graph) – The graph to breadth first search on.

	rule_index (munin.history.RuleIndex) – Rule database.

	song (munin.song.Song) – Song to base recommendations on.

	n – Deliver so many recommendations (at max.)






	Returns:	An iterator that yields recommend songs.












	
recommend_from_seed(song, number=20)[source]

	Recommend songs based on a certain attribute.

For example you can search by a certain genre by calling it like this:

>>> recommend_from_attributes({'genre', 'death metal'}, ...)





The value passed must match fully, no fuzzy matching is performed.





	Returns:	Recommendations like the others or None if no suitable song found.










	
remove(song)[source]

	Remove a single song (or UID) from the Graph.

This function will try to close the hole. If insert()
is called afterwards the UID of the deleted song will be re-used.





	Returns:	The UID of the deleted song.










	
save(path=None)[source]

	Save the session (and all caches) to disk.





	Parameters:	path – Where to save the session in. If none XDG_CACHE_HOME is used.










	
sieving[source]

	Return True if sieving is enabled.






	
transaction()[source]

	Convienience method: Excecute block and call rebuild() afterwards.






	
weight_for_key(key)[source]

	Get the weighting (float) for key














Database


	
class munin.database.Database(session)[source]

	Class managing Database concerns.

Usually you access this as .database attribute of
munin.session.Session.

You can do the following tasks with it:


	Trigger updates (rebuild())

	Get a plot of the graph for debuggin purpose.

	Iterative over the database (for song in database).

	Get a song by it’s uid. (database[song.uid])




Note

The division of munin.session.Session and Database
is purely cosmetical. Both classes cannot exist on its own.




	
__getitem__(idx)[source]

	Lookup a certain song by it’s uid.





	Parameters:	uid – A uid previously given by


	Returns:	a munin.song.Song, which is a read-only mapping of normalized attributes.










	
plot(width=1000, height=1000, **kwargs)[source]

	Plot the current graph for debugging purpose.

Will try to open an installed image viewer - does not return an image.





	Parameters:	
	database – The database (and the assoicate graph with it) to plot.

	width – Width of the plotted image in pixel.

	height – Width of the plotted image in pixel.














	
rebuild(window_size=None, step_size=None, refine_passes=None, stupid_threshold=None)[source]

	Rebuild all distances and the associated graph.

This will be triggered for you automatically after a transaction.





	Parameters:	
	window_size (int [http://python.readthedocs.org/en/latest/library/functions.html#int]) – The size of the sliding window in the base iteration.

	step_size (int [http://python.readthedocs.org/en/latest/library/functions.html#int]) – The amount to move the window per iteration.

	refine_passes (int [http://python.readthedocs.org/en/latest/library/functions.html#int]) – How often step #2 should be repeated.

	stupid_threshold (int [http://python.readthedocs.org/en/latest/library/functions.html#int]) – If less songs than this just brute forcely calculate all combations of songs.














	
rebuild_stupid()[source]

	(Re)build the graph by calculating the combination of all songs.

This is a very expensive operation which takes quadratic time and
only should be ever used for a small amount of songs where accuracy
matters even more thant time.












Default Config


	
class munin.session.DefaultConfig

	Example:

>>> from munin.session import DefaultConfig as default
>>> default.max_neighbors
100





Alternatively without DefautltConfig:

>>> from munin.session import DEFAULT_CONFIG
>>> DEFAULT_CONFIG['max_neighbors']
100





The sole purpose of this class is to save a bit of typing.


Note

It is possible to mutate the DEFAULT_CONFIG dict to have the same defaults
for every session.



x.__init__(...) initializes x; see help(type(x)) for signature











          

      

      

    


    
      Last updated on Apr 22, 2014.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          next |

        	
          previous |

        	libmunin (0.07) apidoc 
 
      

    


    
      
          
            
  
Distances and Distance Calculation


Introduction

Generally spoken a distance is a number between 0.0 (highest similarity) and
1.0 (lowest similarity) that tells you about the similarity of two items.

In our case, when speaking of a Distance, we sometimes mean
munin.distance.Distance, which gathers single distances (in the general
meaning) and combines them to one value by weighting them and calculating the
average. But in most cases both terms can be used interchangeably.


See also

Distance in the Glossary.



A DistanceFunction is a something that calculates a Distance. Let’s
explain this with some examples. Imagine you have to compare the following
values and tell about their similarity:


See also

DistanceFunction in the Glossary.




Stupid and simple:

>>> 1.0 - float('Elch' == 'Pech')
1.0
>>> 1.0 - float('Elch' == 'Elch')
0.0





This will yield to nobodie’s surprise only two values 0.0 and 1.0,
which is nothing but unsatisfying. We need a way to get values in between.
And what about comparasions like elch == Elch?




I-googled-and-found-stuff-on-Stackoverflow:

>>> from difflib import SequenceMatcher
>>> 1 - SequenceMatcher(a='Elch', b='Pech').ratio()
0.5
>>> 1 - SequenceMatcher(a='Elch', b='elch').ratio()
0.25
>>> 1 - SequenceMatcher(a='Elch'.lower(), b='elch'.lower()).ratio()
0.0
>>> 1 - SequenceMatcher(a='PECH', b='Stuff').ratio()
1.0





Now, that’s a lot better already. We can see that we always have a normalization
(str.lower()) and an actual comparasion (difflib.SequenceMatcher()).

The Normalization part is done by something called a Provider. We learn
about that in the next chapter (What are Providers?).




Real life version:

A bit more sophisticated comparasion:

>>> # This needs PyStemmer and pyxDamerauLevenshtein
>>> from pyxdameraulevenshtein import *
>>> damerau_levenshtein_distance('elch', 'Pech')
2  # Number of adds., subs. and del. to get from 'elch' to 'pech'
>>> normalized_damerau_levenshtein_distance('elch', 'Pech')
0.5  # With string length taken into account - like difflib!





Now with addtional normalization:

>>> from Stemmer import Stemmer
>>> normalize = lambda word: Stemmer('english').stemWord(word.lower().strip())
>>> normalized_damerau_levenshtein_distance(normalize('elch'), normalize('Elchy'))
0.2





This makes use of the DamereauLevenshtein-Distance (levenshtein on wikipedia [http://en.wikipedia.org/wiki/Levenshtein_distance]) and of the Porter
Stemming (stemming on wikipedia [http://en.wikipedia.org/wiki/Porter_stemmer]) algorithm to normalize a single
word to it’s Wordstem (kindness becomes kind).


Note

The input value needs to be stemmed only once, which can save a lot time.






Implementation in libmunin

We have a base-class for distance calculation there:


munin.distance.DistanceFunction


From this many subclasses in the munin.distance. submodules are inherited.


Note

DistanceFunction use two list of values as input. Even for single
values.










List of concrete DistanceFunctions



	Beats-per-Minute Distance
	Overview

	Reference





	Date Distance
	Overview

	Example Usage

	Reference





	GenreTree Distance
	Overview

	Example

	Reference





	Keywords Distance
	Overview

	Reference





	Levenshtein Distance
	Overview

	Reference





	Moodbar Distance
	Overview

	Reference





	Rating Distance
	Overview

	Reference





	Wordlist Distances
	Overview

	Reference










Note

If no DistanceFunction is given, a default will be used which will sort both
input list, zip them and compare each item with ==. The number of matching
items is then divided through the maximum length of both lists.








Reference


	
class munin.distance.DistanceFunction(provider=None)[source]

	A DistanceFunction calculates a Distance

This class is supposed to be overriden, but can also be used
as fallback.

__call__ is implemented as shortcut to compute()





	Parameters:	name (String.) – Name of the DistanceFunction (used for display)






	
do_compute(list_a, list_b)[source]

	Compare both lists with eq by default.

This goes through both lists and counts the matching elements at the same index.





	Returns:	Number of matches divivded through the max length of both lists.
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Beats-per-Minute Distance


Overview

A very simple Distance Function that is suitable for the output of:



	munin.provider.bpm.BPMProvider

	munin.provider.bpm.BPMCachedProvider






50 is taken as the minum value, 250 as the maximum value.
(Although some songs may go up to 300)




Reference


	
class munin.distance.bpm.BPMDistance(provider=None)[source]

	Distance Function that compares two Beats Per Minute Lists.

This class is supposed to be overriden, but can also be used
as fallback.

__call__ is implemented as shortcut to compute()





	Parameters:	name (String.) – Name of the DistanceFunction (used for display)
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Date Distance


Overview

Calculate a distance from two years.

As minimal year 1970 is assumed.




Example Usage

>>> from munin.distance import DateDistance
>>> dfunc = DateDistance()
>>> dfunc.do_compute((1970,), (2014))
1.0
>>> dfunc.do_compute((1970,), (1970))
0.0
>>> dfunc.do_compute((2014,), (1992))
0.5








Reference


	
class munin.distance.date.DateDistance(**kwargs)[source]

	Compare the distance of two years, map them inbetween [0.0, 1.0]

As minimal year 1970 is assumed, as maximal year the current year.






	
class munin.distance.date.DateDistance(**kwargs)[source]

	Compare the distance of two years, map them inbetween [0.0, 1.0]

As minimal year 1970 is assumed, as maximal year the current year.
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GenreTree Distance


Overview

Compares the Paths created by munin.provider.genre.GenreTreeProvider.




Example

>>> dfunc = GenreTreeDistance(genre_tree_provider)
>>> dfunc.compare_single_path((190, 1, 0), (190, 1, 1))
0.333
>>> dfunc.compare_single_path((190, 0, 1), (190, 1, 1))
0.666
>>> dfunc(
...     [(190, 1, 0), (190, 1, 1)],
...     [(190, 1, 1), (190, 0, 1)]
... )
0.333 # Take the lowest possible distance. (Complete Link)










Reference


	
class munin.distance.genre.GenreTreeAvgDistance(provider=None)

	Like munin.distance.genre.GenreTreeDistance,
but use Average Linkage instead of Single Linkage.

This is recommended if you have long genre descriptions, like
produced by munin.provider.genre.DiscogsGenreProvider.

This class is supposed to be overriden, but can also be used
as fallback.

__call__ is implemented as shortcut to compute()





	Parameters:	name (String.) – Name of the DistanceFunction (used for display)










	
class munin.distance.genre.GenreTreeDistance(provider=None)[source]

	DistanceFunction Calculator for comparing two lists of GenrePaths.

(Lists of GenrePaths as returned by the GenreTree Provider)

This class is supposed to be overriden, but can also be used
as fallback.

__call__ is implemented as shortcut to compute()





	Parameters:	name (String.) – Name of the DistanceFunction (used for display)






	
do_compute(lefts, rights)[source]

	Calculate distance between two genre paths by using complete linkage.





	Parameters:	
	lefts – A list of Genre Paths.

	rights – A list of Genre Paths to compare with.






	Returns:	A distance between 0.0 and 1.0 (max diversity.)
















	
munin.distance.genre.compare_single_path(left, right)[source]

	Compare a single path with another.





	Returns:	The ratio of matching numbers divided by max. length of both.
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Keywords Distance


Overview

Compute the distance of two keywordsetlists using the Average-Linkage:


http://en.wikipedia.org/wiki/Hierarchical_clustering#Linkage_criteria


This can be used with:



	munin.provider.KeywordsProvider









Reference


	
class munin.distance.keywords.KeywordsDistance(provider=None)[source]

	The distance between two keywords is computes as follows:


\(distance(A, B) = \min(\frac{\vert a\cup b\vert}{\max \vert a \vert, \vert b \vert} \forall a, b \in A \times B)\)


edit: Nope. Changed.

where A and B are the list of keywords to compare, and a and b are
the individual keywordsets.

This class is supposed to be overriden, but can also be used
as fallback.

__call__ is implemented as shortcut to compute()





	Parameters:	name (String.) – Name of the DistanceFunction (used for display)
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Levenshtein Distance


Overview

Distance Function that is able to compare two strings using the
Damerau-Levenshtein-Distance.

For computation the pyxdameraulevenshtein module is used, which is
implemented in Cython.




Reference


	
class munin.distance.levenshtein.LevenshteinDistance(provider=None)[source]

	Compute the damerau-levenshtein distance of two words.

Takes: two lists of length 1.

This class is supposed to be overriden, but can also be used
as fallback.

__call__ is implemented as shortcut to compute()





	Parameters:	name (String.) – Name of the DistanceFunction (used for display)
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Moodbar Distance


Overview

The Distance Function in this Module works with the following providers:



	munin.provider.moodbar.MoodbarProvider

	munin.provider.moodbar.MoodbarMoodFileProvider

	munin.provider.moodbar.MoodbarAudioFileProvider






Technical Details:

The individual attributes are weighted and computes as following:








	Name
	Weight
	Formula




	diffsum
	0.135
	abs(v1 - v2) / 50


	histogram
	0.135
	1.0 - sum(a - b for a, b in lefts, rights) / 5 * 255


	dominant colors
	0.63
	len(common) / max(len(lefts), len(rights))


	blackness
	0.05
	abs(v1 - v2) / 50


	average min/max
	0.05
	abs(v1 - v2) / 255


	
	1.0
	








Reference


	
class munin.distance.moodbar.MoodbarDistance(provider=None)[source]

	Distance Function that compares two MoodbarDescriptions.

This class is supposed to be overriden, but can also be used
as fallback.

__call__ is implemented as shortcut to compute()





	Parameters:	name (String.) – Name of the DistanceFunction (used for display)






	
do_compute(lefts, rights)[source]

	Compute the distance between two moodbar desc

Only the first element in the individual lists is used.





	Parameters:	
	lefts – Packed left moodbar description.

	rights – Packed right moodbar description.
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Rating Distance


Overview

Compare the usergiven rating of a song with each other.

You can define the maximun and minimal rating. The same rating will give
a distance of 0.0.




Reference


	
class munin.distance.rating.RatingDistance(no_rating=0, min_rating=1, max_rating=5, **kwargs)[source]

	Instance a new RatingDistance.





	Parameters:	
	no_rating – The rating that unrated songs will have, e.g. 0 stars.

	min_rating – The minimal rating you will have e.g. 1 stars.

	max_rating – The maximal rating you will have e.g. 5 stars.
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Wordlist Distances


Overview

Compute the distance of two wordslists by building the union of both
wordlists and dividing this through the max length of both.




Reference


	
class munin.distance.wordlist.WordlistDistance(provider=None)[source]

	Compare a list of words using average linkage.

Takes: an iterable of words and compares them directly.

This class is supposed to be overriden, but can also be used
as fallback.

__call__ is implemented as shortcut to compute()





	Parameters:	name (String.) – Name of the DistanceFunction (used for display)
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What are Providers?


Introduction




List of concrete Providers



	Beats-Per-Minute Provider
	Overview

	Reference





	Date Provider
	Overview

	Example Usage

	Reference





	Genre Tree Provider
	Overview

	Reference





	Keywords and Lyrics
	Overview

	Reference





	Moodbar Provider
	Overview

	Reference





	Normalization Providers
	Overview

	Reference





	Stemming Provider
	Overview

	Reference





	Wordlist Providers
	Overview

	Reference












Reference

Here is the superclass of all providers:


	
class munin.provider.Provider(compress=False)[source]

	A Provider transforms (i.e normalizes) a input value

Provider Protocol:


A concrete Provider is required to have these functions:


process():


Takes input values and returns a list of output values
or None on failure.





A concrete Provider may have these functions:


reverse():


The method that is able to do the transformation.
It takes a list of output values and returns a list of
input values, or None on failure.








Create a new Provider with the following attributes:





	Parameters:	compress – Deduplicate data?
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Beats-Per-Minute Provider


Overview

This provider is able to analyze an audio file path in order to find the
average beats-per-minute rate.

Usage Example:

>>> from munin.provider import BPMProvider
>>> p = BPMProvider()
>>> p.do_process('/tmp/some_file.mp3')
(123.456, )  # beats per minute





The potential Information you can get from this is: Songs of different genre
often have differente tempi, therefore are less similar. This is no rule of course.

Problems to consider:



	Noisy Live-data often gets high BPM counts

	Speed-Metal (as an example) ranges in the same






Prerequisites:

To function properly this poorly implemented provider needs two external utils:



	http://sox.sourceforge.net/

	http://www.pogo.org.uk/~mark/bpm-tools/









Reference


	
class munin.provider.bpm.BPMProvider(compress=False)[source]

	A Beats-per-minute provider.

Currently, this is stupidly implemented as a call to an external util:

$ sox -v 1.0 path -t raw -r 44100 -e float -c 1 - | bpm -m 60 -x 350





More Information on beats per minute:


http://en.wikipedia.org/wiki/Tempo#Beats_per_minute


Create a new Provider with the following attributes:





	Parameters:	compress – Deduplicate data?










	
class munin.provider.bpm.BPMCachedProvider(cache_invalid=False, **kwargs)[source]

	Same as BPMProvider, but adds a caching layer.

A .bpm file with the calculated value will be stored along the audio file,
and the same place will be checked before actually calculating it.





	Parameters:	cache_invalid – Also cache invalid results of failed calculations?
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Date Provider


Overview

Try to parse a date string into a year.

This makes use of the magicdate module:


https://pypi.python.org/pypi/magicdate/0.1.3





Example Usage

>>> from munin.provider.date import DateProvider
>>> prov = DateProvider()
>>> prov.do_process('2012')
2012
>>> prov.do_process('2011-12-12')
2011








Reference


	
class munin.provider.date.DateProvider(compress=False)[source]

	Try to parse an arbitary date string into a year.

Create a new Provider with the following attributes:





	Parameters:	compress – Deduplicate data?










	
class munin.provider.date.DateProvider(compress=False)[source]

	Try to parse an arbitary date string into a year.

Create a new Provider with the following attributes:





	Parameters:	compress – Deduplicate data?
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Genre Tree Provider


Overview

Get a list of genre via echonest and try to make a Tree out of them:


	Genres:

Melodic Death Metal
Pagan Metal
Japan Pop







	Tree:

music
 +-- pop
 |    +-- japan
 +-- metal
      +-- death
      |    +-- melodic
      +-- pagan









This tree can be then used to map arbitrary genre names to a path in this tree.
The advantage from this is that only paths (== a list of indices)
through the tree can be saved, instead of whole genre strings.
These indices can also be compared very easily.

With above’s example:

'Melodic death-metal' = metal -> death -> melodic (Path: 0, 1, 1, 0)
'Pagan Metal'         = metal -> pagan (Path: 0, 1, 0)
'Japan Pop Music'     = pop -> japan (Path: 0, 0, 0)





The actual Tree is of course a littler larger and gives you in most cases a path
with 2-3 elements.




Reference


	
class munin.provider.genre.GenreTreeProvider(quality='all', **kwargs)[source]

	Normalize a genre by matching it agains precalculated Tree of sub genres

Creates a GenreTreeProvider with a certain quality.

A GenreTreeProvider will try to normalize a genre by using a Tree of
705 single genres that will be matched with the input genre in a fast way.

The result will be a list of Paths. A Path is a tuple of indices, representing
a possible way through the Tree. For debugging purpose you can use
GenreTreeProvider.resolve_path() on the path to get the full genre back.

The Quality levels are:



	
	all: Try to find all possible paths through the Tree, sorted

	by the first index (which is useful for comparing.)







	single: Simply take the first possible path found. Fastest.



	best_two: Like list, but also uses the reverse word list in a
second try. Might give better results than ‘single’ at the cost
of some speed.








Default is all.

This provider is reversible.





	Parameters:	quality (String) – One of all, best_two  single [default: all]






	
do_process(input_value)[source]

	Subclassed from Provider, will be called for you on the input.






	
resolve_path(path)[source]

	Resolve a path like:

(197, 1, 0)





to:

["metal", "death", "brutal"]





To get back the actual genre, do this:

>>> provider = GenreTreeProvider()
>>> ' '.join(reversed(provider.resolve_path((197, 1, 0))))
"brutal death metal"





or just use reverse().





	Parameters:	path (tuple of ints) – The path to resolve.


	Returns:	A list of subgenres ordered by specialization.


	Return type:	list of strings










	
reverse(output_values)[source]

	Translate the paths in output_values back to genre strings.





	Returns:	A list of genre strings.


	Return type:	[str]
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Keywords and Lyrics


Overview




Reference


	
class munin.provider.keywords.KeywordsProvider(compress=False)[source]

	Splits an arbitary text into a list of keywordsets.

Each keywordset contains one more words that are considered to be repeated
often or that are distinct in the text.

Takes: An arbitary text, or a one-element tuple with a string.
Gives: A list of keywordsets, similar to the WordlistProvider.

Create a new Provider with the following attributes:





	Parameters:	compress – Deduplicate data?










	
class munin.provider.keywords.PlyrLyricsProvider(**kwargs)[source]

	Retrieve a lyrics text from the web using libglyr.


Note

Many people have .lyrics files along their music files. This is not
checked here, although libglyr is capable of that.



Takes: A tuple of (artist, title), outputs a one-element tuple with
the lyrics text in it.

Example Usage:


>>> p = PlyrLyricsProvider()
>>> p.do_process(('Akrea', 'Trugbild'))
('lots of text', )








In the Mask it should be used as:


PlyrLyricsProvider() | KeywordsProvider()









Warning

If a artist/title combination is not found the result is remembered.
If you do not want this behaviour set the cache_failures argument
to False.

>>> PlyrLyricsProvider(cache_failures=False)








Note

When feeding tags from your music database as artist/title
it is recommended to use the album_artist and the track_artist
as fallback.








	
munin.provider.keywords.check_for_plyr()[source]

	Returns True if the plyr lyrics provider is available
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Moodbar Provider


Overview

A moodbar is a color representation of an audio file, where the red represents
the low frequencies, green the mids and blue the high ones.

Per audio file 1000 RGB Triples are sampled.

Sometimes individual instruments can be recognized by their color, the combination
of E-Guitar and Drums are often found to be turquoise.

Since the moodbar does not really represent the mood information it should
be rather called freqbar. But it was decided to stay with the authors
naming choice.

You can find more information here:



	http://en.wikipedia.org/wiki/Moodbar






For this provider to work properly you need the moodbar utility installed:



	http://pwsp.net/~qbob/moodbar-0.1.2.tar.gz






There are 3 different providers in this module:



	munin.provider.moodbar.MoodbarProvider

	munin.provider.moodbar.MoodbarMoodFileProvider

	munin.provider.moodbar.MoodbarAudioFileProvider






Usage Example:

>>> from munin.provider import MoodbarAudioFileProvider
>>> p = MoodbarAudioFileProvider()
>>> p.do_process('/tmp/some_file.mp3')
MoodbarDescription<{
    'red': {
        'histogram': [302, 12, 58, 177, 441, 10]
        'diffsum':   44
    },
    'green': {
        'histogram': [220, 72, 32, 203, 462, 11]
        'diffsum':   33
    },
    'blue': {
        'histogram': [303, 24, 130, 290, 239, 14]
        'diffsum':   32
    },
    'average_minimum': 126,
    'average_maximum': 161,
    'dominant_colors': [
        (187, 238, 238),
        (  0,  34,   0),
        (204, 204, 170),
        (204, 238, 221),
        (  0,  51,   0),
        (204, 221, 187),
        (  0,  34,  17),
        (204, 238, 238),
        (221, 204, 170),
        (  0,  51,  17)
    ]
}>








Reference


	
class munin.provider.moodbar.MoodbarProvider(compress=False)[source]

	Basic Moodbar Provider.

Takes a vector of RGB Tuples.

Create a new Provider with the following attributes:





	Parameters:	compress – Deduplicate data?






	
do_process(vector)[source]

	Subclassed from Provider, will be called for you on the input.










	
class munin.provider.moodbar.MoodbarMoodFileProvider(compress=False)[source]

	Moodbar Provider for pre computed mood files.

Takes a path to a mood file.

Create a new Provider with the following attributes:





	Parameters:	compress – Deduplicate data?










	
class munin.provider.moodbar.MoodbarAudioFileProvider(compress=False)[source]

	Moodbar Provider for audio files.

Takes a path to an arbitary audio file.
Will look for audio_file_path + ‘.mood’ before computing it.
Resulting mood file will be stored in the same path.

Create a new Provider with the following attributes:





	Parameters:	compress – Deduplicate data?
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Normalization Providers


Overview

Providers that know how to normalize specific input patterns like Artist names,
Album strings or Songtitles.




Reference


	
class munin.provider.normalize.AlbumNormalizeProvider(**kwargs)[source]

	Normalize an Album name by normalizing common patterns.

Takes a single string, outputs a tuple with one normalized name in it.

Usage example:

>>> provider = ArtistNormalizeProvider()
>>> provider.do_process('## The Art of getting bugs (live) CD 12')
('the art of getting bugs', )





This provider loosely follows this convention:


http://labrosa.ee.columbia.edu/projects/musicsim/normalization.html







	
class munin.provider.normalize.ArtistNormalizeProvider(**kwargs)[source]

	Normalize an Artist Name by normalizing common patterns.

Takes a single string, outputs a iterable of subartists

Usage example:

>>> provider = ArtistNormalizeProvider()
>>> provider.do_process('BertaX & Gustl')
('bertax', 'gustl')
>>> provider.do_process("A Diablo's Swing Orchästra")
('diablo swing orchästra')
>>> provider.do_process('a feat. b')
('a', 'b')
>>> provider.do_process('The Beatles')
('beatles', )





This provider loosely follows this convention:


http://labrosa.ee.columbia.edu/projects/musicsim/normalization.html







	
class munin.provider.normalize.NormalizeProvider(compress=False)[source]

	Very simple provider that normalizes input strings.

Returns a tuple with a single normalized string in it.

Usage example:

>>> provider = NormalizeProvider()
>>> provider.do_process('    aBc  ')
('abc', )





Additionaly unicode glyphs are normalized with the NFKC method.

Create a new Provider with the following attributes:





	Parameters:	compress – Deduplicate data?










	
munin.provider.normalize.TitleNormalizeProvider

	alias of AlbumNormalizeProvider
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Stemming Provider

There are several algorithms available:


Overview

Providers that stems it’s input by various algorithms.
By their nature they are not reversible.

If input value is a string a list with one string is returned,
if it is an iterable, all elements in this iterable will be stemmed.

Usage Example:

>>> p = StemProvider()
>>> p.process(['Fish', 'fisher', 'fishing'])  # Either a list of words...
['fish', 'fish', 'fish']
>>> p.process('stemming') # Or a single word.
'stem'








Reference


	
class munin.provider.stem.StemProvider(language='english', **kwargs)[source]

	Stem the input values (either a single word or a list of words)

Uses the porter stemmer algorithm.

See here for a full list of languages:


http://nltk.org/_modules/nltk/stem/snowball.html



Note

This does not depend on nltk, it depends on the pystemmer package.







	Parameters:	language – language to use during stemming, defaults to english.
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Wordlist Providers


Overview

Providers that are table to a take a text and deliver a list of words from it.
In the simplest case this is a Tokenizer, in the more complex case
stop words are filtered and other words are normalized.




Reference


	
class munin.provider.wordlist.WordlistProvider(compress=False)[source]

	Split the input value using the standard split function.

Takes: Either a list of length one, or a single str.

Create a new Provider with the following attributes:





	Parameters:	compress – Deduplicate data?















          

      

      

    


    
      Last updated on Apr 22, 2014.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          next |

        	
          previous |

        	libmunin (0.07) apidoc 
 
      

    


    
      
          
            
  
The Song Class


	
class munin.song.Song(session, value_dict, max_neighbors=None, max_distance=None)[source]

	Creates a Song (a set of attributes) that behaves like a dictionary:





	Parameters:	
	session (munin.session.Session) – A Session objective (the session this song belongs to)

	value_dict (Mapping) – A mapping from the keys to the values you want to set.

	max_neighbors – max. numbers of neighbor-distances to save.

	max_distance (float [http://python.readthedocs.org/en/latest/library/functions.html#float]) – The minimal distance for distance_add() -
You should try to keep this small (i.e. to only
filter 1.0 distances)










	
disconnect()[source]

	Deletes all edges to other songs and tries to fill the resulting hole.

Filling the hole that may be created is done by comparing it’s neighbors
with each other and adding new distances.






	
distance_add(other, distance)[source]

	Add a relation to other with a certain distance.





	Parameters:	
	other (munin.song.Song) – The song to add a relation to. Will also add a
relation in other_song to self with same Distance.

	distance (munin.distance.Distance) – The Distance to add to the “edge”.






	Returns:	False if the song was not added because of a worse distance.
True in any other case.












	
distance_compute(other_song)[source]

	Compute the distance to another song.

This is a method of Song and not a static method for convinience.
If you need a static method do this: Song.distance_compute(s1, s2).





	Parameters:	other_song – a munin.song.Song


	Returns:	A munin.distance.Distance with according weighting.










	
distance_finalize()[source]

	Delete/Fix all invalid edges and neighbors of this song






	
distance_get(other_song, default_value=None)[source]

	Return the distance to the song other_song





	Parameters:	
	other_song – The song to lookup the relation to.

	default_value – The default value to return (default to None)






	Returns:	A Distance.












	
distance_indirect_iter(dist_threshold=1.1)[source]

	Iterate over the indirect neighbors of this song.





	Returns:	an generator that yields one song at a time.










	
distance_iter()[source]

	Iterate over all distances stored in this song.

Will yield songs with smallest distance first.





	Returns:	iterable that yields (song, distance) tuples.


	Return type:	generator










	
distance_reset()

	Remove all distances known by this song.

distance_finalize should be called afterwards.






	
neighbors()[source]

	Like distance_iter(), but only return the neighbor song, not the distance






	
to_dict()[source]

	Shortcut for dict(iter(song))
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The History

This module implements the history mechanism of libmunin.


	
class munin.history.History(maxlen=100, time_threshold_sec=1200, max_group_size=5)[source]

	A History implements a mechanism to store groups of songs together
that were listened in a certain order.

Songs can be feeded to the history. Songs that were feeded at the same time
get into the same group, after some time threshold has passed, a new group
is opened. A group may only have a certain size, if the size is exceeded
a new group is opened.

The whole history can be set to store only a certain amount of groups.
If new groups are added, the oldest ones are removed.

Instance a new History object with these settings:





	Parameters:	
	maxlen – Max. number of groups that may be fed to the history.

	time_threshold_sec – Time after which a new group is opened, even
if the current group is not yet full.

	max_group_size – Max. size of a single group.










	
clear()[source]

	Clear the history fully.

Will be as freshly instantiated afterwards.






	
count_keys()[source]

	Count the key distribution of the songs in the history

Not all songs have all keys set.
This can be helpful to find often missing data.





	Returns:	A collections.Counter object with each attribute and their count.










	
count_listens()[source]

	Count the listens of the songs in the history





	Returns:	A collections.Counter object with each song and their count.










	
feed(song)[source]

	Feed a single song to the History.





	Parameters:	song (A munin.song.Song) – The song to add to the listen history.


	Returns:	True if a new group was started.










	
groups()[source]

	Return an iterator to iterate over all groups in the History.





	Returns:	an iterator that yields a list of iteralbes with songs in it.










	
last_time()[source]

	Gives the last inserted timestamp, or if empty, the current time










	
class munin.history.ListenHistory(maxlen=10000, max_group_size=5, time_threshold_sec=1200)[source]

	A History that holds all recently listened Songs.

Sane defaults are chosen for History.__init__


	
find_rules(itemsets=None, min_support=2, **kwargs)[source]

	Find frequent itemsets and try to find association rules in them.





	Parameters:	itemsets – A itemset-mapping, as returned by frequent_itemsets().
If None, the current history will be mined.





This function takes the same finetuning parameters as :func`association_rules`.





	Returns:	An iterable of rules, each rule being a tuple.


	Return type:	[(left, right, support, confidence, kulc, ir), ...]










	
frequent_itemsets(min_support=2)[source]

	Mine frequent item sets (FIM) using the RELIM algorithm.





	Parameters:	min_support – Minimum count of occurences an itemset must have to be returned.


	Returns:	A mapping of itemsets to their supportcount.


	Return type:	dict(set=int)














	
class munin.history.RecommendationHistory(penalty_map={'album': 5, 'artist': 3}, **kwargs)[source]

	Save made recommendations in order to filter bad recommendations.

bad shall be defined as follows: If a recommendation with e.g. the same
artist is repeated, even though, the previous recommendation was from this
artist it’s called bad. The same applies for the album or even for the genre.

In this case we might consider to give a penalty to those, so that the same
artist only might be recommended within the range of, say, 3 recommendations,
and the same album might only be recommended in the range of 5 recommendations.

The RecommendationHistory can do this for any attribute you might
think of.


Note

This takes the same keyword arguments as History, but
maxlen will be silenty ignored.







	Parameters:	penalty_map – A mapping from attribute s to a penalty count
i.e. the number of recommendations to wait before
allowing it again.






	
allowed(recommendation)[source]

	Check if a recommendation is allowed, i.e. if it someting similar
was not recently recommended.





	Parameters:	recommendation (munin.song.Song) – The recommendation to check for forbidden attributes.


	Returns:	True if it is allowed, i.e. all possibly forbidden attributes
are long enough ago.














	
class munin.history.RuleIndex(maxlen=1000)[source]

	A Manager for all known and usable rules.

This class offers an Index for all rules, so one can ask
for all rules that affect a certain song. Additionally
the number of total rules are limited by specifying a maxlen.
If more rules are added they become invalid and get deleted on the
next add or once all adds were done (with begin_add_many()).

Duplicated rules are silently ignored.

This class implements the contains operator to check if a rule tuple
is in the index. Also __iter__ is supported, and will yield
the rules in the index sorted by their Kulczynski measure multiplied
by their imbalance ratio.

Create a new Index with a certain maximal length:





	Parameters:	maxlen – Max. number of rules to save, or 0 for no limit.






	
begin_add_many()[source]

	Contextmanager for adding many songs.

>>> with rule_index.begin_add_many():
...    rule_index.insert_rule(...)





Calls drop_invalid() after being done.






	
best()[source]

	Return the currently best rule (the one with the highest rating)

Requires linear complexity. This could be optimized.





	Returns:	A ruletuple or None if no rule yet in the index.










	
clear()[source]

	Clear all known rules.

This really does what it says. Be careful.






	
drop_invalid()[source]

	Delete invalid rules from the cache.

Often, a large number of rules is added at once.
For maintaining a valid index, rules that are no longer valid
need to be deleted from the cache, which takes linear time.

With this, the cache is checked for consistenct only once all rules
were added, which might be a lot faster for many rules.






	
insert_rule(rule_tuple, drop_invalid=False)[source]

	Add a new rule to the index.





	Parameters:	
	rule_tuple – The rule to add, coming from association_rules().

	drop_invalid – If True, delete the first element
immediately if index is too large.














	
insert_rules(rule_tuples)[source]

	Convienience function for adding many rules at once.

Calls drop_invalid() when done inserting.





	Parameters:	rule_tuples – a list of rule tuples.










	
lookup(song)[source]

	Lookup all rules that would affect a certain song.





	Parameters:	song (munin.song.Song) – The song to lookup.


	Returns:	An iterable with all rule_tuples affecting this song.














	
munin.history.append_rule(data, visited, rules, known_rules, support, left, right, min_confidence, min_kulc, max_ir)[source]

	Internal Function. Append a rule if it’s good enoguh to rules.





	Parameters:	
	visited – Set of visited pairs.

	known_rules – Rules that are known, and do not need to be recaclulated.

	support – Support count for this rule.














	
munin.history.association_rules(data, min_confidence=0.5, min_support=2, min_kulc=0.66, max_ir=0.35)[source]

	Compute strong association rules from the itemset_to_support dict in data.

Inspiration for some tricks in this function were take from:


https://github.com/bartdag/pymining/blob/master/pymining/assocrules.py


The rating of a rule is defined as: (1 - imbalance_ratio) * kulczynski





	Parameters:	data (dict(set=int)) – Mapping between itemsets and support counts





Fine grained finetuning is possible with the following parameters:





	Parameters:	
	min_confidence (float [http://python.readthedocs.org/en/latest/library/functions.html#float]) – Minimal confidence a rule must have (from 0 to 1, higher is better)

	min_support (int [http://python.readthedocs.org/en/latest/library/functions.html#int]) – Minimal support an itemset must have.
Lowers ones are filtered out and only used for lookup.

	min_kulc (float [http://python.readthedocs.org/en/latest/library/functions.html#float]) – Minimum Kulczynski measure (from 0 to 1, higher is better)

	max_ir (float [http://python.readthedocs.org/en/latest/library/functions.html#float]) – Maximum Imbalance Ratio (from 0 to 1, lower is better)






	Returns:	An iterable with rules.




	Return type:	[(left, right, support, rating), ...]
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Helper Utilities

Various utilities that you might enjoy while using libmunin.


	
class munin.helper.AudioFileWalker(base_path, extensions=['mpc', 'mp4', 'mp3', 'flac', 'wav', 'ogg', 'm4a', 'wma'])[source]

	File Iterator that yields all files with a specific ending.

There ist a list of default extensions in
munin.helpers.ALLOWED_FORMATS with the most common formats.

This class implements __iter__, so you just can start using it.





	Parameters:	
	base_path – Recursively seach files in this path.

	extensions – An iterable of extensions that are allowed.
















	
munin.helper.pairup(provider, distance_function, weight)[source]

	Convienience function for easy mask building.

Every distance function needs to know the provider that processed the value.
This is needed to implement the compress functionality. In order to stop you
from writing code like this:

>>> prov = Provider()
>>> dfunc = DistanceFunction(prov)
>>> # Somehwere down:
>>> {'artist': (prov, dfunc, 0.5)}





You can just write:

>>> {'artist': pairup(Provider(), DistanceFunction(), 0.5)}





This function will set the provider in the DistanceFunction for you.








	
munin.helper.float_cmp(a, b)

	





Itertools recipes:

Copied from the standard documentation: http://docs.python.org/3/library/itertools.html#itertools-recipes



	
munin.helper.grouper(iterable, n, fillvalue=None)[source]

	Collect data into fixed-length chunks or blocks
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Stopwords and Keyword Extraction


Stopword Retrieval


Overview

Interface for loading stopwords from a set of 12 languages that
are packaged along libmunin.

The stopwords can be used to split text into important and unimportant words.
Additionally text language can be guessed through the guess_language module.




Reference


	
munin.stopwords.load_stopwords(language_code)[source]

	Load a stopwordlist from the data directory.

Returns a frozenset with all stopwords or an empty set if
the language_code was not recognized.





	Parameters:	language_code – A ISO-639 Alpha2 language code


	Returns:	A frozenset of words.










	
munin.stopwords.parse_stopwords(handle)[source]

	Parse a file with stopwords in it into a list of stopwords.





	Parameters:	handle – an readable file handle.


	Returns:	An iterator that will yield stopwords.














Keyword Extraction with RAKE


Overview

This module contains code for automatic keywordextraction.

The algorithm used is RAKE (Rapid Automatic Keyword Extraction) as described in:


Rose, S., D. Engel, N. Cramer, and W. Cowley (2010).
Automatic keyword extraction from indi-vidual documents.
Text Mining: Applications and Theory


Paper can be found here:


http://media.wiley.com/product_data/excerpt/22/04707498/0470749822.pdf


The original code is based on aneesha’s Python implemenation of RAKE,
but has been extended with automatic stopwordlist retrieval, stemming and
duplicate keyword filtering:


https://github.com/aneesha/RAKE


While adding these features all code was rewritten.


Note

The in the paper mentioned “Adjoining of Keywords” is not implemented,
since this implementation is targeted to short text (i.e. lyrics) anyway.




Note

Of all functions below, you’ll probably only need extract_keywords().






Reference


	
class munin.rake.DummyStemmer[source]

	Stemmer class that does not modify it’s input

x.__init__(...) initializes x; see help(type(x)) for signature






	
munin.rake.candidate_keywordscores(phrases, wordscore)[source]

	Generate the actual results dictionary out of the phrases and wordscore.





	Parameters:	
	phrases – by extract_phrases()

	wordscore – by word_scores()






	Returns:	a mapping of keyword_sets to their rating












	
munin.rake.decide_which_to_delete(set_a, set_b)

	Return the longer of two sets,
or if they have the same size, the one with the shorter
(and thus more comparable) words.






	
munin.rake.extract_keywords(text, use_stemmer=True)[source]

	Extract the keywords from a certain text.





	Parameters:	use_stemmer – If True a Snowball Stemmer will be used for all words.


	Returns:	A sorted mapping between a set of keywords and their rating.


	Return type:	collections.OrderedDict [http://python.readthedocs.org/en/latest/library/collections.html#collections.OrderedDict]










	
munin.rake.extract_phrases(sentences, language_code, use_stemmer)[source]

	Extract the phrases from all sentences.

A phrase is a sequence of words that do not contain a stopword.





	Parameters:	
	sentences – An iterable of sentences (str)

	language_code – an ISO 639 language code

	use_stemmer – If True words in the phrases are also stemmed.






	Returnes:	An iterable of phrases. (str)












	
munin.rake.filter_subsets(keywords)[source]

	Remove keywordsets that are a subset of larger sets.

This modifies it’s input, but returns it for convinience.





	Returns:	keywords, the modified input.










	
munin.rake.issubset_levenshtein(set_a, set_b, threshold=0.4)

	Compare two sets of strings, return True if b is a subset of a.

Strings are compared with levenshtein.






	
munin.rake.phrase_iter(sentence, stopwords, stemmer)[source]

	Splits a sentence into phrases (sequece of stopwordfree words).





	Parameters:	
	sentence – The sentece to split into phrases.

	stopwords – A set of stopwords/

	stemmer – A stemmer class to be used (language aware)






	Return type:	[str]




	Returns:	An iterator that yields a list of words.












	
munin.rake.separate_words(text)[source]

	Separate a text (or rather sentece) into words

Every non-alphanumeric character except + - / is considered as word-delim.
Words that look like numbers are ignored too.





	Returns:	an iterable of words.










	
munin.rake.split_sentences(text)[source]

	Split a text into individual sentences.

Newline is not considererd to be a new sentence.





	Returns:	an iterable of strings.










	
munin.rake.word_scores(phrases)[source]

	Calculate the scores of each individual word, depending on the phrase length.





	Parameters:	phrases – An iterable of phrases


	Returns:	A mapping from a word to it’s score (degree(w) / freq(w))
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Examples

minimal.py

import sys

from munin.easy import EasySession


MY_DATABASE = [
    # Artist:            Album:               Title:             Genre:
    ('Akrea'          , 'Lebenslinie'      , 'Trugbild'       , 'death metal'),
    ('Vogelfrey'      , 'Wiegenfest'       , 'Heldentod'      , 'folk metal'),
    ('Letzte Instanz' , 'Götter auf Abruf' , 'Salve te'       , 'folk rock'),
    ('Debauchery'     , 'Continue to Kill' , 'Apostle of War' , 'brutal death')
]


session = EasySession()
with session.transaction():
    for idx, (artist, album, title, genre) in enumerate(MY_DATABASE):
         session.mapping[session.add({
             'artist': artist,
             'album': album,
             'title': title,
             'genre': genre
         })] = idx


print('2 Recommendations to: {}'.format(MY_DATABASE[0]))
for munin_song in session.recommend_from_seed(session[0], 2):
    print('    ', MY_DATABASE[munin_song.uid])


print('3 Recommendations to: {}'.format(MY_DATABASE[1]))
for munin_song in session.recommend_from_seed(session[1], 3):
    print('    ', MY_DATABASE[munin_song.uid])


if '--plot' in sys.argv:
    print('Now rendering a plot of the relation graph...')
    vx = {idx: row[0] for idx, row in enumerate(MY_DATABASE)}
    session.database.plot(width=300, height=300, vx_mapping=vx)





complex.py

#!/usr/bin/env python
# encoding: utf-8

import sys

from munin.helper import pairup
from munin.session import Session
from munin.distance import GenreTreeDistance, WordlistDistance
from munin.provider import \
        ArtistNormalizeProvider, \
        GenreTreeProvider, \
        WordlistProvider,  \
        StemProvider


MY_DATABASE = [(
        'Devildriver',                # Artist
        'Before the Hangmans Noose',  # Title
        'metal'                       # Genre
    ), (
        'Das Niveau',
        'Beim Pissen gemeuchelt',
        'folk'
    ), (
        'We Butter the Bread with Butter',
        'Extrem',
        'metal'
    ), (
        'Lady Gaga',
        'Pokerface',
        'pop'
)]


def create_session(name):
    print('-- No saved session found, loading new.')
    session = Session(
        name='demo',
        mask={
            # Each entry goes like this:
            'Genre': pairup(
                # Pratice: Go lookup what this Providers does.
                GenreTreeProvider(),
                # Practice: Same for the DistanceFunction.
                GenreTreeDistance(),
                # This has the highest rating of the three attributes:
                8
            ),
            'Title': pairup(
                # We can also compose Provider, so that the left one
                # gets the input value, and the right one the value
                # the left one processed.
                # In this case we first split the title in words,
                # then we stem each word.
                WordlistProvider() | StemProvider(),
                WordlistDistance(),
                1
            ),
            'Artist': pairup(
                # If no Provider (None) is given the value is forwarded as-is.
                # Here we just use the default provider, but enable
                # compression. Values are saved once and are givean an ID.
                # Duplicate items get the same ID always.
                # You can trade off memory vs. speed with this.
                ArtistNormalizeProvider(compress=True),
                # If not DistanceFunctions is given, all values are
                # compare with __eq__ - which might give bad results.
                None,
                1
            )
        }
    )

    # As in our first example we fill the session, but we dont insert the full
    # database, we leave out the last song:
    with session.transaction():
        for idx, (artist, title, genre) in enumerate(MY_DATABASE[:3]):
            # Notice how we use the uppercase keys like above:
            session.mapping[session.add({
                'Genre': genre,
                'Title': title,
                'Artist': artist,
            })] = idx

    return session


def print_recommendations(session, n=5):
    # A generator that yields at max 20 songs.
    recom_generator = session.recommend_from_heuristic(number=n)
    seed_song = next(recom_generator)
    print('Recommendations to #{}:'.format(seed_song.uid))
    for munin_song in recom_generator:
        print('  normalized values:')

        # Let's take
        for attribute, normalized_value in munin_song.items():
            print('    {:<7s}: {:<20s}'.format(attribute, normalized_value))

        original_song = MY_DATABASE[session.mapping[munin_song.uid]]
        print('  original values:')
        print('    Artist :', original_song[0])
        print('    Album  :', original_song[1])
        print('    Genre  :', original_song[2])
        print()


if __name__ == '__main__':
    print('The database:')
    for idx, song in enumerate(MY_DATABASE):
        print('  #{} {}'.format(idx, song))
    print()

    # Perhaps we already had an prior session?
    session = Session.from_name('demo') or create_session('demo')
    rules = list(session.rule_index)
    if rules:
        print('Association Rules:')
        for left, right, support, rating in rules:
            print('  {:>10s} <-> {:<10s} [supp={:>5d}, rating={:.5f}]'.format(
                str([song.uid for song in left]),
                str([song.uid for song in right]),
                support, rating
            ))
        print()

    print_recommendations(session)

    # Let's add some history:
    for munin_uid in [0, 2, 0, 0, 2]:
        session.feed_history(munin_uid)

    print('Playcounts:')
    for song, count in session.playcounts().items():
        print('  #{} was played {}x times'.format(song.uid, count))

    # Let's insert a new song that will be in the graph on the next run:
    if len(session) != len(MY_DATABASE):
        with session.fix_graph():
            session.mapping[session.insert({
                'Genre': MY_DATABASE[-1][2],
                'Title': MY_DATABASE[-1][1],
                'Artist': MY_DATABASE[-1][0]
            })] = 3

    if '--plot' in sys.argv:
        session.database.plot()

    # Save it under ~/.cache/libmunin/demo
    session.save()
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ToDo List

A list of TODO’s automagically created from the .. todo:: statements all
over the source and in the documentation:




Todo

Make new, correct, architecture overview



(The original entry is located in  /var/build/user_builds/libmunin/checkouts/latest/doc/todo.rst, line 11.)


Todo

Make new integration overview



(The original entry is located in  /var/build/user_builds/libmunin/checkouts/latest/doc/todo.rst, line 13.)


Todo

Think about possible plots



(The original entry is located in  /var/build/user_builds/libmunin/checkouts/latest/doc/todo.rst, line 15.)


Todo

Think about design of Naglfar UI



(The original entry is located in  /var/build/user_builds/libmunin/checkouts/latest/doc/todo.rst, line 17.)


Todo

Make new, correct, architecture overview




Todo

Make new integration overview




Todo

Think about possible plots




Todo

Think about design of Naglfar UI
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Media for libmunin

If you want to use the logo of libmunin in a vector format, then you’re right
here. Just right-click on the images below and select Save as.

The logos are CC-licensed, as the rest of this documentation.


[image: Quadratic Logo, for visual use.]
Quadratic Logo, for visual use.




[image: Logo in wide format for emblem use. (,,powered by")]
Logo in wide format for emblem use. (,,powered by”)
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Documents

I wrote my bachelor thesis on libmunin. Therefore there are two quite detailed
papers on how it works around. The first one is the project report.  It gives a
overview on what the library can do, how it’s designed and some other details.
The other one is the bachelor thesis, which describes the algorithms in detail
(as of today, 15.4.2014). Future versions of libmunin might use other
algorithms, the papers will not be updated.  Sadly, you gonna need an
understanding of german to read the papers.


	Project report - PDF [https://dl.dropboxusercontent.com/u/12859833/projektarbeit_new_oneside.pdf]

	Project report - HTML [http://sahib.github.io/libmunin-thesis/projekt/html/rst/index.html]

	Bachelor thesis - PDF [https://dl.dropboxusercontent.com/u/12859833/ba.pdf]

	Bachelor thesis - HTML [http://sahib.github.io/libmunin-thesis/bachelor/html/rst/index.html]
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Logbuch: developement log (german)


14. Oktober 2013

Das erste Problem wurde gesichtet: Genre Normalisierung. (Ich nenn es Sören.)
Lösungsansatz mit einem Genre-Baum der von einer Genre-Liste von echonest
abgeleitet wurde. Funktioniert eigentlich ganz anständig. Was fehlt wäre noch
ein backtracking algorithmus der für folgendes genre alle möglichen resultate
liefert:

>>> match('Pure Depressive Black Funeral Doom Metal')  # yap, wirklich.
[('doom', 'funeral'), ('metal', 'black', 'pure'), ('metal', 'black', 'depressive')]

# Anmerkung: Geschafft! unter build_genre_path_all() verfügbar.






	Die Resultate sind natürlich so gut wie Datenbank und wie der Input.



	Der Input ist besonders schwierig da sich weder Fans noch Labels noch die
einzelnen Mitglieder einer Band unter Umständen auch nur auf das genre eines
einzelnen Albums einigen können.

Anektode dazu: Varg Vikernes, damals Gitarrist der Band Mayhem, ermordete den
damaligen Frontmann unter anderen wegen Meinungsverschiedenheit ob die Band
denn nun reinen ‘Black Metal’ oder doch eher ‘Depressive Black Metal’ spiele.



	http://ikeaordeath.com/ ist eine passende Hommage für das Thema.
Man beachte die teilweise angegebenen Genre Namen!








15. Oktober 2013

Die tolle iisys Hardware macht mal wieder Probleme. Heureka. Kein Internet.


	Es gibt eine ganze Forschungsrichtung für das was ich mach: MIR - Music
Information Retrieval. Gibt sogar teils schon Frameworks dazu wie MARYSAS.
Auf deren Seite gibts auch eine Datensets (nicht frei aber) mit getaggten
Genres. Allerdings als .wav files:


http://marsyas.info/











16. Oktober 2013

Hardware geht wieder... waren zu blöd zu merken dass es da noch ne externe NIC
gab. Die geht dann auch problemlos. Schade dass wir dafür nicht bezahlt wurden
wie unsere Kollegen. Hatte die Idee für Distanzen noch allgemein “Regeln”
einzuführen. Beispielsweise eine Distanzfunktion kann einen Wert berechnen, aber
dieser kann von einer Regel überschrieben werden.

Zurück zu unserem Genre Beispiel:


Die beiden Pfade (190, 0) und (175, 1) sollen ‘folk metal’ und ‘folk rock’
sein. Beide haben aber wie man sieht komplett unterschiedliche Pfade und
bekämen daher eine Distanz von 1.0 zugewisen - obwohl beide genres jetzt
nicht sehr weit entfernt sind. Daher könnten Regeln eingeführt werden die
für bestimmte Pfade, oder allgemein Werte eine bestimmte Distanz festlegt.
Diese Regeln könnten dann beispielsweise dynamisch durch Apriori oder auch
manuell durch den User eingepflegt werden.


Ein Problem dass gelöst werden will:


Was passiert wenn man zu einem bestimmten Song nur Songs suchen will die in
bestimmten Attributen ähnlich sind, beispielsweise ähnliches genre?

Einfach weiter im Graph traversieren und nur Attribute mit dieser lokalen
Attributmaske betrachten?







17. Oktober 2013

Problem: (Ich nenns mal Sam): https://gist.github.com/sahib/7013716

Lösung war jetzt am Ende einfach: Man nehme die Single Linkage beider Cluster.
Mit anderen Worten: Die kleinste Distanz die beim Vergleichen aller Elemente mit
allen Elementen der anderen Liste entsteht. Ist einfach zu erklären  und gibt im
Grunde die ordentlichsten und realitätsnahesten Ergebnisse beim Vergleichen von
Genres.


	class Distance: Diese Klasse könnte bereits Regeln einführen und allgemein
implementieren.

Eine REgel wäre zB: ‘rock’ ==> ‘metal’:0.0 (wieder bei unseren genre beispiel,
soll aber allgemein sein). Die Regel heißt: Wer rock hört, hört mit einer
hohen Wahrscheinlichkeit auch metal. Die 0.0 ist die Distanz die dafür
angenommen wird (maximale ähnlichkeit.). Regeln können auch bidirektional sein:


‘rock’ <=> ‘metal’:0.0




in diesem Fall gilt auch das Inverse: Wer gern Metal hört, hört auch gern Rock.








23. Oktober 2013

Das Grobe Design steht im Grunde. Es wurde ein sphinx-dummy erstellt der auf RTD
auch buildet. Unittest wurden für die meisten Module bereits implementiert,
und bei jedem commit laufen die für python3 und python2 durch. Praktisch :)

Grober Plan ist bis ca. 10.11 einen groben Prototypen fertig zu haben.

Sonstige Neuerungen:


	Ein AtticProvider wurde implementiert. (Caching von input values)

	Eine Songklasse wurde implementiert (ein readonly Mapping)
Diese sollen dann später auch die Distanzen zu allen anderen Songs kennen.






28. Oktober 2013

Gestern noch einen bugreport bei Readthedocs gefiled, die pushen auch gleich auf
den produktionserver ohne vorher zu testen. überall Helden :)
Hoffentlich geht der buidl bald wieder.

Heute das erste mal in der Doku das Wort “injektiv” (oder auch umkehrbar
gnnant) benutzt. Fühl mich wie in Mathematikerelch. Bin mit dem Fahrrad in die
FH gefahren, Zwille hat in Mathe wieder Matrizen bei Koeffizienten gesehen...
Also ganz normal der Tag bisher.




30. Oktober 2013

Heute lange Diskussion mit Katzen über beide Projekte (morgen nochmal
detailliert über seins). Neue Erkenntnis:



	Regeln gelten pro Key in der Attributmaske

	Eine Distanzmatrix ist schlicht zu teuer.

	Graph wird direkt aus Songliste gebaut.

	Jeder Song speichert N ähnlichste Songs. (N wählbar, sessionweit)






Sonstiger Grundtenor: Die Lösung ist schenjal. Im Babsi-Sinne, also negativ :)

Damit ich jetzt nochmal das Theme dastehen habe:



Implementierung und Evaluierung eines Musikempfehlungssytems basierend auf Datamining Algorithmen









4. November 2013

Einiges ist nun etwas gefestigt. Session caching ist implementiert.

Eine interessanter Vergleich von Graph-Performance:


http://graph-tool.skewed.de/performance


Stimmt wohl gar nicht dass NetworkX meist fast gleich schnell ist. Hätte mich
auch gewundert. Der Benchmarkgraph hat dann sogar vermutlich die gleich
Dimensionen wie bei mir. 15 Stunden für “betweenness” ist daher kaum
vertretbar.

Nächste Schritte:



	Graph builden (auf library einigen)

	Sich auf Datamining Framework einigen. (TextBlob? aber kein stemmer)

	__main__.py schreiben.

	moosecat auspacken, an mpd 0.18 anpassen und daten mal in libmunin
reinschauffeln.









5. November 2013

Liebes Logbuch,

heute hab ich das Problem Dieter getroffen. Dieter ist recht träge und langsam...
Ich muss alle 32k songs miteineander vergleichen. Nach einer ersten Hochrechnung
dauert das in einem günstig geschätzten Fall doch seine 13 Stunden.. was etwas
viel ist.

Eigentlich sollte das ja innerhalb von 5 Minuten geschehen sein (praktisch wie
ein mpd datenbank update - zmd. erwartet das der user (der depp.))

Mögliche Ideen:


	Rating pro Song einführen (basierend auf Attribut Güte), for loop vergleicht
nur songs bei denen die heuristic True liefert.
Nachteil: Alles hängt von Güte der Heuristik ab.
Vorteil: Ein ganzer Graph wird generiert. Die Heuristik könnte lernfähig
sein.

	Aufteilung der Songs in Grüppchen, nur Vergleich innerhalb.
Nachteil: Kein allgemeiner Graph, viele Untergraphen, Problem der verbinung
dieser. Und was wäre überhaupt das Splitkriterium für die Gruppen?



Nachtrag:


https://gist.github.com/sahib/7327137





6. November 2013

Liebes Logbuch,

Heute ging der Tag allein für Heuristiken drauf. Auf folgendes Vorgehen wurde
sich nun geeinigt (ich mit mit meinem zweiten ich und christoph):



	Wähle eine Gruppe von Attributen:


	Dies erfolgt automatisch (beste N attribute die in 90% aller Songs vorkommen):

counter = Counter()
for song in self._song_list:
    counter.update(song.keys())
print(counter.most_common())







	Alternativ kann der user diese selbst setzen.







	Berechne die confidence von 1% der möglichen kombinationen. Stelle
maximale Streuung (http://de.wikipedia.org/wiki/Korrigierte_Stichprobenvarianz)
und average fest.

Iterationstrategie:

>>> song_list[::step=int(len(song_list) / 100)]  # für große song_list
>>> song_list[::step=int(len(song_list) / 10)]   # len(song_list) < 1000
>>> song_list                                    # len(song_list) < 100







	Wähle ein MAX_CONFIDENCE die diese Werte wiederspiegelt. (TODO: Gauss?)



	Die Heuristik wird dann diese MAX_CONFIDENCE als Maß für die
Vergleichbarkeit zweier Songs nehmen.








Edit vom 15. Dezember 2013: Hab den Eintrag heute gelesen. Musste laut
lachen.




7. November 2013

Heuristik wurde verworfen.

Neuer Ansatz inspiriert von zuviel Kaffee, Seb und bestätigt durch dieses Paper:


	http://machinelearning.wustl.edu/mlpapers/paper_files/jmlr10_chen09b.pdf

	http://wwwconference.org/proceedings/www2011/proceedings/p577.pdf



Demnach hätte man folgende Schritte als Algorithmus:


	Basis-Distanzen: Sliding window über Songlist, evtl. auch andere Methoden.

	Refinement-Step: Schaue die indirekten Nachbarn jedes Songs an und vergleiche.

	DistanceToGraph: Aus einzelnen Distanzen Graph bilden.



Schritt 2) benötigt die Standardabweichung und Average von 1) um
nur relevante Songs zu vergleichen.

Pseudo-code für refinement step:

def refine(song, max_depth=5, coming_from=None):
    if max_depth is 0:
        return

    dfn = Song.distance_compute
    add = Song.distance_add

    # Thresholds sollten durch SD und mean abgeleitet werden.
    for ind_ngb in song.indirect_neighbors(0.1, 0.2):
        # Note: This does not prevent loops.
        #       It just makes them occur less likely.
        if ind_ngb is coming_from:
            continue

        distance = dfn(song, ind_ngb)
        add(song, distance)
        if distance.distance < CONTINUE_DIFF:
            refine(ind_ngb, max_depth=max_depth - 1)








18. November 2013

Obiger Ansatz hat prinzipiell gut geklappt.

Allerdings einige Zeit mit opimieren der distance_add Funktion verbracht.
Diese wird sehr oft aufgerufen (genauso oft wie distance_compute), sollte
daher möglichst schnell laufen. (bis zu 30% werden in dieser Funktion
zugebrachgt momentan). Die erste primitive Version hatte noch eine lineare
Komplexität. Nach einigen Versuchen konnte die Komplexität auf O(2 * log n).
Dies ist zwar in den meisten Fällen nicht übermäßig schneller als der einfache
aber lineare Algorithmus, skaliert aber deutlich besser wenn man die Anzahl
der Nachbarn pro Song erhöht.

Man sollte hier vlt. mal ne Tabelle mit Messwerten anzeigen.

Der Ablauf beider Varianten ist derselbe, hier in Pseudo-Python dargestellt:

 def distance_add(self, other, distance):
     # Erlaube keine Selbstreferenzen:
     if self is other:
         return False

     if self.bereits_bekannt(other):
         if self.distance_get(other) < distance:
             return False:
         else:
             self.update_with(other)
             return True

     if self.is_full():
         worst_song, worst_distance = self.finde_schlechtesten()
         if worst_distance < distance:
             return False

         # Achtung: Nur in eine Richtung!
         # worst kennt immer noch self.
         self.delete_oneway_link(worst)

     self.update_with(other)
     return True


def distance_finalize(self):
    for neighbor, dist in self.distance_iter():
        # Prüfe ob "Einbahnstrasse"
        if neighbor.distance_get(self) is None:
            neighbor.delete_oneway_link(self)








27. November 2013

Ein etwas längerer Eintrag heute hoffentlich.

Wirre Gedanken in keiner direkten Reihenfolge:


	Eine interessante Datenbank wurde von Facebook released, die unter Umständen
nützlich sein könnte: http://rocksdb.org/ (ein embedded KeyValue Store).



	Momentanes Arbeitsgebiet #1: Traversierung des Graphen.



	Momentanes Arbeitsgebiet #2: Implementierung der Listen History
(Grouping/Rules).

Allgemein ist eine Re-Evaluierung von Regeln sinnvoll:


	Ist es möglich dass es solche Regeln gibt wie artist:X --> genre:y = 1.0?
Sprich dass Regeln auch von einem attrbut zum anderen gehen können.



	Was ist mit Regeln die ineinander im Konflikt stehen?

``artist:X --> artist:Y = 0.0``
``artist:Y <-> artist:X = 0.5``







	Wann sollten Regeln gelöscht werden? Ist die Herangehensweise eines
Timestamps wirklich sinnvoll?



	Wie sollen allgemein Regeln gefunden werden? Apriori oder FP-Growth?
Basierend auf welchen Warenkörben?










	Momentanes Arbeitsgebiet #3: Moosecat in akzeptablen Zustand bringen.
Vlt. momentan eine simpleren Client entwickeln basierend auf libmoosecat?

	Momentanes Arbeitsgebiet #4: Weiter Testen und Dokumentation nach vorne
bringen. TravisCI bildet momentan auch grade nicht aus nicht definierten
Gründen. Besonders das Testen des Graphen könnte schwierig werden.

	Momentanes Arbeitsgebiet #5: Hinzufügen und Löschen von einzelnen Songs.
Diese können den Graphen unter Umständen “unsauber” machen, deshalb wäre eine
Gedanke nach einigen remove/insert Operationen einen rebuild anzustoßen.
Apropos rebuild: Eine AsyncSession wäre fur die Moosecat Integration recht
wichtig.



Randnotizen:



	Große Graphen mit neuer Visualisierung: http://i.imgur.com/9Sxob0W.jpg

	Das Database Objekt sollte auch die Anzahl der Listens abspeichern.

	Für das Hinzufügen/Löschen einzelner Songs sowie für Breadth First Search
sind Visualisierungen beim Erklären sehr hilfreich.









28. November 2013

Randnotizen:



	Hab heute den mit Abstand schreckclichsten Python Code gelesen:
http://www.borgelt.net/python/pyfim.py









3. Dezember 2013

Heutige Aufgabe:


Die 3000 Integer Werte starke Moodbar (die nach eingängier
Meinung eigentlich freqbar heißen sollte) möglichst akkurat
in wenigen Werten zu beschreiben und vergleichbar zu machen.

Werte die aus einer einzelnen moodbar extrahiert werden:


	Pro Farbkanal:



	Beschnittenes Histogramm mit 5 höchsten Werten (von 15)


Indikator für die dominierenden Frequenzen innerhalb dieses Bands.
(sehr grobe Abschätzung der Instrumente).






	Diffsum: Die Summe der Differenzen von letzten Wert zum nächsten. (0 - samples * 255)


Indikator für die Abwechslungsreichheit der Daten.













	Dominante Farben: Die 10 häufigsten, gerundeten, nicht-schwarzen, Farbtripel.


Alle Farbkanäle werden auf 17 mögliche Werte abgebildet und dann
gezählt. Sehr dunkle Farbtripel werden nicht gezählt.
E-Gitarren sind beispielsweise türkis, bestimmte Farben, bzw.
Farbbereiche repräsentieren daher recht fein verschiedene Instrumente.






	Blackness.


Der Schwarzanteil (bzw. Anteil sehr dunkler Farben) repräsentiert den
Anteil der stillen Abschnitte im Lied.






	Durschschnittliches Maximum und Minimum.


Weiche Ober- und Untergrenze der Werte in denen sich die RGB Werte für
gewöhnlich bewegen.











Speicherverbrauch:


(10 * 4 + 2 + 3 * 4 + 1) * 8 = 536 Bytes

Zwar gnädig gerechnet, aber braucht die ganze moodbar ja immerhin:

3000 * 8 = 24.000 Bytes

Wir profitieren davon dass sich alle Werte im Bereich von 0 bis 255
befinden, so dass diese nicht allokiert werden müssen und allein durch
Referenzen (8 Byte) repräsentiert werden.




Vergleich der einzelnen Beschreibungen:








	Name
	Weight
	Formula




	diffsum
	0.135
	min(((v1 + v2) / 2) / 50, 1.0)


	histogram
	0.135
	sum(diff(common_v1, common_v2) / 255) / (5 - len(common))


	dominant colors
	0.63
	number of common(weight=1)/similar(weight=0.5) colors / 5


	blackness
	0.05
	abs(v1 - v2) / max(v1 - v2)


	average min/max
	0.05
	abs(v1 - v2) / max(v1 - v2)


	
	1.0
	





Beispielausführung:


http://i.imgur.com/p8ez6kk.png


Randnotizen:



	Playlist Ersteller mit wunderbaren Namen (gay-jay):


http://gjay.sourceforge.net/how.html






	Sogar die sächsische Polizei kennt Shazam, hoffentlich kontaktieren die
mich nicht...:


http://www.spiegel.de/international/germany/german-police-develop-app-to-curb-neonazi-music-a-936711.html














5. Dezember 2013

Allgemeine Moodbar Problematiken die ich hier festhalte:



	Unterschiedliche Stückqualität und v.a. Unterschiede in Dynamic Range.

Siehe dazu: http://pleasurizemusic.com/de



	Lieder die (u.a. fälschlich) längere Stille haben nach dem Lied (auch bei
Hidden Tracks zB.) werden nicht allzu gut behandelt.



	Verrauschte Live-Versionen werden oft mit stark E-Gitarren haltiger Musik
gruppiert. (zB. mit Before the Hangman’s Noose -> Abschiedslied)



	Generell lassen sich Lieder mit verzerrten E-Gitarren und starken Einsatz
von Drums relativ schlecht matchen.



	Die Leiche :-)








Anonsten funktionier die Moodbar Analyse einigermaßen gut (*):

[Y] 0.22408:                  11 Der Letzte Stern (reprise).mp3 -> 03 Lieder übers Vögeln.mp3
[N] 0.22500:      08 Das letzte Einhorn & Vince - Spielmann.mp3 -> 1-08 Die Leiche.mp3
[N] 0.22870:                    13 In Extremo - Rasend Herz.mp3 -> 17 OK _ Kein Zurück.mp3
[N] 0.22986:                         03 Lieder übers Vögeln.mp3 -> 19 Immer noch.mp3
[Y] 0.23770:                  16 Der ziemlich okaye Popsong.mp3 -> 13 Lieber Staat.mp3
[N] 0.24097:                                07 Auferstehung.mp3 -> 05 Der Tod und das Mädchen.flac
[Y] 0.24808:                               22 Abschiedslied.mp3 -> 18 Unter Wasser.mp3
[Y] 0.25127:             08 In Extremo - Omnia Sol temperat.mp3 -> 13 In Extremo - Rasend Herz.mp3
[Y] 0.25470:                                   05 Glücklich.mp3 -> 13 Lieber Staat.mp3
[Y] 0.26314:                                   03 Am Strand.mp3 -> 17 OK _ Kein Zurück.mp3
[N] 0.26566:                12 The Fury of Our Maker's Hand.mp3 -> 22 Abschiedslied.mp3
[N] 0.26720:                  11 Der Letzte Stern (reprise).mp3 -> 19 Immer noch.mp3
[N] 0.27299:                    13 In Extremo - Rasend Herz.mp3 -> 02 Augenblick.mp3
[N] 0.27458:                                10 Lebenslehre.flac -> 1-08 Die Leiche.mp3
[N] 0.27858:                      09 In Extremo - Küss mich.mp3 -> 13 Kind im Brunnen.mp3
[Y] 0.27868:             08 In Extremo - Omnia Sol temperat.mp3 -> 03 In Extremo - Vollmond.mp3
[N] 0.28066:                                1-08 Die Leiche.mp3 -> 10 Phänomenal egal.mp3
[N] 0.28091:                             05 Sin & Sacrifice.mp3 -> 04 Ohne Herz.mp3
[N] 0.28459:                           04 Hold Back the Day.mp3 -> 08 Mayday Mayday.mp3
[N] 0.28478:                12 The Fury of Our Maker's Hand.mp3 -> 17 OK _ Kein Zurück.mp3
[N] 0.28585:                       06 Silbermond - Die Gier.mp3 -> 1-05 Krieg.mp3
[Y] 0.28654:                       03 In Extremo - Vollmond.mp3 -> 01 Blind - Ave Maria.mp3





(*)


Manchmal werden Lieder gefunden die tatsächlich eine ähnliche moodbar haben
sonst aber ziemlich unterschiedlich sind.


Randnotizen:



	Empfehlung des Tages: Wer hat uns verraten => Die Leiche









7 Dezember 2013

Mögliche Ideen:



	Beats per Minute Detection

λ file='wir_reiten.mp3'
λ sox -v 0.5 $file -t raw -r 44100 -e float -c 1 - | ./bpm
128.008







	Noch weitaus kompliziertere Analysen sind mithilfe der aubio
Bibliothek machbar:


https://github.com/piem/aubio




Beispielsweise:



	several onset detection methods

	different pitch detection methods

	tempo tracking and beat detection








	Empfehlungen die neben den entsprechenden Song auch eine Begründung
liefern. Beispiel:

- Requested 5 recommendations for Song #123.
- Affected Rules are:

    [123, 345] -> [111]
    [123]      -> [222, 333]

  Using [111, 222, 333] as additional bases.
- Neigbors of 123: [456, 789, 222]
- Neigbors of 111: [333, 777]
- Neigbors of 222: [444, 555]
- Neigbors of 333: [999]
- Yielding:

    * Recomending 456, because of:

        - similar moodbar (0.1)
        - similar genre (X <-> Y)

    ...






	Vergleich zu Mirage einbringen:


http://hop.at/mirage/




Hauptsächlich:



	Mirage nutzt nur Audiodaten, und anaylisiert diese anhand
eines ausgeklügelten statistischen Datenmodells. Mirage scheint
zudem weniger auf große Datenmengen ausgelegt zu sein, alle

libmunin nutzt auch andere Daten wie lyrics, tags etc. und
vergleicht diese anhand generischer Datamining Strategien.
Die Funktionalität von Mirage könnte daher durch verschiedene
Provider und Distanzfunktionen integriert werden. Zudem
funktioniert Mirage nur mit einem Player (Banshee) während
libmunin prinzipiell mit allem arbeiten kann dass irgendwie die
nötigen Informationen beschaffen kann.






















9 Dezember 2013

Randnotizen:



	Alte links aus meinen bookmarks, vlt. noch interessant:



	http://www.musicplasma.com/

	https://bbs.archlinux.org/viewtopic.php?id=174049
















10 Dezember 2013

Randnotizen:



	Da eine normalisierte Datenbank oft hilfreich ist mit libmunin:


http://beets.radbox.org/






	Es gibt mehr als einen aktiv entwickelten MPD Server:


http://www.mopidy.com/






	Manchmal entstehen hübsche blümchen:


http://i.imgur.com/Bhg6OGg.png






	Eine Art Konkurrent ist auch noch MusicSquare, finde leider keinen Link
dazu. Angeblich solls aber recht bekannt sein und die Demo war recht nett.



	Interessante Seite vlt. noch:


http://labrosa.ee.columbia.edu/projects/musicsim/normalization.html














19 Dezember 2013

Hach, ja. Tägliches Schreiben ist schwer...

In der Zwischenzeit ist viel und doch nicht viel passiert. libmunin hat die
ersten echten Empfehlungen gegeben, es gibt einen neuen
Beats-per-Minute-Provider und generell haben sich viele bugs verabschiedet.

Heute war die Implementierung des RAKE Algorithmus dran. Kurz für (Rapid
Automatic Keyword Extraction). Dieser kann aus beliebigen texten die
wichtigsten Keywords extrahieren.

Beispiellauf:

λ ~/dev/libmunin/ master* glyrc lyrics -a "the beatles" -t 'yellow submarine'
1. Artist   : the beatles
2. Title    : yellow submarine
3. Language : de
4. Type     : lyrics

---- Triggering: musictree
---- Triggering: local
---- Triggering: lyricswiki
----

///// ITEM #1 /////
WRITE to './the beatles__yellow submarine_lyrics_1.txt'
FROM: <http://lyrics.wikia.com/The_Beatles:Yellow_Submarine>
PROV: lyricswiki
SIZE: 1270 Bytes
MSUM: 7d229df74bd4e39193773180c25224f0
TYPE: songtext
SAFE: No
RATE: 0
STMP: 0,000000
DATA:
In the town where I was born
Lived a man who sailed to sea
And he told us of his life
In the land of submarines
So we sailed on to the sun
Till we found a sea of green
And we lived beneath the waves
In our yellow submarine
We all live in a yellow submarine
Yellow submarine, yellow submarine
We all live in a yellow submarine
Yellow submarine, yellow submarine

And our friends are all aboard
Many more of them live next door
And the band begins to play
We all live in a yellow submarine
Yellow submarine, yellow submarine
We all live in a yellow submarine
Yellow submarine, yellow submarine

Spoken:

Full steam ahead, Mr. Boatswain, full steam ahead
Full steam ahead it is, Sergeant
Cut the cable! Drop the cable!
Aye-aye, sir, aye-aye
Captain, captain
As we live a life of ease
Every one of us (every one of us) has all we need (has all we need)
Sky of blue (sky of blue) and sea of green (sea of green)
In our yellow (in our yellow) submarine (submarine, ha-ha!)

We all live in a yellow submarine
A yellow submarine, yellow submarine
We all live in a yellow submarine
A yellow submarine, yellow submarine
We all live in a yellow submarine
Yellow submarine, yellow submarine
We all live in a yellow submarine
Yellow submarine, yellow submarine

//////////////////////////////////
λ ~/dev/libmunin/ master* cat the\ beatles__yellow\ submarine_lyrics_1.txt  | python munin/rake.py
 36.000: frozenset({'full', 'steam', 'ahead'})
  8.000: frozenset({'eas', 'everi', 'one'})
  7.333: frozenset({'live', 'door', 'next'})
  4.000: frozenset({'sun', 'till'})
  4.000: frozenset({'told', 'us'})
  4.000: frozenset({'mani', 'aboard'})
  4.000: frozenset({'band', 'begin'})
  4.000: frozenset({'cut', 'sergeant'})
  3.900: frozenset({'submarin', 'yellow'})
  3.333: frozenset({'born', 'live'})
  3.333: frozenset({'beneath', 'live'})
  1.000: frozenset({'wave'})
  1.000: frozenset({'captain'})
  1.000: frozenset({'life'})
  1.000: frozenset({'drop'})
  1.000: frozenset({'friend'})
  1.000: frozenset({'sky'})
  1.000: frozenset({'found'})
  1.000: frozenset({'sea'})
  1.000: frozenset({'town'})
  1.000: frozenset({'land'})
  1.000: frozenset({'play'})
  1.000: frozenset({'man'})
  1.000: frozenset({'green'})
  1.000: frozenset({'sail'})





Beschreibung des Algorithmus (damit ichs net wieder vergess):



	Aufteilung des Textes in Sätze (anhand von Interpunktion).



	Extrahierung der Phrases (Sequenzen von Nichtstoppwörtern) aus den Sätzen.



	Berechnung der Wordscores für jedes Wort in einem Phrase:


\(score(word) = \frac{degree(word)}{freq(word)}\)




wobei:


\(degree(word) = len(phrase) - 1\)

\(freq(word) = \sum count(word) \forall word \in corpus\)






	Zusammsetzen der Keywords, der Score eines Keywords ist definiert als:


\(\sum score(word) \forall word \in phrase\)











Das war der ursprüngliche Algorithmus, als Erweiterung von mir dazu:



	Die Sprache wird mithilfe des guess_language modules geschätzt und eine
entsprechende Stoppwortliste wird geladen.

	Wörter werden gestemmt, mithilfe des Snowball-Stemmers, der ebenfalls die
Sprache berücksichtigt.

	Keywords werden als sets zusammengefasst, dies erleichtern
Teilmengenuntersuchungen.

	Sets die eine Untermenge anderer Keywordsets bilden werden entfernt, da diese
keine weiter Informationen beinhalten. Beispiels weise wurden die sets
{‘yellow’} und {‘submarine’} entfernt da beide eine Untermenge von
{‘yellow’, ‘submarine’} waren.






Die ursprüngliche Idee stammt aus diesem Buch (Textmining: Applications and
Theory):


http://gendocs.ru/docs/3/2304/conv_1/file1.pdf


Nächste Ziele:



	Sieve Klasse bauen die Recommendation, die aus Usersicht, unter
Umständen falsch sein könnten rausfiltert.

	LyricsProvider schreiben.

	Demoanwendung mit libmoosecat.so.

	Möglichkeit um generelle Daten session übergreifen zu speichern.









26 Dezember 2013

Randideen:



	Implementierung eines DBUS-Service/Clients fur remote sessions.

	Erwähnung von zeitgeist + integration von libmunin darin.









7 Januar 2013

Ein Ende der Implementierung ist in Sicht.


	Kein DBUS Daemon, nur skizzenhaft als Source - nur möglichkeit erwähnen.



	
	Idee: Nicht nur die gehörten Songs ins Lernen einbeziehen, sondern auch die

	nicht gehörten. Sollte die Anzahl der gehörten songs groß genug sein
und die playlist größe ausreichend klein im vergleich dazu, kann
man vermuten dass nie gelistende songs eher unwichtig sind.
vlt. auch datum mit einbeziehen? (Spinnerei :)







	Sonst: GUI Implementiert.








14 Januar 2013

Täterätäääää! Dschingderassa Bumm Bumm Bumm!

Angepeilt war bis zum 15ten Januar fertig zu werden mit der Implementierung,
und wie das Schicksal so ist kommt es scheinbar genau so.
Die GUI ist soweit fertig, und das einzige was noch zu machen bleibt
sind ein paar Songs zur Testdatenbank zu adden, so dass man ca. 2000 Songs hat -
was denk ich für die ersten Testruns eine repräsentative Menge ist.


Ein Bild von der GUI:


[image: _images/gui.png]


Das nächste wird dann sein sich mitteils sphinxtr ein Template für Projekt- und
Bachelorarbeit zu erstellen: https://github.com/jterrace/sphinxtr

Neulich bei heise:

http://research.google.com/bigpicture/music/

Mögliche Zukunftsspinnerei:


	Einbau von munin in mopidy (weil immer ein client listenen muss sonst)

	Einstellungsmöglichkeit der Session in gui

	Statistiken in Einleitung (~5000 LoC Python etc.)



Moosecat:


	Query Syntax: Quotation marks und Ranges. Einfach weil mans kann :)
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  Source code for munin.history

#!/usr/bin/env python
# encoding: utf-8

"""This module implements the history mechanism of libmunin.
"""

# Stdlib:
from itertools import chain
from collections import deque, Counter, OrderedDict, defaultdict
from contextlib import contextmanager
from time import time

# External:
from pymining import itemmining

###########################################################################
#                         Association Rule Mining                         #
###########################################################################


[docs]def append_rule(
        data, visited, rules, known_rules, support, left, right,
        min_confidence, min_kulc, max_ir
):
    """Internal Function. Append a rule if it's good enoguh to `rules`.

    :param visited: Set of visited pairs.
    :param known_rules: Rules that are known, and do not need to be recaclulated.
    :param support: Support count for this rule.
    """
    visited.add((left, right))
    if not all((right, left, right in data, left in data)):
        return

    if (left, right) in known_rules or (right, left) in known_rules:
        return

    supp_left = data.get(left)
    confidence = support / supp_left
    if confidence < min_confidence:
        return

    # Kulczynski Measure for consistent rule correlation.
    # [0, 1.0], higher is better.
    # Compare: "Data Mining - Concepts and Techniques" Page 268
    supp_right = data[right]
    kulc = (support / supp_right + support / supp_left) / 2
    if kulc < min_kulc:
        return

    # Imbalance Ratio of the Rule.
    # [0, 1.0], lower is better.
    # Compare: "Data Mining - Concepts and Techniques" Page 270
    ir = abs((supp_left - supp_right) / (supp_left + supp_right - support))
    if ir >= max_ir:
        return

    # Finally add the rule, after all those tests.
    rules.append((left, right, support, (1.0 - ir) * kulc))

    # Lookup set, so we don't calculate the same rule more than once.
    known_rules.add((left, right))



[docs]def association_rules(data, min_confidence=0.5, min_support=2, min_kulc=0.66, max_ir=0.35):
    """Compute strong association rules from the itemset_to_support dict in data.

    Inspiration for some tricks in this function were take from:

        https://github.com/bartdag/pymining/blob/master/pymining/assocrules.py

    The rating of a rule is defined as: (1 - imbalance_ratio) * kulczynski

    :param data: Mapping between itemsets and support counts
    :type data: dict(set=int)

    Fine grained finetuning is possible with the following parameters:

    :param min_confidence: Minimal confidence a rule must have (from 0 to 1, higher is better)
    :type min_confidence: float
    :param min_support: Minimal support an itemset must have.
                        Lowers ones are filtered out and only used for lookup.
    :type min_support: int
    :param min_kulc: Minimum Kulczynski measure (from 0 to 1, higher is better)
    :type min_kulc: float
    :param max_ir: Maximum Imbalance Ratio (from 0 to 1, lower is better)
    :type max_ir: float
    :returns: An iterable with rules.
    :rtype: [(left, right, support, rating), ...]
    """
    visited, rules, known_rules = set(), deque(), set()

    # Sort data items by their size, large itemsets first:
    data_items = sorted((
        (itemset, supp) for itemset, supp in data.items()
        if supp >= min_support and len(itemset) > 1
    ), key=lambda tup: len(tup[0]))

    for itemset, support in data_items:
        # Now, build all (senseful) partions of the itemset:
        for item in itemset:
            # Start with one left=item, right=rest
            left, right = frozenset([item]), itemset.difference([item])

            while len(right) is not 0 and (left, right) not in visited:
                # We copy right, so it does not get harmed during iteration:
                for item in chain(right, [None]):
                    append_rule(
                        data, visited, rules, known_rules,
                        support, left, right, min_confidence,
                        min_kulc, max_ir
                    )
                    if item is not None:
                        cap = [item]
                        left, right = left.union(cap), right.difference(cap)

    return rules


###########################################################################
#                         History Implementation                          #
###########################################################################



[docs]class History:
    """A History implements a mechanism to store groups of songs together
    that were listened in a certain order.

    Songs can be feeded to the history. Songs that were feeded at the same time
    get into the same group, after some time threshold has passed, a new group
    is opened. A group may only have a certain size, if the size is exceeded
    a new group is opened.

    The whole history can be set to store only a certain amount of groups.
    If new groups are added, the oldest ones are removed.
    """
    def __init__(self, maxlen=100, time_threshold_sec=1200, max_group_size=5):
        """Instance a new History object with these settings:

        :param maxlen: Max. number of groups that may be fed to the history.
        :param time_threshold_sec: Time after which a new group is opened, even
                                   if the current group is not yet full.
        :param max_group_size: Max. size of a single group.
        """
        self._buffer = deque(maxlen=maxlen)
        self._current_group = []
        self._time_threshold_sec, self._max_group_size = time_threshold_sec, max_group_size

    def __iter__(self):
        'Iterate over all songs in the history'
        return chain.from_iterable(self.groups())

    def __reversed__(self):
        'Iterate over all songs in the history in the reverse order, newest first'
        for group in reversed(self.groups()):
            for song in reversed(list(group)):
                yield song
        # return chain.from_iterable(reversed(self.groups()))

[docs]    def last_time(self):
        """Gives the last inserted timestamp, or if empty, the current time"""
        # Check if we have a current group:
        if self._current_group:
            return self._current_group[-1][1]

        # Return the current time instead:
        return time()


[docs]    def feed(self, song):
        """Feed a single song to the History.

        :param song: The song to add to the listen history.
        :type song: A :class:`munin.song.Song`
        :returns: True if a new group was started.
        """
        # Check if we need to clear the current group:
        exceeds_size = len(self._current_group) >= self._max_group_size
        exceeds_time = abs(time() - self.last_time()) >= self._time_threshold_sec

        if exceeds_size or exceeds_time:
            # Add the buffer to the grouplist,
            self._buffer.append(self._current_group)
            self._current_group = []

        # Append a tuple of song and the current time:
        self._current_group.append((song, time()))
        return exceeds_size or exceeds_time


[docs]    def clear(self):
        """Clear the history fully.

        Will be as freshly instantiated afterwards.
        """
        self._buffer.clear()
        self._current_group = []


[docs]    def groups(self):
        """Return an iterator to iterate over all groups in the History.

        :returns: an iterator that yields a list of iteralbes with songs in it.
        """
        iterables = deque()
        for group in self._buffer:
            iterables.append((song for song, _ in group))

        if self._current_group:
            iterables.append((song for song, _ in self._current_group))

        return iterables


[docs]    def count_keys(self):
        """Count the key distribution of the songs in the history

        Not all songs have all keys set.
        This can be helpful to find often missing data.

        :returns: A collections.Counter object with each attribute and their count.
        """
        counter = Counter()
        for song in self:
            counter.update(song.keys())
        return counter


[docs]    def count_listens(self):
        """Count the listens of the songs in the history

        :returns: A collections.Counter object with each song and their count.
        """
        counter = Counter()
        for song in self:
            counter[song] += 1

        return counter

###########################################################################
#                        Concrete Implementations                         #
###########################################################################




[docs]class ListenHistory(History):
    """A History that holds all recently listened Songs.
    """
    def __init__(self, maxlen=10000, max_group_size=5, time_threshold_sec=1200):
        'Sane defaults are chosen for ``History.__init__``'
        History.__init__(
            self,
            maxlen=maxlen,
            time_threshold_sec=time_threshold_sec,
            max_group_size=max_group_size
        )

[docs]    def frequent_itemsets(self, min_support=2):
        """Mine frequent item sets (FIM) using the RELIM algorithm.

        :param min_support: Minimum count of occurences an itemset must have to be returned.
        :returns: A mapping of itemsets to their supportcount.
        :rtype: dict(set=int)
        """
        relim_input = itemmining.get_relim_input(list(self.groups()))
        return itemmining.relim(relim_input, min_support=min_support)


[docs]    def find_rules(self, itemsets=None, min_support=2, **kwargs):
        """Find frequent itemsets and try to find association rules in them.

        :param itemsets: A itemset-mapping, as returned by :func:`frequent_itemsets`.
                         If None, the current history will be mined.

        This function takes the same finetuning parameters as :func`association_rules`.

        :returns: An iterable of rules, each rule being a tuple.
        :rtype: [(left, right, support, confidence, kulc, ir), ...]
        """
        if itemsets is None:
            itemsets = self.frequent_itemsets(min_support=min_support)

        rules = association_rules(itemsets, min_support=min_support, **kwargs)
        return sorted(rules, key=lambda x: x[-1], reverse=True)




[docs]class RecommendationHistory(History):
    """Save made recommendations in order to filter *bad* recommendations.

    *bad* shall be defined as follows: If a recommendation with e.g. the same
    artist is repeated, even though, the previous recommendation was from this
    artist it's called *bad*. The same applies for the album or even for the genre.

    In this case we might consider to give a *penalty* to those, so that the same
    artist only might be recommended within the range of, say, 3 recommendations,
    and the same album might only be recommended in the range of 5 recommendations.

    The :class:`RecommendationHistory` can do this for any attribute you might
    think of.
    """
    def __init__(self, penalty_map={'artist': 3, 'album': 5}, **kwargs):
        """
        .. note::

            This takes the same keyword arguments as :class:`History`, but
            ``maxlen`` will be silenty ignored.

        :param penalty_map: A mapping from :term:`attribute` s to a penalty count
                            i.e. the number of recommendations to wait before
                            allowing it again.
        """
        # Hijack the users input, hope he doesn't see this line and gets angry.
        max_group_size = kwargs.setdefault('max_group_size', 5)
        kwargs['maxlen'] = max(penalty_map.values()) // max_group_size + 1
        History.__init__(self, **kwargs)

        self._penalty_map = penalty_map

[docs]    def allowed(self, recommendation):
        """Check if a recommendation is allowed, i.e. if it someting similar
        was not recently recommended.

        :param recommendation: The recommendation to check for forbidden attributes.
        :type recommendation: :class:`munin.song.Song`
        :returns: True if it is allowed, i.e. all possibly forbidden attributes
                  are long enough ago.
        """
        for attribute, penalty in self._penalty_map.items():
            forbidden = recommendation.get(attribute)
            if forbidden is None:
                continue

            for idx, song in enumerate(reversed(self)):
                if idx >= penalty:
                    break

                comparable = song.get(attribute)
                if comparable is None:
                    continue

                if comparable == forbidden:
                    return False

        return True


###########################################################################
#                             Rule Management                             #
###########################################################################



def _sort_by_rating(elem):
    return elem[-1]


[docs]class RuleIndex:
    """A Manager for all known and usable rules.

    This class offers an Index for all rules, so one can ask
    for all rules that affect a certain song. Additionally
    the number of total rules are limited by specifying a maxlen.
    If more rules are added they become invalid and get deleted on the
    next add or once all adds were done (with :func:`begin_add_many`).

    Duplicated rules are silently ignored.

    This class implements the contains operator to check if a rule tuple
    is in the index. Also ``__iter__`` is supported, and will yield
    the rules in the index sorted by their Kulczynski measure multiplied
    by their imbalance ratio.
    """

    def __init__(self, maxlen=1000):
        """Create a new Index with a certain maximal length:

        :param maxlen: Max. number of rules to save, or 0 for no limit.
        """
        self._max_rules = maxlen or 2 ** 100
        self.clear()

    def __iter__(self):
        """Iterate over all rules in a sorted way.

        Requires O(n log n). This could be optimized.
        """
        return iter(sorted(self._rule_list.values(), key=lambda rule: 1.0 - rule[-1]))

    def __contains__(self, rule_tuple):
        'Check if a rule tuple is in the index. Only considers songs in it.'
        return any(self._locate(rule_tuple))

    def _locate(self, rule_tuple):
        """Locate the the first rule_tuple and rule_uid with same left/right.

        :returns: a tuple of (rule_uid, rule_tuple)
        """
        first_song = next(iter(rule_tuple[0]))
        lefts, rights, *_ = rule_tuple
        candidate_ids = set()

        # Locate all rules that contain a song in the input rule
        for uid in self._rule_dict.get(first_song, ()):
            if uid in self._rule_list:
                candidate_ids.add(uid)

        # Check those for left/right idendity (instead of checking all rules)
        for uid in candidate_ids:
            stored_tuple = self._rule_list[uid]
            stored_lefts, stored_rights, *_ = stored_tuple

            if lefts == stored_lefts and rights == stored_rights:
                return uid, stored_tuple

            if rights == stored_lefts and lefts == stored_rights:
                return uid, stored_tuple

        return None, None

[docs]    def clear(self):
        """Clear all known rules.

        This really does what it says. Be careful.
        """
        self._rule_list = OrderedDict()
        self._rule_dict = defaultdict(set)
        self._rule_cuid = 0


[docs]    def best(self):
        """Return the currently best rule (the one with the highest rating)

        Requires linear complexity. This could be optimized.

        :returns: A ruletuple or None if no rule yet in the index.
        """
        try:
            return max(self._rule_list.values(), key=lambda rule: rule[-1])
        except ValueError:
            return None


[docs]    def insert_rules(self, rule_tuples):
        """Convienience function for adding many rules at once.

        Calls :func:`drop_invalid` when done inserting.

        :param rule_tuples: a list of rule tuples.
        """
        with self.begin_add_many():
            for rule in rule_tuples:
                self.insert_rule(rule, drop_invalid=False)


[docs]    def insert_rule(self, rule_tuple, drop_invalid=False):
        """Add a new rule to the index.

        :param rule_tuple: The rule to add, coming from :func:`association_rules`.
        :param drop_invalid: If True, delete the first element
                             immediately if index is too large.
        """
        # Step 0: Check if we already know that item.
        stored_uid, stored_rule = self._locate(rule_tuple)

        if stored_rule is not None:
            # Update if the rating is better:
            if rule_tuple[-1] > stored_rule[-1]:
                self._rule_list[stored_uid] = rule_tuple

            # Nothing to be done.
            return

        # Step 1: Add the affected songs to the index:
        left, right, *_ = rule_tuple
        for song in chain(left, right):
            self._rule_dict[song].add(self._rule_cuid)

        # Step 2: Remember this rule, so we can look it up later.
        self._rule_list[self._rule_cuid] = rule_tuple
        self._rule_cuid += 1

        # Step 3: Prune the index, if too big.
        if len(self._rule_list) > self._max_rules:
            fst_uid, fst_rule = self._rule_list.popitem(last=False)
            if drop_invalid:
                for uid_set in self._rule_dict.values():
                    uid_set.discard(fst_uid)


[docs]    def lookup(self, song):
        """Lookup all rules that would affect a certain song.

        :param song: The song to lookup.
        :type song: :class:`munin.song.Song`
        :returns: An iterable with all rule_tuples affecting this song.
        """
        for uid in self._rule_dict.get(song, ()):
            if uid in self._rule_list:
                yield self._rule_list[uid]


    @contextmanager
[docs]    def begin_add_many(self):
        """Contextmanager for adding many songs.

        ::

            >>> with rule_index.begin_add_many():
            ...    rule_index.insert_rule(...)

        Calls :func:`drop_invalid` after being done.
        """
        try:
            yield
        finally:
            self.drop_invalid()


[docs]    def drop_invalid(self):
        """Delete invalid rules from the cache.

        Often, a large number of rules is added at once.
        For maintaining a valid index, rules that are no longer valid
        need to be deleted from the cache, which takes linear time.

        With this, the cache is checked for consistenct only once all rules
        were added, which might be a lot faster for many rules.
        """
        # Prune invalid items (if any)
        for uid_set in self._rule_dict.values():
            for uid in list(uid_set):
                if not uid in self._rule_list:
                    uid_set.remove(uid)

###########################################################################
#                               Unit Tests                                #
###########################################################################



if __name__ == '__main__':
    import unittest

    from random import choice, shuffle
    from munin.song import Song
    from munin.session import Session

    class RuleIndexTest(unittest.TestCase):
        def setUp(self):
            self._idx = RuleIndex(maxlen=10)

        def test_insert_normal(self):
            N = 20

            for setting in [False, True] * 10:
                self._idx = RuleIndex(maxlen=10)
                songs = [
                    'one', 'two', 'three', 'four', 'five',
                    'six', 'seven', 'eight', 'nine', 'ten'
                ]

                # Feed random input to the history:
                for i in range(N, 0, -1):
                    songs.append(songs.pop(0))
                    self._idx.insert_rule((
                        frozenset(songs[:5]),
                        frozenset(songs[5:]),
                        0.1, 1 - i / N,
                        i / N * 0.5
                    ), drop_invalid=setting)

                # Check if we still cann access it:
                for left, right, *_ in self._idx.lookup('one'):
                    self.assertTrue('one' in left or 'one' in right)

                # Check the number of items in the index:
                self.assertEqual(len(self._idx._rule_list), 5)
                self.assertEqual(len(self._idx._rule_dict), 10)
                for value in self._idx._rule_dict.values():
                    if setting is False:
                        self.assertEqual(len(value), 5)
                    else:
                        self.assertEqual(len(value), 5)

                # Invalidate the cache for this setting:
                if setting is False:
                    self._idx.drop_invalid()
                    for value in self._idx._rule_dict.values():
                        self.assertEqual(len(value), 5)

                # Check if iteration works:
                iterated = [rating for *_, rating in self._idx]
                resorted = sorted(iterated, reverse=True)

                for l, r in zip(iterated, resorted):
                    self.assertAlmostEqual(l - r, 0.0)

    class HistoryTest(unittest.TestCase):
        def setUp(self):
            self._session = Session('test', {
                'a': (None, None, 1.0),
                'b': (None, None, 1.0),
                'c': (None, None, 1.0),
                'd': (None, None, 1.0),
                'e': (None, None, 1.0),
                'f': (None, None, 1.0)
            })

        def test_count_keys(self):
            history = History(maxlen=19)
            for _ in range(2000):
                history.feed(Song(self._session, {choice('abcdef'): 1.0}))

            counter = history.count_keys()
            for char in 'abdef':
                self.assertTrue(char in counter)

            self.assertEqual(sum(counter.values()), 100)
            self.assertEqual(len(list(history.groups())), 20)
            for group in history.groups():
                self.assertEqual(len(list(group)), 5)

        def test_recommendation_history(self):
            history = RecommendationHistory()
            session = Session('test',
                {'artist': (None, None, 1), 'album': (None, None, 1)}
            )
            fst_song = Song(session, {
                'artist': 'A',
                'album': 'B'
            })

            self.assertEqual(history.allowed(fst_song), True)
            history.feed(fst_song)
            self.assertEqual(history.allowed(fst_song), False)

            for expectation in [False, False, False, False, True]:
                history.feed(Song(session, {
                    'artist': 'X',
                    'album': 'Y'
                }))
                self.assertEqual(history.allowed(fst_song), expectation)

        def test_relim(self):
            history = ListenHistory()

            songs = [Song(self._session, {'abcdef'[idx]: 1.0}) for idx in range(6)]
            for idx, song in enumerate(songs):
                song.uid = idx

            N = 10000
            for _ in range(N):
                for i, ilem in enumerate(songs):
                    history.feed(ilem)
                    for j, jlem in enumerate(songs[i:]):
                        history.feed(jlem)

            itemsets = history.frequent_itemsets()

            print()
            print('==================')
            print('FREQUENT ITEMSETS:')
            print('==================')
            print()
            for itemset, support in sorted(itemsets.items(), key=lambda x: x[1]):
                print('{: 8d} ({:3.3f}%): {:>20s}'.format(
                    support, support / N * 10,
                    str([song.uid for song in itemset])
                ))

            print()
            print('==================')
            print('ASSOCIATION RULES:')
            print('==================')
            print()

            rules = history.find_rules(itemsets)
            for left, right, support, rating in rules:
                print('{:>15s} <-> {:<15s} [supp={:> 5d}, rating={:.5f}]'.format(
                    str([song.uid for song in left]),
                    str([song.uid for song in right]),
                    support, rating
                ))

    unittest.main()
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  Source code for munin.session

#q!/usr/bin/env python
# encoding: utf-8

"""
.. currentmodule:: munin.session

Overview
--------

:class:`Session` is the main entrance to using libmunin.

It implements a caching layer around the lower level API, being able to
save a usage-*Session* for later re-use. The session data will be saved packed
on disk as a .gzip archive.

Apart from this it holds the **Mask** - in simple words:
the part where you tell libmunin what data you have to offer and how
you want to configure the processing of it.

Reference
---------
"""


# Standard:
from copy import copy
from shutil import rmtree
from itertools import islice, tee
from contextlib import contextmanager

import tarfile
import shutil
import pickle
import os

import logging
LOGGER = logging.getLogger(__name__)

# External:
try:
    from xdg import BaseDirectory
    HAS_XDG = True
except ImportError:
    HAS_XDG = False

from bidict import bidict


# Internal:
from munin.database import Database
from munin.history import RecommendationHistory
from munin.helper import song_or_uid

import munin.graph


def check_or_mkdir(path):
    'Check if path does exist, if not mkdir it.'
    if not os.path.exists(path):
        os.mkdir(path)


def get_cache_path(extra_name=None):
    """Tries to find out the XDG caching path of your system.

    This is done preferrably with PyXDG. If it's not installed,
    we try the XDG_CACHE_HOME environment variable or default to ~/.cache/

    If the path does not exist yet it will be created for you.

    :param extra_name: Extra path component to append to the path (or None).
    :returns: The full path, e.g.: /home/user/.cache/libmunin/<extra_name>
    """
    if HAS_XDG and 0:
        base_dir = BaseDirectory.xdg_cache_home
    else:
        base_dir = os.environ.get('XDG_CACHE_HOME')
        if base_dir is None:
            base_dir = os.path.join(os.path.expanduser('~'), '.cache')

    base_dir = os.path.join(base_dir, 'libmunin')
    check_or_mkdir(base_dir)
    return base_dir if not extra_name else os.path.join(base_dir, extra_name)


DEFAULT_CONFIG = {
    'max_neighbors': 10,
    'max_distance': 0.999,
    'history_max_pkg': 10000,
    'history_timeout': 1200,
    'history_pkg_size': 5,
    'history_max_rules': 100,
    'rebuild_window_size': 60,
    'rebuild_step_size': 20,
    'rebuild_refine_passes': 25,
    'rebuild_mean_scale': 2,
    'rebuild_stupid_threshold': 350,
    'recom_history_sieving': True,
    'recom_history_penalty': {
        'album': 3,
        'artist': 2
    }
}


DefaultConfig = type('DefaultConfig', (), dict(DEFAULT_CONFIG, __doc__="""
Example: ::

    >>> from munin.session import DefaultConfig as default
    >>> default.max_neighbors
    100

Alternatively without :class:`DefautltConfig`: ::

    >>> from munin.session import DEFAULT_CONFIG
    >>> DEFAULT_CONFIG['max_neighbors']
    100

The sole purpose of this class is to save a bit of typing.


.. note::

    It is possible to mutate the DEFAULT_CONFIG dict to have the same defaults
    for every session.
"""
))


[docs]class Session:
    """Main API to *libmunin* and caching layer."""
[docs]    def __init__(self, name, mask, config=DEFAULT_CONFIG):
        """Create a new session:

        :param name: The name of the session. Used to load it again from disk.
        :param mask: The mask. See :term:`Mask`
        :param config: A dictionary with config values. See :class:`DefaultConfig` for available keys.
        """
        self._config = config
        self._name = name

        # Publicly readable attribute.
        self.mapping = {}

        # Make access to the mask more efficient
        self._mask = copy(mask)
        self._attribute_list = sorted(mask)
        self._listidx_to_key = {k: i for i, k in enumerate(self._attribute_list)}

        # Lookup tables for those attributes (fast access is crucial here)
        def make_index(idx, default_func):
            index = {}
            for key, descr in self._mask.items():
                if descr[idx] is not None:
                    index[key] = descr[idx]
                else:
                    index[key] = default_func(key)

            return index

        # Import this locally, since we might get circular import otherway:
        from munin.distance import DistanceFunction
        from munin.provider import Provider

        # Build indices and set default values:
        self._key_to_providers = make_index(0,
                lambda key: Provider()
        )
        self._key_to_distfuncs = make_index(1,
                lambda key: DistanceFunction(self._key_to_providers[key])
        )
        self._key_to_weighting = make_index(2,
                lambda key: 1.0
        )

        # Sum of the individual weights, pre-calculated once.
        self._weight_sum = sum((descr[2] for descr in mask.values()))

        # Create the associated database.
        self._database = Database(self)

        # Filtering related:
        self._filtering_enabled = config['recom_history_sieving']
        self._recom_history = RecommendationHistory(
            penalty_map=config['recom_history_penalty']
        )

        # Publicly readable attribute.
        self.mapping = bidict()


[docs]    def __getitem__(self, idx):
        """Return the song with a certain uid.

        :raises KeyError: On invalid uid.
        :returns: a song object which has the same uid attribute.
        """
        return self.database[idx]


[docs]    def __iter__(self):
        """Iterate over all songs in the database

        This is a proxy to Database.__iter__
        """
        return iter(self.database)


[docs]    def __len__(self):
        """Get the number of songs currently in the database"""
        return len(self.database)


    @property
[docs]    def name(self):
        'Return the name you passed to the session'
        return self._name


    @property
[docs]    def database(self):
        'yield the associated :class:`munin.database.Database`'
        return self._database


    @property
[docs]    def config(self):
        'Return the config dictionary passed to ``__init__``'
        return self._config

    ###############################
    #  Attribute Mask Attributes  #
    ###############################

    # Make this only gettable, so we can distribute the reference
    # around all session objects.

    @property
[docs]    def mask(self):
        'Returns a copy of the mask (as passed in)'
        return copy(self._mask)


    @property
[docs]    def mask_length(self):
        'Returns the length of the attribte mask (number of keys)'
        return len(self._mask)


[docs]    def key_at_index(self, idx):
        'Retrieve the key of the mask at index ``idx``'
        return self._attribute_list[idx]


[docs]    def index_for_key(self, key):
        'Retrieve the index for the key given by ``key``'
        return self._listidx_to_key[key]


[docs]    def provider_for_key(self, key):
        'Get the provider for the key in ``key``'
        return self._key_to_providers[key]


[docs]    def distance_function_for_key(self, key):
        'Get the :class:`munin.distance.DistanceFunction` for ``key``'
        return self._key_to_distfuncs[key]


[docs]    def weight_for_key(self, key):
        'Get the weighting (*float*) for ``key``'
        return self._key_to_weighting[key]


    def _weight(self, dist_dict):
        'This is in Session for performance reasons'
        dist_sum = 0.0

        for key, (_, _, weight) in self._mask.items():
            try:
                dist_sum += dist_dict[key] * weight
            except KeyError:
                dist_sum += weight

        return dist_sum / self._weight_sum

    ############################
    #  Caching Implementation  #
    ############################

    @staticmethod
[docs]    def from_archive_path(full_path):
        """Load a cached session from a file on the disk.

        Example usage: ::

            >>> Session.from_archive_path('/tmp/test.gz')
            <Session object at 0x2343424>

        .. note::

            If you prefer to save the sessions in XDG_CACHE_HOME anyway,
            just use :func:`Session.from_name`.

        :param full_path: a path to a packed session.
        :type full_path: str
        :returns: A cached session.
        :rtype: :class:`Session`
        """
        base_path, _ = os.path.splitext(full_path)
        try:
            with tarfile.open(full_path, 'r:*') as tar:
                tar.extractall(base_path)

            with open(os.path.join(base_path, 'session.pickle'), 'rb') as handle:
                return pickle.load(handle)
        except OSError as err:
            LOGGER.debug('Could not load session: ' + str(err))
            return None


    @staticmethod
[docs]    def from_name(session_name):
        """Like :func:`from_archive_path`, but be clever and load it
        from *${XDG_CACHE_HOME}/libmunin/<session_name>/session.pickle*

        :param session_name: The name of a session.
        :type session_name: str
        :returns: A cached session.
        :rtype: :class:`Session`
        """
        return Session.from_archive_path(get_cache_path(session_name) + '.gz')


[docs]    def save(self, path=None):
        """Save the session (and all caches) to disk.

        :param path: Where to save the session in. If none XDG_CACHE_HOME is used.
        """
        path = os.path.join(path, self.name) if path else get_cache_path(self.name)
        if os.path.isfile(path):
            os.remove(path)
        if os.path.isdir(path):
            rmtree(path, ignore_errors=True)
        os.mkdir(path)

        # class VerbosePickler (pickle._Pickler):
        #     def save(self, obj):
        #         print('pickling object  {0} of type {1}'.format(obj, type(obj)))
        #         pickle._Pickler.save(self, obj)

        with open(os.path.join(path, 'session.pickle'), 'wb') as handle:
            # VerbosePickler(handle).dump(self)
            pickle.dump(self, handle)

        with tarfile.open(path + '.gz', 'w:gz') as tar:
            tar.add(path, arcname='')

        shutil.rmtree(path)

    ###########################################################################
    #                             Recommendations                             #
    ###########################################################################


    @property
    def sieving(self):
        """
        Return True if sieving is enabled.
        """
        return self._filtering_enabled

    @sieving.setter
[docs]    def sieving(self, mode):
        """Enable the sieving, i.e. filter recommendation that were given in
        similar form recently.

        .. seealso::

            :class:`munin.history.RecommendationHistory` for more information
            on what is used in the background here.

        :param bool mode: The mode to set.
        """
        self._filtering_enabled = mode


    def _recom_sieve(self, iterator, number):
        """Filter songs that are now allowed by history, if sieving is enabled.

        This also feeds the recommendation history.

        :param iterator: Any recommendation iterator that yields songs.
                         You should pass an infinite iterator here.
        :param number: The number to finally yield
        :return: iterator that yields the sieved songs.
        """
        enabled = self._filtering_enabled
        if not enabled:
            iterator = islice(iterator, number) if number else iterator
            for recom in iterator:
                self._recom_history.feed(recom)
                yield recom
        else:
            for recom in islice(self._recom_sieve_enabled(iterator), number):
                yield recom

    def _recom_sieve_enabled(self, iterator):
            recom_set = set()
            while True:
                iterator, starter = tee(iterator)
                for recom in filter(lambda r: r not in recom_set, starter):
                    if self._recom_history.allowed(recom):
                        # we found a candidate!
                        break
                else:
                    # exhausted.
                    break

                self._recom_history.feed(recom)
                recom_set.add(recom)

                yield recom

[docs]    def recommend_from_attributes(self, subset, number=20, max_seeds=10, max_numeric_offset=None):
        """Find n recommendations solely from intelligent guessing.

        This will try to find a good rule, that indicates a user's
        favourite song, and will call :func:`recommendations_from_seed` on it.
        If no rules are known, the most played song will be chosen.
        If there is none, a random song is picked.

        The first song in the recommendations yielded is the seed song.

        .. seealso: :func:`recommendations_from_seed`

        :param dict subset: Attribute-Value mapping that seed songs must have.
        :param max_seeds: Maximum songs with the subset to get as a base.
        :param max_numeric_offset: Same as with :func:`find_matching_attributes`
        """
        return self._recom_sieve(munin.graph.recommendations_from_attributes(
            subset,
            self.database,
            self.rule_index,
            max_seeds,
            max_numeric_offset
        ), number)


[docs]    def recommend_from_seed(self, song, number=20):
        """Recommend songs based on a certain attribute.

        For example you can search by a certain genre by calling it like this: ::

            >>> recommend_from_attributes({'genre', 'death metal'}, ...)

        The value passed must match fully, no fuzzy matching is performed.

        :returns: Recommendations like the others or None if no suitable song found.
        """
        song = song_or_uid(self.database, song)
        return self._recom_sieve(munin.graph.recommendations_from_seed(
            self.database,
            self.rule_index,
            song
        ), number)


[docs]    def recommend_from_heuristic(self, number=20):
        """Give 'n' recommendations based on 'song'.

        - Will lookup rules for song.
        - If no rules found, a breadth first search starting with song is performed.
        - Otherwise, breadth first from songs mentioned in the rules are done.

        The first song in the recommendations yielded is the seed song.

        :param graph: The graph to breadth first search on.
        :type graph: :class:`igraph.Graph`
        :param rule_index: Rule database.
        :type rule_index: :class:`munin.history.RuleIndex`
        :param song: Song to base recommendations on.
        :type song: :class:`munin.song.Song`
        :param n: Deliver so many recommendations (at max.)
        :returns: An iterator that yields recommend songs.
        """
        return self._recom_sieve(munin.graph.recommendations_from_heuristic(
            self.database,
            self.rule_index
        ), number)


[docs]    def explain_recommendation(self, seed_song, recommendation, max_reasons=3):
        """Explain the recommendation you got.

        **Usage Example:**

            >>> explain_recommendation(seed_song, recommendation)
            (~0.4, [
                ('genre', 0.1),    # Very similar common attribute
                ('moodbar', 0.2),  # Quite similar
                ('lyrics', 0.5)    # Well, that's okay.
            ])

        :param seed_song: The seed song used.
                          For ``_heuristic`` and ``_attribute`` this is the first song.
        :param recommendation: The recommendation you want to have explained.
        :param max_reasons: How many reasons to yield at a maximum.
        :retruns: Tuple of the total distance to each other and a list of pairs
                  that consist of (attribute_name: subdistance_float)
        """
        return munin.graph.explain_recommendation(
            seed_song,
            recommendation,
            max_reasons
        )

    ###########################################################################
    #                          Proxy Methods                                  #
    ###########################################################################


[docs]    def feed_history(self, song):
        """Feed a single song to the history.

        If the feeded song is not yet in the database,
        it will be added automatically.

        :param song: The song to feed in the history.
        """
        self.database.feed_history(song_or_uid(self.database, song))


[docs]    def add(self, value_mapping):
        """Add a song with the values in the ``value_mapping``.

        This function should be always called like this to trigger a rebuild:

        .. code-block:: python

            >>> with session.transaction():
            ...     session.add({'genre': 'death metal', ...})

        :param dict value_mapping: A mapping :term:`Attribute` : Value.
        :raises KeyError: If an unknown :term:`Attribute` was used.
        :returns: The *UID* of the newly added song.
        """
        return self.database.add(value_mapping)


[docs]    def insert(self, value_mapping):
        """Insert a song without triggering a rebuild.

        This function should be always called like this to trigger a cleanup of the graph:

        .. code-block:: python

            >>> with session.fix_graph():
            ...     session.insert({'genre': 'death metal', ...})

        The rest is the same as with :meth:`add`.
        """
        return self.database.insert(value_mapping)


[docs]    def remove(self, song):
        """Remove a single song (or *UID*) from the Graph.

        This function will try to close the hole. If :meth:`insert`
        is called afterwards the *UID* of the deleted song will be re-used.

        :returns: The *UID* of the deleted song.
        """
        song = song_or_uid(self.database, song)
        return self.database.remove(song.uid)


[docs]    def playcount(self, song):
        """Get the playcount of a song.

        If no playcount is known for it, 0 will be returned.

        :returns: Number of times this song was played.
        :rtype: int
        """
        song = song_or_uid(self.database, song)
        return self.database.playcount(song)


[docs]    def playcounts(self, n=0):
        """Get all playcounts, or the most common.

        :param n: The number of most  common plays to select. Might be less.
        :returns: A list of tuples if n > 0, or a Mapping.
        """
        return self.database.playcounts(n)


[docs]    def find_matching_attributes(self, subset, max_numeric_offset=None):
        """Search the database for a subset of the attributes/values in subset.

        Example:

        .. code-block:: python

            >>> find_matching_attributes({'genre': 'metal', 'artist': 'Debauchery'})
            # yields songs from Debauchery with that have the exact genre 'metal'

        Numeric example:

        .. code-block:: python

            >>> find_matching_attributes({'rating': 5}, max_numeric_offset=1)
            # yield songs with rating 4-5

        .. warning::

            If ``max_numeric_offset`` is used, you may only use attributes
            that support the *__sub__* operator, otherwise a TypeError will be raised.

        :raises KeyError: if an unknown key is specified in subset.
        :raises TypeError: if max_numeric_offset is not None and some values do
                           not support substraction.
        :param subset: The subset of attributes the songs must have.
        :param max_numeric_offset:
        :returns: A lazy iterator over the matching songs.
        """
        return self.database.find_matching_attributes(subset, max_numeric_offset)


    @contextmanager
[docs]    def transaction(self):
        'Convienience method: Excecute block and call :func:`rebuild` afterwards.'
        with self.fix_graph():
            try:
                yield
            finally:
                self.database.rebuild()


    @contextmanager
[docs]    def fix_graph(self):
        """Fix the previosuly rebuild graph.

        This means checking if unsorted distances can be found (which should not happend)
        and checking if unidirectional edges can be found (which get deleted).

        You should this contextmanager when calling :meth:`insert` or :meth:`remove`.
        """
        try:
            yield
        finally:
            self.database.fix_graph()


    @property
    def rule_index(self):
        return self.database._rule_index

    @property
    def listen_history(self):
        return self.database._listen_history

    @property
    def recom_history(self):
        return self._recom_history



if __name__ == '__main__':
    import unittest

    class SessionTests(unittest.TestCase):
        def setUp(self):
            self._mask = {
                'genre': (None, None, 0.2),
                'artist': (None, None, 0.3)
            }
            self._session = Session('session_test', self._mask)

        def test_writeout(self):
            self._session.save('/tmp')
            path = '/tmp/session_test.gz'
            self.assertTrue(os.path.isfile(path))
            new_session = Session.from_archive_path(path)
            self.assertEqual(new_session.mask, self._mask)

    unittest.main()
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  Source code for munin.rake

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
~~~~~~~~

This module contains code for automatic keywordextraction.

The algorithm used is RAKE (Rapid Automatic Keyword Extraction) as described in:

    Rose, S., D. Engel, N. Cramer, and W. Cowley (2010).
    Automatic keyword extraction from indi-vidual documents.
    Text Mining: Applications and Theory

The original code is based on aneesha's Python implemenation of RAKE,
but has been extended with automatic stopwordlist retrieval and stemming:

    https://github.com/aneesha/RAKE

While adding these features all code was rewritten.


.. note::

    Of all functions below, you'll probably only need :func:`extract_keywords`.

Reference
~~~~~~~~~
"""

# Stdlib:
import re
import operator

from collections import deque, Counter, OrderedDict
from itertools import combinations


# Internal:
import munin.stopwords


# External:
import Stemmer
import guess_language
guess_language.use_enchant(True)


# This is a fallback for the case when no stemmer for a language was found:
[docs]class DummyStemmer:
    """Stemmer class that does not modify it's input"""
    def stemWord(self, word):
        return word



[docs]def separate_words(text):
    """Separate a text (or rather sentece) into words

    Every non-alphanumeric character except + - / is considered as word-delim.
    Words that look like numbers are ignored too.

    :returns: an iterable of words.
    """
    words = deque()
    for word in filter(None, re.split('[^\w+-/]', text)):
        word = word.strip().lower()
        # Leave numbers in the phrase, but do not count them as words.
        try:
            float(word)
        except ValueError:
            words.append(word)
    return words



[docs]def split_sentences(text):
    """Split a text into individual sentences.

    Newline is not considererd to be a new sentence.

    :returns: an iterable of strings.
    """
    return re.split('[.!?,;:\t\\-\\"\\(\\)\\\'\u2019\u2013]', text)



[docs]def phrase_iter(sentence, stopwords, stemmer):
    """Splits a sentence into phrases (sequece of stopwordfree words).

    :param sentence: The sentece to split into phrases.
    :param stopwords: A set of stopwords/
    :param stemmer: A stemmer class to be used (language aware)
    :rtype: [str]
    :returns: An iterator that yields a list of words.
    """
    phrase = deque()
    for word in separate_words(sentence):
        if word in stopwords:
            if phrase:
                yield [stemmer.stemWord(word) for word in phrase]
            phrase = deque()
            continue
        phrase.append(word)



[docs]def extract_phrases(sentences, language_code, use_stemmer):
    """Extract the phrases from all sentences.

    A phrase is a sequence of words that do not contain a stopword.

    :param sentences: An iterable of sentences (str)
    :param language_code: an ISO 639 language code
    :param use_stemmer: If True words in the phrases are also stemmed.
    :returnes: An iterable of phrases. (str)
    """
    stopwords = munin.stopwords.load_stopwords(language_code)

    # If we have no stopwordlist for that, we can't do much:
    if not stopwords:
        return None

    try:
        if use_stemmer:
            language_stemmer = Stemmer.Stemmer(language_code)
        else:
            language_stemmer = DummyStemmer()
    except KeyError:
        # effectively disable stemming:
        language_stemmer = DummyStemmer()

    phrases = deque()
    for sentence in sentences:
        phrases += phrase_iter(sentence.strip(), stopwords, language_stemmer)
    return phrases



[docs]def word_scores(phrases):
    """Calculate the scores of each individual word, depending on the phrase length.

    :param phrases: An iterable of phrases
    :returns: A mapping from a word to it's score (degree(w) / freq(w))
    """
    freqs, degrees = Counter(), Counter()

    for phrase in phrases:
        degree = len(phrase) - 1
        for word in phrase:
            freqs[word] += 1
            degrees[word] += degree

    # Calculate Word scores = deg(w) / freq(w)
    return {word: (degrees[word] + freq) / freq for word, freq in freqs.items()}



[docs]def candidate_keywordscores(phrases, wordscore):
    """Generate the actual results dictionary out of the phrases and wordscore.

    :param phrases: by :func:`extract_phrases`
    :param wordscore: by :func:`word_scores`
    :returns: a mapping of keyword_sets to their rating
    """
    candidates = {}
    for phrase in phrases:
        candidates[frozenset(phrase)] = sum(wordscore[word] for word in phrase)

    return OrderedDict(sorted(
        candidates.items(),
        key=operator.itemgetter(1),
        reverse=True
    ))



[docs]def filter_subsets(keywords):
    """Remove keywordsets that are a subset of larger sets.

    This modifies it's input, but returns it for convinience.

    :returns: keywords, the modified input.
    """
    to_delete = deque()
    for set_a, set_b in combinations(keywords.keys(), 2):
        if set_a.issubset(set_b):
            to_delete.append(set_a)
        elif set_b.issubset(set_a):
            to_delete.append(set_b)

    for sub_keywords in set(to_delete):
        del keywords[sub_keywords]

    return keywords



[docs]def extract_keywords(text, use_stemmer=True):
    """Extract the keywords from a certain text.

    :param use_stemmer: If True a Snowball Stemmer will be used for all words.
    :returns: A sorted mapping between a set of keywords and their rating.
    :rtype: :class:`collections.OrderedDict`
    """
    language_code = guess_language.guess_language(text)
    phrases = extract_phrases(split_sentences(text), language_code, use_stemmer)

    # This can happen if no stopwords are avaible, or a one-word input was used.
    if phrases is None:
        return None, OrderedDict()

    scores = word_scores(phrases)
    keywords = candidate_keywordscores(phrases, scores)
    return language_code, filter_subsets(keywords)


###########################################################################
#                       Test Main (read from stdin)                       #
###########################################################################


if __name__ == '__main__':
    import sys
    text = sys.stdin.read()

    use_stemmer = True
    if '--no-stemmer' in sys.argv:
        use_stemmer = False

    lang, keywords_map = extract_keywords(text, use_stemmer=use_stemmer)
    p
    for keywords, rating in keywords_map.items():
        print('{:>7.3f}: {}'.format(rating, keywords))





          

      

      

    


    
      Last updated on May 09, 2014.
    

  

_modules/munin/distance.html


    
      Navigation


      
        		
          index


        		
          modules |


        		libmunin (0.07) apidoc »


          		Module code »

 
      


    


    
      
          
            
  Source code for munin.distance

#!/usr/bin/env python
# encoding: utf-8

# stdlib:
import logging
import abc

# Internal:
from munin.helper import SessionMapping, float_cmp

LOGGER = logging.getLogger(__name__)


###########################################################################
#                          DistanceFunction Class                          #
###########################################################################

[docs]class DistanceFunction:
    'A **DistanceFunction** calculates a **Distance**'

    __metaclass__ = abc.ABCMeta

    def __init__(self, provider=None):
        """This class is supposed to be overriden, but can also be used
        as fallback.

        ``__call__`` is implemented as shortcut to :func:`compute`

        :type provider: instance of :class:`munin.provider.Provider`
        :param name: Name of the DistanceFunction (used for display)
        :type name: String.
        """
        self._provider = provider

    def __call__(self, list_a, list_b):
        'Shortcut for :func:`compute`'
        return self.compute(list_a, list_b)

    def compute(self, lefts, rights):
        if self._provider is not None and self._provider.compress:
            lefts = self._provider._lookup(lefts)
            rights = self._provider._lookup(rights)

        return self.do_compute(lefts, rights)

    ##############################
    #  Interface for subclasses  #
    ##############################

    @abc.abstractmethod
[docs]    def do_compute(self, list_a, list_b):
        """Compare both lists with eq by default.

        This goes through both lists and counts the matching elements at the same index.

        :return: Number of matches divivded through the max length of both lists.
        """
        # Default to max. diversity:
        n_max = max(len(list_a), len(list_b))
        if n_max is 0:
            return 1.0

        return 1.0 - sum(a == b for a, b in zip(list_a, list_b)) / n_max


###########################################################################
#                             Distance Class                              #
###########################################################################




class Distance(SessionMapping):
    __slots__ = ('distance')

    'A **Distance** between two Songs.'
    def __init__(self, session, dist_dict):
        """A Distance saves the distances created by providers and boil it down
        to a single distance float by weighting the individual distances of each
        song's attributes and building the average of it.

        :param session: The session this distance belongs to. Only valid in it.
        :type session: Instance of :class:`munin.session.Session`
        :param dist_dict: A mapping to read the distance values from.
        :type dist_dict: mapping<str, float>
        """
        # Use only a list internally to save the values.
        # Keys are stored shared in the Session objective.
        SessionMapping.__init__(self, session, dist_dict, default_value=None)
        self.distance = session._weight(dist_dict)

    def __eq__(self, other):
        return float_cmp(self.distance, other.distance)

    def __lt__(self, other):
        return self.distance < other.distance

    def __repr__(self):
        return '~{d:f}'.format(d=self.distance)

    def __hash__(self):
        return hash(self.distance)

    def __invert__(self):
        return 1.0 - self.distance

###########################################################################
#                             Import Aliases                              #
###########################################################################

from munin.distance.bpm import BPMDistance
from munin.distance.genre import GenreTreeDistance, GenreTreeAvgLinkDistance
from munin.distance.rating import RatingDistance
from munin.distance.moodbar import MoodbarDistance
from munin.distance.keywords import KeywordsDistance
from munin.distance.wordlist import WordlistDistance
from munin.distance.levenshtein import LevenshteinDistance

###########################################################################
#                               Unit tests                                #
###########################################################################

if __name__ == '__main__':
    import unittest
    from munin.session import Session
    from munin.provider import Provider

    class DistanceFunctionTest(unittest.TestCase):
        def test_apply(self):
            provider = Provider(compress=True)
            dist = DistanceFunction(
                provider=provider
            )

            a = provider.process('Akrea')
            b = provider.process('Berta')
            c = provider.process('akrea'.capitalize())

            self.assertEqual(a, (1, ))
            self.assertEqual(b, (2, ))
            self.assertEqual(c, (1, ))

            self.assertAlmostEqual(dist.compute(a, b), 1.0)
            self.assertAlmostEqual(dist.compute(a, c), 0.0)
            self.assertAlmostEqual(dist.compute([], []), 1.0)
            self.assertAlmostEqual(
                    dist.compute(a + b, c),
                    0.5
            )

    class DistanceTest(unittest.TestCase):
        def setUp(self):
            self._session = Session('test', {
                'genre': (None, None, 0.5),
                'random': (None, None, 0.1)
            })

        def test_weight(self):
            dist = Distance(self._session, {'genre': 1.0})
            self.assertAlmostEqual(dist.distance, 1.0)
            dist = Distance(self._session, {'random': 1.0})
            self.assertAlmostEqual(dist.distance, 1.0)
            dist = Distance(self._session, {'genre': 1.0, 'random': 1.0})
            self.assertAlmostEqual(dist.distance, 1.0)
            dist = Distance(self._session, {'genre': 1.0, 'random': 0.0})
            self.assertAlmostEqual(dist.distance, 5 / 6)
            dist = Distance(self._session, {'genre': 0.0, 'random': 0.0})
            self.assertAlmostEqual(dist.distance, 0.0)

            # Compute it manually:
            dist = Distance(self._session, {'genre': 0.5, 'random': 0.1})
            self.assertTrue(float_cmp(dist.distance, (0.5 * 0.5 + 0.1 * 0.1) / 0.6))

    unittest.main()
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  Source code for munin.provider

#!/usr/bin/env python
# encoding: utf-8


# Stdlib:
import abc

# External
from bidict import bidict


[docs]class Provider:
    """
    A Provider transforms (i.e normalizes) a input value

    Provider Protocol:

        A concrete Provider is required to have these functions:

            ``process()``:

                Takes input values and returns a list of output values
                or None on failure.

        A concrete Provider may have these functions:

            ``reverse()``:

                The method that is able to do the transformation.
                It takes a list of output values and returns a list of
                input values, or None on failure.
        """
    __metaclass__ = abc.ABCMeta

    def __init__(self, compress=False):
        """Create a new Provider with the following attributes:

        :param compress: Deduplicate data?
        """
        self.compress = compress
        if compress:
            self._store = bidict()
            self._last_id = 0

    def __or__(self, other_provider):
        """Allows to chain providers by bit oring them.

        Example: ::

            >>> WordlistProvider() | StemProvider()
            CompositeProvider(WordListProvider_instance, StemProvider_instance)

        If you chain together many providers it is recommended to use only one
        CompositeProvider for speed reasons.
        """
        from munin.provider.composite import CompositeProvider
        return CompositeProvider([self, other_provider])

    def _lookup(self, idx_list):
        return tuple(self._store[:idx] for idx in idx_list)

    def process(self, input_value):
        processed_value = self.do_process(input_value)
        if self.compress:
            if input_value in self._store:
                return (self._store[input_value], )

            self._last_id += 1
            self._store[input_value] = self._last_id
            return (self._last_id, )

        return processed_value

    @abc.abstractmethod
    def do_process(self, input_value):
        # Default Implementations will only passthrough the value.
        if isinstance(input_value, tuple):
            return input_value
        return (input_value, )

###########################################################################
#                             Import Aliases                              #
###########################################################################


from munin.provider.genre import GenreTreeProvider
from munin.provider.keywords import KeywordsProvider, PlyrLyricsProvider
from munin.provider.composite import CompositeProvider
from munin.provider.stem import StemProvider, StemProvider
from munin.provider.moodbar import \
    MoodbarProvider, \
    MoodbarMoodFileProvider, \
    MoodbarAudioFileProvider

from munin.provider.bpm import BPMProvider, BPMCachedProvider
from munin.provider.wordlist import WordlistProvider
from munin.provider.normalize import \
    ArtistNormalizeProvider, \
    AlbumNormalizeProvider, \
    TitleNormalizeProvider





          

      

      

    


    
      Last updated on May 09, 2014.
    

  

_modules/munin/database.html


    
      Navigation


      
        		
          index


        		
          modules |


        		libmunin (0.07) apidoc »


          		Module code »

 
      


    


    
      
          
            
  Source code for munin.database

#!/usr/bin/env python
# encoding: utf-8

# Stdlib:
from itertools import combinations
from collections import Counter, deque

import math
import logging

LOGGER = logging.getLogger(__name__)

# Internal:
from munin.song import Song
from munin.helper import sliding_window, centering_window, RunningMean
from munin.history import ListenHistory, RuleIndex

import munin.plot


[docs]class Database:
    'Class managing Database concerns.'
    def __init__(self, session):
        """Usually you access this as ``.database`` attribute of
        :class:`munin.session.Session`.

        You can do the following tasks with it:

        * Trigger updates (:func:`rebuild`)
        * Get a plot of the graph for debuggin purpose.
        * Iterative over the database (``for song in database``).
        * Get a song by it's uid. (``database[song.uid]``)

        .. note::

            The division of :class:`munin.session.Session` and :class:`Database`
            is purely cosmetical. Both classes cannot exist on its own.
        """
        self._session = session
        self._song_list = []
        self._reset_history()

    def _reset_history(self):
        self._revoked_uids = set()
        self._listen_history = ListenHistory(
            maxlen=self._session.config['history_max_pkg'],
            time_threshold_sec=self._session.config['history_timeout'],
            max_group_size=self._session.config['history_pkg_size']
        )
        self._rule_index = RuleIndex(
            maxlen=self._session.config['history_max_rules']
        )
        self._playcounts = Counter()

    def __iter__(self):
        return filter(None, self._song_list)

    def __len__(self):
        return len(self._song_list) - len(self._revoked_uids)

[docs]    def __getitem__(self, idx):
        """Lookup a certain song by it's uid.

        :param uid: A uid previously given by
        :returns: a :class:`munin.song.Song`, which is a read-only mapping of normalized attributes.
        """
        try:
            return self._song_list[idx]
        except IndexError:
            raise IndexError('song uid #{} is invalid'.format(idx))


    def _current_uid(self):
        if self._revoked_uids:
            return self._revoked_uids.pop()
        return len(self._song_list)

[docs]    def plot(self, width=1000, height=1000):
        """Plot the current graph for debugging purpose.

        Will try to open an installed image viewer - does not return an image.

        :param database: The database (and the assoicate graph with it) to plot.
        :param width: Width of the plotted image in pixel.
        :param height: Width of the plotted image in pixel.
        """
        munin.plot.plot(self, width, height)


    def playcount(self, song):
        return self._playcounts.get(song, 0)

    def playcounts(self, n=0):
        if n < 1:
            return self._playcounts
        else:
            return self._playcounts.most_common(n)

    def feed_history(self, song):
        if self._listen_history.feed(song):
            rules = self._listen_history.find_rules()
            self._rule_index.insert_rules(rules)

        self._playcounts[song] += 1

    def find_matching_attributes(self, subset, max_numeric_offset=None):
        if max_numeric_offset is None:
            return self.find_matching_attributes_generic(subset)
        else:
            return self.find_matching_attributes_numeric(subset, max_numeric_offset)

    def find_matching_attributes_numeric(self, subset, max_offset):
        try:
            numerics = {}
            for key, value in subset.items():
                provider = self._session.provider_for_key(key)
                numerics[key] = provider.process(value)

            for song in self:
                for key in (numerics.keys() & song.keys()):
                    value = song.get(key)
                    if value is None:
                        break

                    compar = numerics[key][0]
                    if not (compar - max_offset <= value[0] <= compar + max_offset):
                        break
                else:
                    yield song

        except KeyError:
            raise KeyError('key "{k}" is not in mask'.format(k=key))

    def find_matching_attributes_generic(self, subset):
        try:
            value_set = set()
            for key, value in subset.items():
                provider = self._session.provider_for_key(key)
                value_set.add(provider.process(value))

            for song in self:
                if all((song[key] in value_set for key in subset.keys())):
                    yield song
        except KeyError:
            raise KeyError('key "{k}" is not in mask'.format(k=key))

    def _rebuild_step_base(self, mean_counter, window_size, step_size):
        """Do the Base Iterations.

        This involves three iterations:

            * :func:`munin.helper.sliding_window`
              Window over the List (overlapping with * window_size/step_size).
            * :func:`munin.helper.centering_window` with `parallel=True`.
            * :func:`munin.helper.centering_window` with `parallel=True`.

        :param mean_counter: A RunningMean counter to sample the initial mean/sd
        :param window_size: The max. size of the window in which combinations are taken.
        :param step_size: The movement of the window per iteration.
        """
        if window_size is None:
            window_size = self._session.config['rebuild_window_size']

        if step_size is None:
            step_size = self._session.config['rebuild_step_size']

        # Base Iteration:
        slider = sliding_window(self, window_size, step_size)
        center = centering_window(self, window_size // 2)
        anticn = centering_window(self, window_size // 2, parallel=False)

        # Prebind the functions for performance reasons.
        compute = Song.distance_compute
        add = Song.distance_add

        # Select the iterator:
        for idx, iterator in enumerate((slider, center, anticn)):
            LOGGER.debug('|-- Applying iteration #{}: {}'.format(idx + 1, iterator))

            # Iterate over the list:
            for window in iterator:
                # Calculate the combination set:
                for song_a, song_b in combinations(window, 2):
                    distance = compute(song_a, song_b)
                    add(song_a, song_b, distance)

                    # Sample the newly calculated distance.
                    mean_counter.add(distance.distance)

    def _rebuild_step_refine(self, mean_counter, num_passes=None, mean_scale=None):
        """Do the refinement step.

        .. seealso:: :func:`rebuild`

        :param mean_counter: RunningMean Counter
        :param num_passes: How many times the song list shall be iterated.
        """
        if num_passes is None:
            num_passes = self._session.config['rebuild_refine_passes']

        if mean_scale is None:
            mean_scale = self._session.config['rebuild_mean_scale']

        # Prebind the functions for performance reasons:
        add = Song.distance_add
        compute = Song.distance_compute

        # Do the whole thing `num_passes` times...
        for n_iteration in range(num_passes):
            threshold = (mean_counter.mean * mean_scale - mean_counter.sd) / mean_scale
            newly_found = 0

            # Go through the song_list...
            for idx, song in enumerate(self):
                # ..and remember each calculated distance
                # we got from compare the song with its indirect neighbors.
                result_set = deque()

                # Iterate over the indirect neighbors (those having a certain
                # distance lower than threshold):
                for ind_ngb in set(song.distance_indirect_iter(threshold)):
                    distance = compute(song, ind_ngb)
                    result_set.append((ind_ngb, distance))
                    mean_counter.add(distance.distance)

                # Add the distances (we should not do this during # iteration)
                # Also count which of these actually
                for ind_ngb, dist in result_set:
                    newly_found += add(song, ind_ngb, dist)

            # Stop iteration when not enough new distances were gathered
            # (at least one new addition per song)
            # This usually only triggers for high num_passes
            if newly_found < len(self) // 2:
                break
        LOGGER.debug('Did {}x (of max. {}) refinement steps.'.format(n_iteration, num_passes))

[docs]    def rebuild_stupid(self):
        """(Re)build the graph by calculating the combination of all songs.

        This is a *very* expensive operation which takes quadratic time and
        only should be ever used for a small amount of songs where accuracy
        matters even more thant time.
        """
        for song_a, song_b in combinations(self._song_list, 2):
            distance = Song.distance_compute(song_a, song_b)
            Song.distance_add(song_a, song_b, distance)


[docs]    def rebuild(self, window_size=None, step_size=None, refine_passes=None, stupid_threshold=None):
        """Rebuild all distances and the associated graph.

        This will be triggered for you automatically after a transaction.

        :param int window_size: The size of the sliding window in the base iteration.
        :param int step_size: The amount to move the window per iteration.
        :param int refine_passes: How often step #2 should be repeated.
        :param int stupid_threshold: If less songs than this just brute forcely calculate all combations of songs.
        """
        if stupid_threshold is None:
            stupid_threshold = self._session.config['rebuild_stupid_threshold']

        if len(self) < stupid_threshold:
            LOGGER.debug('+ Step #1 + 2: Brute Force calculation due to few songs')
            self.rebuild_stupid()
        else:
            # Average and Standard Deviation Counter:
            mean_counter = RunningMean()

            LOGGER.debug('+ Step #1: Calculating base distance (sliding window)')
            self._rebuild_step_base(
                mean_counter,
                window_size=window_size,
                step_size=step_size
            )

            LOGGER.debug('|-- Mean Distane: {:f} (sd: {:f})'.format(
                mean_counter.mean, mean_counter.sd
            ))
            LOGGER.debug('+ Step #2: Applying refinement:', end='')
            self._rebuild_step_refine(
                mean_counter,
                num_passes=refine_passes
            )

            LOGGER.debug('|-- Mean Distane: {:f} (sd: {:f})'.format(
                mean_counter.mean, mean_counter.sd
            ))

        self._reset_history()


    def add(self, value_dict):
        for key, value in value_dict.items():
            try:
                provider = self._session.provider_for_key(key)
                if value is None:
                    value_dict[key] = None
                else:
                    value_dict[key] = provider.process(value)
            except KeyError:
                raise KeyError('key "{k}" is not in mask'.format(k=key))

        new_song = Song(
            self._session, value_dict,
            max_neighbors=self._session.config['max_neighbors'],
            max_distance=self._session.config['max_distance']
        )

        new_song.uid = self._current_uid()
        if new_song.uid >= len(self._song_list):
            self._song_list.append(new_song)
        else:
            self._song_list[new_song.uid] = new_song
        return new_song.uid

    def fix_graph(self):
        for song in self:
            song.distance_finalize()

            # This is just some sort of assert and has no functionality:
            last = None
            for other, dist in song.distance_iter():
                if last is not None and last > dist:
                    LOGGER.critical('!! warning: unsorted elements: !({} < {})'.format(dist, last))
                last = dist

    def insert(self, value_dict, star_threshold=0.75, iterstep_threshold=50):
        new_song = self._song_list[self.add(value_dict)]
        next_len = len(self._song_list)

        if len(self) < iterstep_threshold:
            iterstep = 1
        else:
            iterstep = round(max(1, math.log(max(next_len, 1))))

        # Step 1: Find samples with similar songs (similar to the base step)
        distances = deque()
        for song in self._song_list[::iterstep]:
            if song is not None:
                distance = Song.distance_compute(song, new_song)
                distances.append((song, distance))
                new_song.distance_add(song, distance)

        # Step 2: Short refinement step
        for song, distance in distances:
            if distance.distance > star_threshold:
                for neighbor in song.neighbors():
                    distance = new_song.distance_compute(neighbor)
                    new_song.distance_add(neighbor, distance)

        return new_song.uid

    def remove(self, uid):
        if len(self._song_list) <= uid:
            raise ValueError('Invalid UID #{}'.format(uid))

        song = self._song_list[uid]
        self._song_list[uid] = None
        self._revoked_uids.add(uid)

        edge_set = set()
        for neighbor in song.neighbors():
            edge_set.add((song.uid, neighbor.uid))

        # Patch the hole:
        song.disconnect()

        return uid

###########################################################################
#                               Test Stuff                                #
###########################################################################


if __name__ == '__main__':
    import unittest
    import sys
    from munin.session import Session
    from munin.provider import Provider

    class DatabaseTests(unittest.TestCase):
        def setUp(self):
            self._session = Session('session_test', {
                'genre': (None, None, 0.2),
                'artist': (None, None, 0.3)
            })

        def test_basics(self):
            with self._session.transaction():
                N = 20
                for i in range(N):
                    self._session.database.add({
                        'genre': i / N,
                        'artist': i / N
                    })

        def test_no_match(self):
            with self.assertRaisesRegex(KeyError, '.*mask.*'):
                self._session.database.add({
                    'not_in_session': 42
                })

        def test_insert_remove_song(self):
            songs = []
            with self._session.transaction():
                for idx, v in enumerate(['l', 'r', 't', 'd']):
                    songs.append(self._session.add({'genre': [0], 'artist': [0]}))

            # self._session.database.plot(250, 250)
            with self._session.fix_graph():
                self._session.insert({'genre': [0], 'artist': [0]})
            # self._session.database.plot(250, 250)

            for song in self._session.database:
                for other in self._session.database:
                    if self is not other:
                        self.assertAlmostEqual(song.distance_get(other).distance, 0.0)

            self._session.remove(4)
            # self._session.database.plot(250, 250)
            with self._session.fix_graph():
                self._session.insert({'genre': [0], 'artist': [0]})
            # self._session.database.plot(250, 250)

        def test_find_matching_attributes_numeric(self):
            from munin.provider import GenreTreeProvider
            from munin.distance import GenreTreeDistance
            from munin.helper import pairup

            session = Session('session_find_test', {
                'x': pairup(None, None, 1),
                'y': pairup(None, None, 1)
            })
            a = session[session.add({
                'x': 21,
                'y': 42,
            })]
            b = session[session.add({
                'x': 0,
                'y': 100,
            })]
            c = session[session.add({
                'x': 51,
                'y': 50,
            })]

            self.assertEqual(list(session.database.find_matching_attributes_numeric(
                {'x': 10},
                20
                )),
                [a, b]
            )
            self.assertEqual(list(session.database.find_matching_attributes_numeric(
                {'y': 100},
                0
                )),
                [b]
            )
            self.assertEqual(list(session.database.find_matching_attributes_numeric(
                {'x': 10, 'y': 40},
                20
                )),
                [a]
            )
            self.assertEqual(list(session.database.find_matching_attributes_numeric(
                {'x': 10, 'y': 10},
                0,
                )),
                []
            )

        def test_find_matching_attributes_generic(self):
            from munin.provider import GenreTreeProvider
            from munin.distance import GenreTreeDistance
            from munin.helper import pairup

            session = Session('session_find_test', {
                'genre': pairup(GenreTreeProvider(), GenreTreeDistance(), 5),
                'artist': pairup(None, None, 1)
            })
            session.add({
                'artist': 'Berta',
                'genre': 'death metal'
            })
            session.add({
                'artist': 'Hans',
                'genre': 'metal'
            })
            session.add({
                'artist': 'Berta',
                'genre': 'pop'
            })

            found = list(session.find_matching_attributes({'genre': 'metal'}))
            self.assertEqual(len(found), 1)
            self.assertEqual(found[0], session[1])

            found = list(session.find_matching_attributes(
                {'genre': 'metal', 'artist': 'Berta'}
            ))
            self.assertEqual(len(found), 0)

            found = list(session.find_matching_attributes(
                {'genre': 'metal', 'artist': 'Hans'}
            ))
            self.assertEqual(len(found), 1)
            self.assertEqual(found[0], session[1])

            found = list(session.find_matching_attributes(
                {'genre': 'pop', 'artist': 'Berta'}
            ))
            self.assertEqual(len(found), 1)
            self.assertEqual(found[0], session[2])

            found = list(session.find_matching_attributes({'artist': 'Berta'}))
            self.assertEqual(len(found), 2)
            self.assertEqual(found[0], session[0])
            self.assertEqual(found[1], session[2])

    def main():
        from munin.testing import DummyDistanceFunction

        LOGGER.setLevel(logging.DEBUG)
        ch = logging.StreamHandler()
        ch.setLevel(logging.DEBUG)

        # add formatter to ch
        ch.setFormatter(
            logging.Formatter('%(name)s - %(levelname)s - %(message)s')
        )

        # add ch to logger
        LOGGER.addHandler(ch)

        session = Session('session_test', {
            'genre': (None, DummyDistanceFunction(), 0.2),
            'artist': (None, DummyDistanceFunction(), 0.3)
        })

        import math

        with session.transaction():
            N = 5000
            for i in range(int(N / 2) + 1):
                session.add({
                    'genre': 1.0 - i / N,
                    'artist': 1.0 - i / N
                })
                # Pseudo-Random, but deterministic:
                if '--euler' in sys.argv:
                    euler = lambda x: math.fmod(math.e ** x, 1.0)
                    session.database.add({
                        'genre': euler((i + 1) % 30),
                        'artist': euler((N - i + 1) % 30)
                    })

        LOGGER.debug('+ Step #3: Layouting and Plotting')
        if '--plot' in sys.argv:
            session.database.plot(3000, 3000)

    if '--cli' in sys.argv:
        main()
    else:
        unittest.main()
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  Source code for munin.helper

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
--------

Contains method that help the user of the library finding the date he needs.

*Helpers*:

    * :class:`AudioFileWalker` - generator class that yields files to audio files.
    * :func:`song_or_uid` - function that delivers the song for uids or just
                            returns the song if passed in.

    * :func:`pairup` - Easy Mask building.

Reference
---------
"""

from collections import Mapping
from itertools import chain, cycle, islice, zip_longest

import math
import sys
import os


###########################################################################
#                             AudioFileWalker                             #
###########################################################################


ALLOWED_FORMATS = ['mpc', 'mp4', 'mp3', 'flac', 'wav', 'ogg', 'm4a', 'wma']


[docs]class AudioFileWalker:
    """File Iterator that yields all files with a specific ending.
    """
    def __init__(self, base_path, extensions=ALLOWED_FORMATS):
        """There ist a list of default extensions in
        ``munin.helpers.ALLOWED_FORMATS`` with the most common formats.

        This class implements ``__iter__``, so you just can start using it.

        :param base_path: Recursively seach files in this path.
        :param extensions: An iterable of extensions that are allowed.
        """
        self._base_path = base_path
        self._extension = set(extensions)

    def __iter__(self):
        for root, _, files in os.walk(self._base_path):
            for path in files:
                ending = path.split('.')[-1]
                if ending in self._extension:
                    yield os.path.join(root, path)


###########################################################################
#                               Misc Utils                                #
###########################################################################


def song_or_uid(database, song_or_uid):
    """Takes a song or the uid of it and return the song.

    This function is purely for your convinience,
    you can always use :func:`munin.database.Database.__getitem__`

    :param database: Database to lookup uid from.
    :raises: IndexError on invalid uid.
    :returns: A :class:`munin.song.Song` in any case.
    """
    if hasattr(song_or_uid, 'uid'):
        return song_or_uid
    return database[song_or_uid]


[docs]def pairup(provider, distance_function, weight):
    """Convienience function for easy mask building.

    Every distance function needs to know the provider that processed the value.
    This is needed to implement the compress functionality. In order to stop you
    from writing code like this:

        >>> prov = Provider()
        >>> dfunc = DistanceFunction(prov)
        >>> # Somehwere down:
        >>> {'artist': (prov, dfunc, 0.5)}

    You can just write:

        >>> {'artist': pairup(Provider(), DistanceFunction(), 0.5)}

    This function will set the provider in the DistanceFunction for you.
    """
    if distance_function is not None:
        distance_function._provider = provider
    return (provider, distance_function, weight)


###########################################################################
#                              Numeric Utils                              #
###########################################################################


# There does not seem to be a built-in for this.

float_cmp = lambda a, b: abs(a - b) < sys.float_info.epsilon


###########################################################################
#                         Very special Iterators                          #
###########################################################################


def sliding_window(iterable, n=2, step=1):
    """Iterate over an iterable with a sliding window of size `n`.

    This works best if len(iterable) can be cheaply calculated.

    :param iterable: The iterable to provide an iterator for.
    :param n: The size of the window (max size)
    :param step: How much right shall the window be tranformed with each iteration?
    :returns: a generator that yields slices as windows.
    """
    n2 = n // 2
    for idx in range(0, len(iterable), step):
        fst, snd = idx - n2, idx + n2
        if fst < 0:
            yield chain(iterable[fst:], iterable[:snd])
        else:
            yield islice(iterable, fst, snd)


def centering_window(iterable, n=4, parallel=True):
    """Provide an iterator that moves windows slowly towards center of the iterable.

    :param iterable: The iterable to provide an iterator for.
    :param parallel: If False the window move together, if True they move parallel to each other.
    :param n: The size of the window.
    :returns: a generator that yields slices as windows.
    """
    l2 = len(iterable) // 2
    n2 = n // 2

    # Make indexing easier by cutting it in half:
    lean = iterable[:l2]
    mean = iterable[l2:] if parallel else iterable[:(l2 - 1):-1]
    area = range(0, l2, n2)

    # Return an according iterator
    return (chain(lean[idx:idx + n2], mean[idx:idx + n2]) for idx in area)


###########################################################################
#                           Itertools Recipes:                            #
###########################################################################


[docs]def grouper(iterable, n, fillvalue=None):
    "Collect data into fixed-length chunks or blocks"
    # grouper('ABCDEFG', 3, 'x') --> ABC DEF Gxx"
    args = [iter(iterable)] * n
    return zip_longest(*args, fillvalue=fillvalue)



def roundrobin(*iterables):
    "roundrobin('ABC', 'D', 'EF') --> A D E B F C"
    # Recipe credited to George Sakkis
    pending = len(iterables)
    nexts = cycle(iter(it).__next__ for it in iterables)
    while pending:
        try:
            for next in nexts:
                yield next()
        except StopIteration:
            pending -= 1
            nexts = cycle(islice(nexts, pending))



class RunningMean:
    def __init__(self):
        self.mean = self.rsdv = 0.0
        self.samples = 1

    def add(self, value):
        last_diff = value - self.mean
        self.mean += last_diff / self.samples
        self.rsdv += last_diff * (value - self.mean)
        self.samples += 1

    @property
    def sd(self):
        if self.samples <= 2:
            return 0.0

        v = math.sqrt(self.rsdv / (self.samples - 2))
        return v

###########################################################################
#                             SessionMapping                              #
###########################################################################


class SessionMapping(Mapping):
    # Note: Use __slots__ (sys.getsizeof will report even more memory, but # pympler less)
    __slots__ = ('_store', '_session')

    def __init__(self, session, input_dict, default_value=None):
        # Make sure the list is as long as the mask
        self._store = [default_value] * session.mask_length
        self._session = session

        # Insert the data to the store:
        for key, value in input_dict.items():
            self._store[session.index_for_key(key)] = value

    ####################################
    #  Mapping Protocol Satisfication  #
    ####################################

    def __getitem__(self, key):
        return self._store[self._session.index_for_key(key)]

    def __iter__(self):
        def _iterator():
            for idx, elem in enumerate(self._store):
                if elem is not None:
                    yield self._session.key_at_index(idx), elem
        return _iterator()

    def __len__(self):
        return self._session.mask_length

    def __contains__(self, key):
        return key in self.keys()

    ###############################################
    #  Making the utility methods work correctly  #
    ###############################################

    def values(self):
        return iter(self._store)

    def keys(self):
        at = self._session.key_at_index
        return (at(idx) for idx, v in enumerate(self._store) if v is not None)

    def items(self):
        return iter(self)

###########################################################################
#                              Stupid Tests                               #
###########################################################################


if __name__ == '__main__':
    import unittest

    if not '--cli' in sys.argv:
        class TestUtils(unittest.TestCase):
            def test_sliding_window(self):
                wnds = list(sliding_window([1, 2, 3, 4], 2, 2))
                a, b = wnds
                self.assertEqual(list(a), [4, 1])
                self.assertEqual(list(b), [2, 3])

            def test_centering_window(self):
                wnds = list(centering_window(range(10), 4, parallel=False))
                wnds = [list(w) for w in wnds]
                ex = [[0, 1, 9, 8], [2, 3, 7, 6], [4, 5]]
                self.assertEqual(ex, wnds)

            def test_running_mean(self):
                run = RunningMean()
                self.assertAlmostEqual(run.mean, 0.0)
                self.assertAlmostEqual(run.sd, 0.0)
                run.add(1)
                run.add(2)
                run.add(3)
                self.assertAlmostEqual(run.mean, 2.0)
                self.assertAlmostEqual(run.sd, 1.0)

        unittest.main()
    else:
        walker = AudioFileWalker(sys.argv[1])
        for path in walker:
            print(path)
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  Source code for munin.song

#!/usr/bin/env python
# encoding: utf-8

# Stdlib:
from collections import Hashable, OrderedDict, deque
from itertools import combinations
from operator import itemgetter
from heapq import heappush, heappop, heapify

from logging import getLogger
LOGGER = getLogger(__name__)

# Internal:
from munin.distance import Distance
from munin.helper import SessionMapping


[docs]class Song(SessionMapping, Hashable):
    # Note: Use __slots__ (sys.getsizeof will report even more memory, but pympler less)
    __slots__ = ('_dist_dict', '_pop_list', '_max_distance', '_max_neighbors',
                 '_hash', '_confidence', 'uid', '_worst_cache')
    """
    **Overview**

    A song is a readonly mapping of keys to values (like a readonly dict).

    The keys will depend on the mask in the session.
    The values will be passed as value_dict to the constructor.
    Keys that are no in value_dict, but in the mask (therefore valid)
    will return the default_value passed (usually that is None).

    Internally a list is used to store the values, leaving the keys in the
    Session objects - for many instances this saves a considerable amount
    of memory.

    **Reference**
    """
    def __init__(self, session, value_dict, max_neighbors=None, max_distance=None):
        """Creates a Song (a set of attributes) that behaves like a dictionary:

        :param session: A Session objective (the session this song belongs to)
        :type session: :class:`munin.session.Session`
        :param value_dict: A mapping from the keys to the values you want to set.
        :type value_dict: Mapping
        :param max_neighbors: max. numbers of neighbor-distances to save.
        :type neighbor: positive int
        :param max_distance: The minimal distance for :func:`distance_add` -
                             You should try to keep this small (i.e. to only
                             filter 1.0 distances)
        :type max_distance: float
        """
        # Make sure the list is as long as the mask
        SessionMapping.__init__(
            self, session,
            input_dict=value_dict,
            default_value=None
        )
        self._dist_dict = OrderedDict()
        self._reset_invariants()

        # Settings:
        self._max_neighbors = max_neighbors or session.config['max_neighbors']
        self._max_distance = max_distance or session.config['max_distance']
        self.uid = None

    def _reset_invariants(self):
        self._worst_cache = None
        self._pop_list = [(1.0 - dist.distance, song) for song, dist in self._dist_dict.items()]
        heapify(self._pop_list)

    #######################
    #  Other convinience  #
    #######################

    def __lt__(self, other):
        return id(self) < id(other)

    def __hash__(self):
        return id(self)

    def __repr__(self):
        return '<Song(uid={uid} values={val}, distances={dst})>'.format(
            val=self._store,
            uid=self.uid,
            dst=['{}: {}'.format(song.uid, dist) for song, dist in self._dist_dict.items()]
        )

    ############################
    #  Distance Relations API  #
    ############################

[docs]    def neighbors(self):
        """Like :func:`distance_iter`, but only return the neighbor song, not the distance"""
        return self._dist_dict.keys()


[docs]    def distance_compute(self, other_song):
        """Compute the distance to another song.

        This is a method of :class:`Song` and not a static method for convinience.
        If you need a static method do this: ``Song.distance_compute(s1, s2)``.

        :param other_song: a :class:`munin.song.Song`
        :returns: A :class:`munin.distance.Distance` with according weighting.
        """
        try:
            return self._dist_dict[other_song]
        except KeyError:
            distance_dict = {}
            for key in set(self.keys()).intersection(other_song.keys()):
                distance_func = self._session.distance_function_for_key(key)
                value_a, value_b = self[key], other_song[key]
                if value_a is None or value_b is None:
                    distance_dict[key] = 1.0
                else:
                    distance_dict[key] = distance_func(value_a, value_b)

            return Distance(self._session, distance_dict)


[docs]    def distance_add(self, other, distance):
        """Add a relation to ``other`` with a certain distance.

        :param other: The song to add a relation to. Will also add a
                     relation in other_song to self with same Distance.
        :type other: :class:`munin.song.Song`
        :param distance: The Distance to add to the "edge".
        :type distance: :class:`munin.distance.Distance`
        :returns: *False* if the song was not added because of a worse distance.
                  *True* in any other case.
        """
        if other is self:
            return False

        if self._worst_cache is not None and self._worst_cache < distance.distance:
            return False

        if distance.distance > self._max_distance:
            return False

        sdd, odd = self._dist_dict, other._dist_dict
        if other in sdd:
            if sdd[other] < distance:
                # This case should actually not happen.
                # Just here for all cases.
                return False  # Reject

            # Explain why this could damage worst song detection.
            # and why we do not care. (might change sorting)
            self._worst_cache = None
            sdd[other] = odd[self] = distance
            return True

        # Check if we still have room left
        if len(sdd) >= self._max_neighbors:
            # Find the worst song in the dictionary
            while 1:
                inversion, worst_song = self._pop_list[0]
                if worst_song in sdd:
                    worst_dist = 1.0 - inversion
                    break
                heappop(self._pop_list)

            if worst_dist < distance.distance:
                # we could prune pop_list here too,
                # but it showed that one operation only is more effective.
                self._worst_cache = worst_dist
                return False

            # delete the worst one to make place,
            # BUT: do not delete the connection from worst to self
            # we create unidir edges here on purpose.
            del sdd[worst_song]
            heappop(self._pop_list)

        # Add the new element:
        sdd[other] = odd[self] = distance

        inversion = ~distance
        heappush(self._pop_list, (inversion, other))
        heappush(other._pop_list, (inversion, self))

        # Might be something different now:
        self._worst_cache = None
        return True


[docs]    def distance_finalize(self):
        """Delete/Fix all invalid edges and neighbors of this song"""
        to_consider = deque()
        for other in self._dist_dict:
            dist_a, dist_b = self.distance_get(other), other.distance_get(self)
            if dist_a is None:
                to_consider.append((other, self))
            if dist_b is None:
                to_consider.append((self, other))

        for source, target in to_consider:
            count = 0
            for other in self.neighbors():
                dist_a, dist_b = self.distance_get(other), other.distance_get(self)
                if dist_a is None or dist_b is None:
                    continue
                count += 1

            if count < self._max_neighbors:
                target._dist_dict[source] = source.distance_get(target)
            else:
                del source._dist_dict[target]

        self._dist_dict = OrderedDict(sorted(self._dist_dict.items(), key=itemgetter(1)))
        self._reset_invariants()


[docs]    def distance_get(self, other_song, default_value=None):
        """Return the distance to the song ``other_song``

        :param other_song: The song to lookup the relation to.
        :param default_value: The default value to return (default to None)
        :returns: A Distance.
        """
        if self is other_song:
            return self.distance_compute(self)
        else:
            return self._dist_dict.get(other_song, default_value)


    def distance_len(self):
        return len(self._dist_dict)

[docs]    def distance_iter(self):
        """Iterate over all distances stored in this song.

        Will yield songs with smallest distance first.

        :returns: iterable that yields (song, distance) tuples.
        :rtype: generator
        """
        return self._dist_dict.items()


[docs]    def distance_indirect_iter(self, dist_threshold=1.1):
        """Iterate over the indirect neighbors of this song.

        :returns: an generator that yields one song at a time.
        """
        # Iterate over the *sorted* set.
        for song, curr_dist in self._dist_dict.items():
            if curr_dist.distance < dist_threshold:
                for ind_song, ind_dist in song._dist_dict.items():
                    if (ind_dist.distance + curr_dist.distance) / 2 < dist_threshold:
                        yield song
                    else:
                        break
            else:
                break


[docs]    def disconnect(self):
        """Deletes all edges to other songs and tries to fill the resulting hole.

        Filling the hole that may be created is done by comparing it's neighbors
        with each other and adding new distances.
        """
        # Step 1: Find new distances:
        neighbors = list(self._dist_dict.keys())
        for neighbor in neighbors:
            neighbor._max_distance += 1

        for neigh_a, neigh_b in combinations(neighbors, 2):
            distance = Song.distance_compute(neigh_a, neigh_b)
            Song.distance_add(neigh_a, neigh_b, distance)

        for neighbor in neighbors:
            neighbor._max_distance -= 1

        # Step 2: Delete the connection to the self:
        for neighbor in neighbors:
            del self._dist_dict[neighbor]
            del neighbor._dist_dict[self]

        # Clear the old sortedlist, while we're on it..
        del self._pop_list[:]

    #################################
    #  Additional helper functions  #
    #################################


[docs]    def to_dict(self):
        'Shortcut for ``dict(iter(song))``'
        return dict(iter(self))


###########################################################################
#                            Ifmain Unittests                             #
###########################################################################



if __name__ == '__main__':
    import unittest
    from munin.session import Session
    from munin.testing import DistanceDummy

    class SongTests(unittest.TestCase):
        def setUp(self):
            self._session = Session('test', {
                'genre': (None, None, 0.1),
                'artist': (None, None, 0.1)
            })

        def test_song_basic_mapping(self):
            song = Song(self._session, {
                'genre': 'alpine brutal death metal',
                'artist': 'Herbert'
            })

            self.assertTrue(song.get('artist') == song['artist'] == 'Herbert')
            with self.assertRaises(TypeError):
                del song['genre']

        def test_song_missing_attr(self):
            # This should already fail at creation:
            with self.assertRaises(KeyError):
                song = Song(self._session, {'a': 'b'})

            song = Song(self._session, {'genre': 'berta'})

            with self.assertRaises(KeyError):
                song['berta']

            self.assertEqual(song.get('berta'), song.get('barghl'))

        def test_song_iter(self):
            input_dict = {
                'genre': 'alpine brutal death metal',
                'artist': 'Herbert'
            }

            song = Song(self._session, input_dict)
            self.assertEqual(
                    dict(iter(song)),
                    input_dict
            )

            self.assertEqual(dict(iter(song.items())), input_dict)
            self.assertEqual(set(song.keys()), set(['genre', 'artist']))
            self.assertEqual(
                set(song.values()),
                set(['alpine brutal death metal', 'Herbert'])
            )

        def test_song_distance_indirect_iter(self):
            with self._session.transaction():
                # Pseudo-Random, but deterministic:
                import math
                euler = lambda x: math.fmod(math.e ** x, 1.0)
                N = 40
                for i in range(N):
                    self._session.add({
                        'genre': euler(i + 1),
                        'artist': euler(N - i + 1)
                    })

        def test_song_add(self):
            song_one = Song(self._session, {
                'genre': 'alpine brutal death metal',
                'artist': 'herbert'
            }, max_neighbors=5)

            N = 100

            for off in (False, True):
                for i in range(N):
                    v = i / N
                    if off:
                        v = 1.0 - v
                    song_one.distance_add(Song(self._session, {
                        'genre': str(i),
                        'artist': str(i)
                    }, max_neighbors=5), DistanceDummy(v))

                self.assertEqual(len(list(song_one.distance_iter())), 5)

        def test_distances(self):
            song_one = Song(self._session, {
                'genre': 'alpine brutal death metal',
                'artist': 'herbert'
            })
            song_two = Song(self._session, {
                'genre': 'tirolian brutal death metal',
                'artist': 'Gustl'
            })

            song_one.uid = 'base1'
            song_two.uid = 'base2'

            self.assertTrue(song_one.distance_add(song_two, DistanceDummy(0.7)))
            self.assertTrue(song_two.distance_add(song_one, DistanceDummy(0.1)))
            self.assertEqual(song_one.distance_get(song_one), DistanceDummy(0.0))
            self.assertEqual(song_two.distance_get(song_two), DistanceDummy(0.0))
            self.assertEqual(song_one.distance_get(song_two), DistanceDummy(0.1))

            # Check if max_distance works correctly
            prev_len = song_one.distance_len()
            self.assertTrue(not song_one.distance_add(song_two, DistanceDummy(1.0)))
            self.assertEqual(song_one.distance_len(), prev_len)

            # Test "only keep the best songs"
            song_base = Song(self._session, {
                'genre': 0,
                'artist': 0
            }, max_neighbors=10)

            N = 20
            for idx in range(N):
                song = Song(self._session, {
                    'genre': str(idx),
                    'artist': str(idx)
                }, max_neighbors=10)
                song.uid = idx
                song_base.distance_add(song, DistanceDummy(idx / N))

            values = list(song_base.distance_iter())
            self.assertAlmostEqual(values[+0][1].distance, 0.0)
            self.assertAlmostEqual(values[-1][1].distance, (N / 2 - 1) / N)

        def test_disconnect(self):
            def star():
                for v in ['c', 'l', 'r', 't', 'd']:
                    s = Song(self._session, {'genre': [0], 'artist': [0]})
                    s.uid = v
                    yield s

            c, l, r, t, d = star()
            self.assertTrue(c.distance_add(l, DistanceDummy(0.5)))
            self.assertTrue(c.distance_add(r, DistanceDummy(0.5)))
            self.assertTrue(c.distance_add(t, DistanceDummy(0.5)))
            self.assertTrue(c.distance_add(d, DistanceDummy(0.5)))

            c.disconnect()

            self.assertTrue(c.distance_get(l) is None)
            self.assertTrue(c.distance_get(r) is None)
            self.assertTrue(c.distance_get(t) is None)
            self.assertTrue(c.distance_get(d) is None)

            for a, b in combinations((l, r, t, d), 2):
                self.assertTrue(a.distance_get(b))
                self.assertAlmostEqual(a.distance_get(b).distance, 0.0)

    unittest.main()
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  Source code for munin.logutil

#!/usr/bin/env python
# encoding: utf-8


import logging
import logging.handlers

###########################################################################
#          Code taken from moosecat (shameless self-plagiatism)           #
###########################################################################

# Loggin related
COLORED_FORMAT = "%(asctime)s%(reset)s %(log_color)s{logsymbol} \
%(levelname)-8s%(reset)s %(bold_blue)s[%(filename)s:%(lineno)3d]%(reset)s \
%(bold_black)s%(name)s:%(reset)s %(message)s"

SIMPLE_FORMAT = "%(asctime)s %(levelname)-8s [%(filename)s:%(lineno)3d] \
%(name)s: %(message)s"

DATE_FORMAT = "%H:%M:%S"
UNICODE_ICONS = {
    logging.DEBUG: '⚙',
    logging.INFO: '⚐',
    logging.WARNING: '⚠',
    logging.ERROR: '⚡',
    logging.CRITICAL: '☠'
}


[docs]def create_logger(name=None, log_file=None, verbosity=logging.DEBUG):
    '''Create a new Logger configured with moosecat's defaults.

    :name: A user-define name that describes the logger
    :return: A new logger .
    '''
    logger = logging.getLogger(name)

    # This is hack to see if this function was already called
    if len(logging.getLogger(None).handlers) is 2:
        return logger

    # Defaultformatter, used for File logging,
    # and for stdout if colorlog is not available
    formatter = logging.Formatter(
        SIMPLE_FORMAT,
        datefmt=DATE_FORMAT
    )

    # Try to load the colored log and use it on success.
    # Else we'll use the SIMPLE_FORMAT
    try:
        import colorlog

        class SymbolFormatter(colorlog.ColoredFormatter):
            def format(self, record):
                result = colorlog.ColoredFormatter.format(self, record)
                return result.format(logsymbol=UNICODE_ICONS[record.levelno])
    except ImportError:
        # Take the normal one instead.
        col_formatter = formatter
    else:
        col_formatter = SymbolFormatter(
            COLORED_FORMAT,
            datefmt=DATE_FORMAT,
            reset=False
        )

    # Stdout-Handler
    stream = logging.StreamHandler()
    stream.setFormatter(col_formatter)

    if log_file is not None:
        # Rotating File-Handler
        file_stream = logging.handlers.RotatingFileHandler(
            filename=log_file,
            maxBytes=(1024 ** 2 * 10),  # 10 MB
            backupCount=2,
            delay=True
        )
        file_stream.setFormatter(formatter)
        logger.addHandler(file_stream)

    logger.addHandler(stream)
    logger.setLevel(verbosity)
    return logger



if __name__ == '__main__':
    logger = create_logger('Herbert', log_file='/tmp/munin.log')
    logger.debug('Hello, Im Herbert.')
    logger.info('I will be your logging guide for today.')
    logger.warning('You only need to call create_logger(None) for the root logger.')
    logger.error('Afterwards you can use logging.getLogger("module") to get loggers like me!')
    logger.critical("That's freaking cool, eh?")
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  Source code for munin.distance.genre

#!/usr/bin/env python
# encoding: utf-8

# Stdlib:
from itertools import product

# Internal:
from munin.distance import DistanceFunction
from munin.helper import float_cmp


[docs]def compare_single_path(left, right):
    """Compare a single path with another.

    :returns: The ratio of matching numbers divided by max. length of both.
    """
    n = 0.0
    for l, r in zip(left, right):
        if l != r:
            break
        n += 1
    return 1 - n / (max(len(left), len(right)) or 1)


# TODO: test/docs

[docs]class GenreTreeAvgLinkDistance(DistanceFunction):
    def do_compute(self, lefts, rights):
        if not lefts or not rights:
            return 1.0

        dist_sum = 0
        for left, right in product(lefts, rights):
            dist_sum += compare_single_path(left, right)
        return dist_sum / (len(lefts) * len(rights))



[docs]class GenreTreeDistance(DistanceFunction):
    """DistanceFunction Calculator for comparing two lists of GenrePaths.

    (Lists of GenrePaths as returned by the GenreTree Provider)
    """
[docs]    def do_compute(self, lefts, rights):
        """Calculate distance between two genre paths by using complete linkage.

        :param lefts: A list of Genre Paths.
        :param rights: A list of Genre Paths to compare with.
        :returns: A distance between 0.0 and 1.0 (max diversity.)
        """
        min_dist = 1.0
        for left, right in product(lefts, rights):
            min_dist = min(min_dist, compare_single_path(left, right))

            # Optimization: Often we get a low value early.
            if float_cmp(min_dist, 0.0):
                break

        return min_dist




if __name__ == '__main__':
    import unittest
    from munin.provider.genre import GenreTreeProvider

    class TestSinglePathCompare(unittest.TestCase):
        def test_valid(self):
            inputs = [
                ((190, 1, 0), (190, 1, 0), 0),
                ((190, 1, 0), (190, 1, 1), 1 / 3),
                ((190, 0, 1), (190, 1, 0), 2 / 3),
                ((190, 0, 1), (191, 1, 0),  1),
                ((190, 0, 1), (190, 0, 1, 0), 1 / 4),
                ((190, ), (), 1),
                ((), (), 1)
            ]

            calc = GenreTreeDistance(GenreTreeProvider())
            for left, right, result in inputs:
                self.assertTrue(
                        float_cmp(compare_single_path(left, right), result)
                        and
                        float_cmp(compare_single_path(right, left), result)
                )

    class TestGenreTreeDistanceFunctionFunctionFunction(unittest.TestCase):
        def test_valid(self):
            calc = GenreTreeDistance(GenreTreeProvider())

            def full_cross_compare(expected):
                self.assertTrue(float_cmp(calc.compute(a, b), expected))
                self.assertTrue(float_cmp(calc.compute(b, a), expected))
                self.assertTrue(float_cmp(calc.compute(a, a), 0.0))
                self.assertTrue(float_cmp(calc.compute(b, b), 0.0))

            a = [(85, 0), (190, 2), (190, 6)]
            b = [(85, 0), (190, 2, 0), (190, 2, 1), (190, 6)]
            full_cross_compare(0.0)

            a = [(1, 0), (0, 1)]
            b = [(0, 0), (1, 0)]
            full_cross_compare(0.0)

            a = [(0, 1)]
            b = [(1, 0)]
            full_cross_compare(1.0)

            a = [(1, 0)]
            b = [(1, 1)]
            full_cross_compare(0.5)

        def test_invalid(self):
            'Test rather unusual corner cases'
            calc = GenreTreeDistance(GenreTreeProvider())
            self.assertTrue(float_cmp(calc.compute([], []), 1.0))
            self.assertTrue(float_cmp(calc.compute([], [(1, 0)]), 1.0))
            self.assertTrue(float_cmp(calc.compute([], ['berta']), 1.0))

            # Funny one (strings are iterable)
            self.assertTrue(float_cmp(calc.compute(['berta'], ['berta']), 0.0))

            # Passing a non-iterable:
            with self.assertRaises(TypeError):
                calc.compute([1], [2])

        def test_rule(self):
            calc = GenreTreeDistance(GenreTreeProvider())
            self.assertAlmostEqual(calc.compute([(1, 0, 1)], [(0, 1, 0)]), 1.0)
            self.assertAlmostEqual(calc.compute([(1, 0, 0)], [(1, 1, 1)]), 2 / 3)

            self.assertAlmostEqual(calc.compute([(1, 1)], [(1, 1)]), 0.0)
            self.assertAlmostEqual(calc.compute([(1, 1)], [(2, 0)]), 1.0)

    unittest.main()
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  Source code for munin.distance.keywords

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
--------

Compute the distance of two keywordsetlists using the Average-Linkage:

    http://en.wikipedia.org/wiki/Hierarchical_clustering#Linkage_criteria

This can be used with:

    * :class:`munin.provider.KeywordsProvider`

Reference
---------
"""

# Stdlib:
from itertools import product

# Internal:
from munin.distance import DistanceFunction
from munin.helper import float_cmp


[docs]class KeywordsDistance(DistanceFunction):
    """
    The distance between two keywords is computes as follows:

        :math:`distance(A, B) = \\min(\\frac{\\vert a\\cup b\\vert}{\\max \\vert a \\vert, \\vert b \\vert} \\forall a, b \\in A \\times B)`

    where *A* and *B* are the list of keywords to compare, and *a* and *b* are
    the individual keywordsets.
    """
    def do_compute(self, lefts, rights):
        if not lefts or not rights:
            return 1.0

        left_lang, lefts = lefts
        right_lang, rights = rights

        old_distance = 1.0
        for kwa, kwb in product(lefts, rights):
            union = kwa & kwb
            if not union:
                continue

            distance = 1.0 - len(union) / max(len(kwa), len(kwb))
            old_distance = min(old_distance, distance)
            if float_cmp(distance, 0.0):
                break

        return 0.67 * old_distance + 0.33 * (not right_lang == left_lang)



if __name__ == '__main__':
    import unittest

    class TestKeywordsDistance(unittest.TestCase):
        def test_basic(self):
            dist = KeywordsDistance()
            self.assertAlmostEqual(dist.do_compute(
                ('de', [frozenset(['a', 'b']), frozenset(['c', 'd'])]),
                ('de', [frozenset(['a', 'c']), frozenset(['b', 'd'])])
            ), 0.335)  # 0.67 / 2
            self.assertAlmostEqual(dist.do_compute(
                ('de', [frozenset(['a', 'b']), frozenset(['c', 'd'])]),
                ('en', [frozenset(['a', 'x']), frozenset(['y', 'd'])])
            ), 0.335 + 0.33)
            self.assertAlmostEqual(dist.do_compute(
                ('de', [frozenset(['a', 'b']), frozenset(['c', 'd'])]),
                ('de', [frozenset(['a', 'b']), frozenset(['c', 'd'])])
            ), 0.0)
            self.assertAlmostEqual(dist.do_compute(
                ('de', [frozenset(['a', 'b']), frozenset(['c', 'd'])]),
                ('fr', [frozenset(['x', 'y']), frozenset(['z', 'ö'])]),
            ), 1.0)

    unittest.main()
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  Source code for munin.stopwords

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
~~~~~~~~

Interface for loading stopwords from a set of 12 languages that
are packaged along libmunin.

The stopwords can be used to split text into important and unimportant words.
Additionally text language can be guessed through the ``guess_language`` module.

Reference
~~~~~~~~~
"""


import os
import pkgutil


__path__ = os.path.dirname(pkgutil.extend_path(__file__, __name__))


# Cache all already loaded stopwords, since loading them takes a tad longer.
STOPWORD_CACHE = {}


[docs]def parse_stopwords(handle):
    """Parse a file with stopwords in it into a list of stopwords.

    :param handle: an readable file handle.
    :returns: An iterator that will yield stopwords.
    """
    for line in handle:
        yield line.strip().lower()



[docs]def load_stopwords(language_code):
    """Load a stopwordlist from the data directory.

    Returns a frozenset with all stopwords or an empty set if
    the language_code was not recognized.

    :param language_code: A ISO-639 Alpha2 language code
    :returns: A frozenset of words.
    """
    global STOPWORD_CACHE
    if language_code in STOPWORD_CACHE:
        return STOPWORD_CACHE[language_code]

    relative_path = os.path.join(__path__, 'data', language_code)
    try:
        with open(relative_path, 'r') as handle:
            stopwords = frozenset(parse_stopwords(handle))
            STOPWORD_CACHE[language_code] = stopwords
            return stopwords
    except OSError:
        return frozenset([])



if __name__ == '__main__':
    import sys
    import guess_language

    if '--cli' in sys.argv:
        code = guess_language.guess_language(sys.argv[2])
        print(load_stopwords(code))
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  Source code for munin.caching

#!/usr/bin/env python
# encoding: utf-8


import os

try:
    from xdg import BaseDirectory
    HAS_XDG = True
except ImportError:
    HAS_XDG = False


[docs]def check_or_mkdir(path):
    'Check if path does exist, if not mkdir it.'
    if not os.path.exists(path):
        os.mkdir(path)



[docs]def get_cache_path(extra_name=None):
    '''Tries to find out the XDG caching path of your system.

    This is done preferrably with PyXDG. If it's not installed,
    we try the XDG_CACHE_HOME environment variable or default to ~/.cache/

    If the path does not exist yet it will be created for you.

    :param extra_name: Extra path component to append to the path (or None).
    :returns: The full path, e.g.: /home/user/.cache/libmunin/<extra_name>
    '''
    if HAS_XDG:
        base_dir = BaseDirectory.xdg_cache_home
    else:
        base_dir = os.environ['XDG_CACHE_HOME'] or '~/.cache/'

    base_dir = os.path.join(base_dir, 'libmunin')
    check_or_mkdir(base_dir)
    return base_dir if not extra_name else os.path.join(base_dir, extra_name)



if __name__ == '__main__':
    print('Your cache path seems to be:', get_cache_path())
    print('Here, Ill get you this file:', get_cache_path('new_file'))
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  Source code for munin.distance.rating

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
--------

Compare the usergiven rating of a song with each other.

You can define the maximun and minimal rating. The same rating will give
a distance of 0.0.

Reference
---------
"""


from munin.distance import DistanceFunction


[docs]class RatingDistance(DistanceFunction):
    """Instance a new RatingDistance.
    """
    # Default to "5 stars"
    def __init__(self, min_rating=0, max_rating=5, **kwargs):
        """
        :param min_rating: The minimal rating you will have e.g. 0 stars.
        :param max_rating: The maximal rating you will have e.g. 5 stars.
        """
        self._min_rating, self._max_rating = min_rating, max_rating
        DistanceFunction.__init__(self, **kwargs)

    def do_compute(self, lefts, rights):
        l_rating = min(lefts[0], self._max_rating)
        r_rating = min(rights[0], self._max_rating)
        diff = (l_rating - self._min_rating) - (r_rating - self._min_rating)
        return max(0, abs(diff) / self._max_rating)



if __name__ == '__main__':
    import unittest

    class TestRatingDistance(unittest.TestCase):
        def test_rating(self):
            dfunc = RatingDistance()
            self.assertAlmostEqual(dfunc.do_compute([0.0], [5]), 1.0)
            self.assertAlmostEqual(dfunc.do_compute([5.0], [5]), 0.0)
            self.assertAlmostEqual(dfunc.do_compute([2.5], [5]), 0.5)

    unittest.main()
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  Source code for munin.distance.date

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
--------

Calculate a distance from two years.

As minimal year *1970* is assumed.

Example Usage
-------------

.. code-block:: python

    >>> from munin.distance import DateDistance
    >>> dfunc = DateDistance()
    >>> dfunc.do_compute((1970,), (2014))
    1.0
    >>> dfunc.do_compute((1970,), (1970))
    0.0
    >>> dfunc.do_compute((2014,), (1992))
    0.5

Reference
---------

.. autoclass:: munin.distance.date.DateDistance
    :members:
"""

# Stdlib:
from datetime import date

# External:
from munin.distance import DistanceFunction


[docs]class DateDistance(DistanceFunction):
    """Compare the distance of two years, map them inbetween [0.0, 1.0]
    """
    def __init__(self, **kwargs):
        """
        As minimal year 1970 is assumed, as maximal year the current year.
        """
        DistanceFunction.__init__(self, **kwargs)
        self._min, self._now = 1970, date.today().year
        self._max_diff = (self._now - self._min) or 1

    def do_compute(self, lefts, rights):
        left, right = lefts[0], rights[0]
        diff = abs(left - right) / self._max_diff
        return max(0.0, min(1.0, diff))



if __name__ == '__main__':
    import unittest

    class DateDistanceTest(unittest.TestCase):
        def test_date(self):
            dfunc = DateDistance()
            this = date.today().year
            self.assertAlmostEqual(dfunc.do_compute((1970, ), (this, )), 1.0)
            self.assertAlmostEqual(dfunc.do_compute((this, ), (1970, )), 1.0)
            self.assertAlmostEqual(dfunc.do_compute((this, ), (this, )), 0.0)
            self.assertAlmostEqual(dfunc.do_compute((1970, ), (1970, )), 0.0)
            self.assertAlmostEqual(dfunc.do_compute((this, ), (this - (this - 1970) // 2, )), 0.5)

    unittest.main()
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  Source code for munin.distance.wordlist

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
--------

Compute the distance of two wordslists by building the union of both
wordlists and dividing this through the max length of both.

Reference
---------
"""

# Stdlib:
from itertools import combinations

# Internal:
from munin.distance import DistanceFunction


[docs]class WordlistDistance(DistanceFunction):
    """Compare a list of words using average linkage.

    Takes: an iterable of words and compares them directly.
    """
    def do_compute(self, lefts, rights):
        union = lefts & rights
        if not union:
            return 1.0

        return 1.0 - (len(union) / (max(len(lefts), len(rights))))


if __name__ == '__main__':
    import unittest

    class TestWordlistDistance(unittest.TestCase):
        def test_cmp(self):
            dfunc = WordlistDistance()
            self.assertEqual(
                dfunc.do_compute(
                    frozenset(['berta']),
                    frozenset(['berte']),
                ),
                1.0
            )
            self.assertEqual(
                dfunc.do_compute(
                    frozenset(['berta', 'berte']),
                    frozenset(['berte']),
                ),
                0.5
            )
            self.assertEqual(
                dfunc.do_compute(
                    frozenset(['berta', 'berte']),
                    frozenset(['berta', 'berte']),
                ),
                0.0
            )
            self.assertEqual(
                dfunc.do_compute(
                    frozenset(['berte', 'berta']),
                    frozenset(['berte', 'berta']),
                ),
                0.0
            )

    unittest.main()
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  Source code for munin.distance.moodbar

#!/usr/bin/env python
# encoding: utf-8


"""
Overview
--------

The Distance Function in this Module works with the following providers:

    * :class:`munin.provider.moodbar.MoodbarProvider`
    * :class:`munin.provider.moodbar.MoodbarMoodFileProvider`
    * :class:`munin.provider.moodbar.MoodbarAudioFileProvider`

**Technical Details:**

The individual attributes are weighted and computes as following:

+-------------------+---------+---------------------------------------------------------------+
|  Name             | Weight  | Formula                                                       |
+===================+=========+===============================================================+
| *diffsum*         |   0.135 | ``abs(v1 - v2) / 50``                                         |
+-------------------+---------+---------------------------------------------------------------+
| *histogram*       |   0.135 | ``1.0 - sum(a - b for a, b in lefts, rights) / 5 * 255``      |
+-------------------+---------+---------------------------------------------------------------+
| *dominant colors* |   0.63  | ``len(common) / max(len(lefts), len(rights))``                |
+-------------------+---------+---------------------------------------------------------------+
| *blackness*       |   0.05  | ``abs(v1 - v2) / 50``                                         |
+-------------------+---------+---------------------------------------------------------------+
| *average min/max* |   0.05  | ``abs(v1 - v2) / 255``                                        |
+-------------------+---------+---------------------------------------------------------------+
|                   |   1.0   |                                                               |
+-------------------+---------+---------------------------------------------------------------+

Reference
---------
"""

from munin.distance import DistanceFunction
from math import sqrt


[docs]class MoodbarDistance(DistanceFunction):
    """Distance Function that compares two MoodbarDescriptions."""
[docs]    def do_compute(self, lefts, rights):
        """Compute the distance between two moodbar desc

        Only the first element in the individual lists is used.

        :param lefts: Packed left moodbar description.
        :param rights: Packed right moodbar description.
        """
        if not (lefts and rights):
            return 1.0

        distance = 1.0
        ld, rd = lefts[0], rights[0]
        distf = lambda v1, v2, m: 1.0 - sqrt(min(1.0, abs(v1 - v2) / m))

        for left_chan, right_chan in zip(ld.channels, rd.channels):
            hist_diff = sum(abs(a - b) for a, b in zip(left_chan.histogram, right_chan.histogram))
            distance -= 0.045 * (1.0 - hist_diff / (5 * 255))
            distance -= 0.045 * distf(left_chan.diffsum, right_chan.diffsum, 50)

        distance -= 0.025 * distf(ld.average_max, rd.average_max, 255)
        distance -= 0.025 * distf(ld.average_min, rd.average_min, 255)
        distance -= 0.050 * distf(ld.blackness, rd.blackness, 50)

        lkeys, rkeys = ld.dominant_colors.keys(), rd.dominant_colors.keys()
        if lkeys and rkeys:
            distance -= 0.63 * (len(lkeys & rkeys) / max(len(lkeys), len(rkeys)))

        # Good distances are in the range 0.3 - 0.5 usually
        # Therefore we handle lower values better.
        # http://www.arndt-bruenner.de/mathe/scripts/regr.htm
        # was used to calculate a polynom that scales these values.
        # This function goes through the following points:
        # 0      0
        # 0,25   0,125
        # 0,5    0,5
        # 0,75   0,875
        # 1      1
        #
        # The function is not 100% correct, so we clamp possible precision
        # errors into [0, 1]
        d2 = distance * distance
        d3 = d2 * distance
        return min(1.0, max(0, -2.666 * d3 + 4 * d2 - 0.3333 * distance))




if __name__ == '__main__':
    import unittest

    from munin.provider.moodbar import MoodbarDescription, MoodbarChannel

    class TestMoodbarDistance(unittest.TestCase):
        def test_equality(self):
            func = MoodbarDistance()

            description = MoodbarDescription(
                [
                    MoodbarChannel([0, 0, 0, 0, 0], 0),
                    MoodbarChannel([0, 0, 0, 0, 0], 0),
                    MoodbarChannel([0, 0, 0, 0, 0], 0)
                ],
                0,
                0,
                {
                    (0, 0, 0): 20,
                    (1, 1, 1): 19,
                    (2, 2, 2): 18,
                    (256, 256, 256): 0
                },
                100
            )

            self.assertAlmostEqual(
                func.do_compute([description], [description]),
                0.0
            )

            anti = MoodbarDescription(
                [
                    MoodbarChannel([0xff, 0xff, 0xff, 0xff, 0xff], 20),
                    MoodbarChannel([0xff, 0xff, 0xff, 0xff, 0xff], 20),
                    MoodbarChannel([0xff, 0xff, 0xff, 0xff, 0xff], 20)
                ],
                0xff,
                0xff,
                {
                    (12, 12, 12): 20,
                    (250, 250, 250): 19,
                    (3, 3, 3): 18,
                    (255, 255, 255): 0
                },
                0
            )

            self.assertAlmostEqual(func.do_compute([description], [anti]), 1.0)

    unittest.main()
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  Source code for munin.distance.bpm

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
========

A very simple Distance Function that is suitable for the output of:

    * :class:`munin.provider.bpm.BPMProvider`
    * :class:`munin.provider.bpm.BPMCachedProvider`

50 is taken as the minum value, 250 as the maximum value.
(Although some songs may go up to 300)

Reference
=========
"""


from munin.distance import DistanceFunction


[docs]class BPMDistance(DistanceFunction):
    """Distance Function that compares two Beats Per Minute Lists."""
    def do_compute(self, lefts, rights):
        max_n = 200
        left, right = max(0, lefts[0] - 50), max(0, rights[0] - 50)
        return abs(max(left, max_n) - max(right, max_n)) / max_n
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  Source code for munin.distance.levenshtein

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
--------

Distance Function that is able to compare two strings using the
Damerau-Levenshtein-Distance.

For computation the ``pyxdameraulevenshtein`` module is used, which is
implemented in Cython.

Reference
---------
"""

# Internal:
from munin.distance import DistanceFunction

# External:
from pyxdameraulevenshtein import damerau_levenshtein_distance


[docs]class LevenshteinDistance(DistanceFunction):
    """Compute the damerau-levenshtein distance of two words.

    **Takes:** two lists of length 1.
    """
    def do_compute(self, lefts, rights):
        left, right = lefts[0], rights[0]
        max_both = max(len(left), len(right))
        return damerau_levenshtein_distance(left, right) / max_both


if __name__ == '__main__':
    import unittest

    class TestLevenshteinDistance(unittest.TestCase):
        def test_cmp(self):
            dfunc = LevenshteinDistance()
            for i in range(1000000):
                dfunc.do_compute(('berta', ), ('berte', ))

    unittest.main()
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  Source code for munin.provider.genre

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
--------

Get a list of genre via echonest and try to make a Tree out of them:

* Genres:  ::

    Melodic Death Metal
    Pagan Metal
    Japan Pop

* Tree: ::

    music
     +-- pop
     |    +-- japan
     +-- metal
          +-- death
          |    +-- melodic
          +-- pagan


This tree can be then used to map arbitrary genre names to a path in this tree.
The advantage from this is that only paths (== a list of indices)
through the tree can be saved, instead of whole genre strings.
These indices can also be compared very easily.

With above's example: ::

    'Melodic death-metal' = metal -> death -> melodic (Path: 0, 1, 1, 0)
    'Pagan Metal'         = metal -> pagan (Path: 0, 1, 0)
    'Japan Pop Music'     = pop -> japan (Path: 0, 0, 0)

The actual Tree is of course a littler larger and gives you in most cases a path
with 2-3 elements.

Reference
---------
"""

import urllib.request
import pickle
import json
import re

from Stemmer import Stemmer
STEMMER = Stemmer('english')

# Internal imports:
from munin.provider import Provider
from munin.session import get_cache_path, check_or_mkdir


def load_genrelist_from_echonest(dump_path=None):
    """Try yo load a list of genres from echonest (with libglyr's APIKEY)

    This requires a working internet connection obviously.

    :param dump_path: Pickle the list under this path.
    :type dump_path: string
    :returns: a list with ~700 genres.
    """
    URL = 'http://developer.echonest.com/api/v4/artist/list_genres?api_key=ZSIUEIVVZGJVJVWIS&format=json'
    json_file = json.loads(urllib.request.urlopen(URL).read().decode('utf-8'))
    genres = [pair['name'] for pair in json_file['response']['genres']]

    # Pickle the list if desired:
    if dump_path is not None:
        with open(dump_path, 'wb') as f:
            pickle.dump(genres, f)
    return genres


class Tree:
    """
    Modelling a Tree of Genres. Each Tree can be a Node (no children) or
    can contain subgenres.
    """

    def __init__(self, genre, children=None):
        """
        :param genre: The genre.
        'param children: A list of children.'
        """
        self.genre = genre
        self.children = children or []
        self._index = {}

    def build_index_recursively(self):
        """Build a index of self.children (the stemmed genre being the key)"""
        self.children.sort(key=lambda elem: elem.genre)
        for idx, child in enumerate(self.children):
            self._index[STEMMER.stemWord(child.genre)] = idx
            child.build_index_recursively()

    def add(self, child):
        """Add a new child to this node. (child must be Tree)
        If you want to call find() you gonna need to call build_index_recursively()
        """
        self.children.append(child)

    def remove(self, child):
        """Remove a child from the childrens list.
        If you want to call find() you gonna need to call build_index_recursively()
        """
        self.children.remove(child)

    def resolve_path(self, path):
        if not path:
            return ()

        fst, *other = path
        child = self.children[fst]
        return (child.genre, ) + child.resolve_path(other)

    def find_linear(self, genre):
        """Linear scan of the childrens list.

        Works also when build_index_recursively() was not called yet.
        Only used during tree buildup, since this is quite expansive.

        :param genre: The unstemmed genre to search for
        :returns: a tree child
        """
        for child in self.children:
            if child.genre == genre:
                return child

    def find_idx(self, genre):
        """Find a child node's index by it's stemmed genre

        As a prerequesite build_index_recursively must have been called before,
        and no other add or remove operation must have happened.

        :param genre: The stemmed genre.
        :returns: The idx of the desired child in self.children
        """
        # _index is a mapping <stem(genre), index_in_self.children)
        return self._index.get(genre)

    def print_tree(self, _tabs=1, _idx=0):
        """Recursively print the Tree with indentation and the stemmed variation.
        """
        print('    ' * _tabs, '#' + str(_idx), self.genre, STEMMER.stemWord(self.genre).join(('[', ']')))
        for idx, child in enumerate(self.children):
            child.print_tree(_tabs=_tabs + 1, _idx=idx)


def unflatten_list(root):
    """Takes a list of genres stored in root.children and splits them up.

    Example:

        Input: ::

            ['melodic death metal', 'brutal death metal', 'j-pop']

        Output: ::

            metal
            |-melodic death
            |-brutal deah
            pop
            |-j

    The child objects will be Trees, with the rest of the split filled.
    These subgenres should be used with this functions again.
    If nothing is there to split this function will return False and will not
    change the input.

    :param child: Any Node that has subgenres that need to be split.
    :returns: True if at least one successful split was done.
    """
    genre_mapping = {}
    was_flattened = False

    for child in root.children:
        *rest, last = re.split('[-\s]', child.genre)
        if rest:
            was_flattened = True

        sub_genres = genre_mapping.setdefault(last, set())
        if not sub_genres or rest:
            sub_genres.add(' '.join(rest))

    root.children = []
    for genre, sub_genres in genre_mapping.items():
        root.add(Tree(genre, children=[Tree(g) for g in sub_genres if g]))
    return was_flattened


def recursive_unflatten_list(root):
    """Recursively calls unflatten_list on root until all nodes are unflattened.
    """
    if unflatten_list(root):
        for child in root.children:
            recursive_unflatten_list(child)


def build_genre_tree():
    """Buildup the genre Tree. On the first run the initial list will be downloaded
    from echonest and cached for later reuse.

    :returns: The root node of the Genre tree.
    """
    # Add a caching layer:
    dump_path = get_cache_path('genre_list.dump')
    try:
        with open(dump_path, 'rb') as f:
            genres = pickle.load(f)
    except (OSError, IOError, AttributeError):
        genres = load_genrelist_from_echonest(dump_path)

    # Create the root node ('music' is always optional)
    root = Tree('music', children=[Tree(genre) for genre in genres])

    # Unflatten all node, actually build the tree.
    recursive_unflatten_list(root)

    # Manual corrections:
    # Fix the 'music' Node
    # Just pull all subgenres on layer up.
    music_node = root.find_linear('music')
    for child in music_node.children:
        root.add(child)
    root.remove(music_node)

    # Fix the core genres manually to be a subgenre of 'core'
    to_delete = []
    core_node = root.find_linear('core')
    for child in root.children:
        if 'core' in child.genre and child.genre != 'core':
            actual_name, *_ = child.genre.split('core')
            core_node.add(Tree(actual_name))
            to_delete.append(child)

    for child in to_delete:
        root.remove(child)

    # 'death core' was somehow there as 'deathcore' too:
    core_node.remove(core_node.find_linear('death'))

    # Add some common not already in:
    for to_add in ['vocal', 'speech']:
        root.add(Tree(to_add))

    # Make sure find_idx() works - this should be the last operation.
    root.build_index_recursively()
    return root

###########################################################################
#                            Input preparation                            #
###########################################################################


def prepare_single_genre(genre):
    """Prepare a single genre from a genre list by cleaning and stemming it

    :returns: A list of single words in the genre description.
    """
    return list(filter(
        lambda elem: elem != '-',
        [STEMMER.stemWord(g.lower()) for g in re.split('(core|[\s-])', genre) if g.strip()]
    ))


def prepare_genre_list(genre):
    """Split a multi genre description into several single genre descriptions.

    Example: ::

        >>> prepare_genre_list('metalcore; R&B / Folk, Country & Rock')
        ['metalcore', 'R&B', 'Folk', 'Country', 'Rock']

    You should call prepare_single_genre() on every result.

    :returns: A list with single genre descriptions.
    """
    regex = '(\s&\s|[/,;])'
    dirty_subs = [sub_genre.strip() for sub_genre in re.split(regex, genre)]
    return list(filter(lambda elem: elem not in regex, dirty_subs))


###########################################################################
#         Matching Function (delivering a path throught the Tree)         #
###########################################################################

def build_genre_path_single(root, words):
    """Try to map a list of genre words to a path in the tree.

    """
    current_node = root
    path = []
    words = list(reversed(words))

    # Make the iteration iterative, rather than recursive.
    # -m cProfile gave us a little plus of 0.1 seconds.
    while True:
        for word in words:
            pos = current_node.find_idx(word)
            if pos is not None:
                current_node = current_node.children[pos]
                words.remove(word)
                path.append(pos)
                break
        else:
            break

    return [tuple(path)] if path else []


def build_genre_path_best_of_two(root, words):
    """Like build_genre_path_single() but try also the reverse order of the wordlist.

    This sometimes gives better results. It will return the longest path found.
    """
    fst_try = build_genre_path_single(root, words)
    words.reverse()
    snd_try = build_genre_path_single(root, words)
    return sorted(fst_try + snd_try)


def build_genre_path_all(root, words):
    """Get a list of all possible matching genre buildable with the wordlist.

    This is by far more expensive than build_genre_path_single, but will get you
    the best results.
    """
    path_list = []

    def _iterate_recursive(current_root, _mask, _result):
        children = []
        for idx, word in enumerate(words):
            if not _mask[idx]:
                continue

            child_idx = current_root.find_idx(word)
            if child_idx is not None:
                children.append(
                        (idx, child_idx, current_root.children[child_idx])
                )

        if not children and len(_result) > 0:
            path_list.append(_result)

        for word_idx, child_idx, child in children:
            child_mask = list(_mask)
            child_mask[word_idx] = True
            _iterate_recursive(
                    child, _mask=child_mask,
                    _result=_result + (child_idx, )
            )

    _iterate_recursive(root, (True, ) * len(words), ())
    path_list.sort()
    return path_list


def load_genre_tree(pickle_path):
    """Load the genre by either (in this order):

        1) Load it from a locally pickled file as given by pickle_path
        2) Load a list of genres from 'genre_list.dump' and build up the tree.
        3) Load a list of genres from echonest.com and build up the tree.

    :returns: The head of the tree.
    """
    # Load the tree from the disk or rebuild it:
    try:
        with open(pickle_path, 'rb') as fh:
            return pickle.load(fh)
    except (OSError, IOError, AttributeError):
        # AttributeError might happen when the pickle file is invalid.
        check_or_mkdir(get_cache_path(None))
        root = build_genre_tree()

        # Write it to disk for the next time:
        if root is not None:
            with open(pickle_path, 'wb') as f:
                pickle.dump(root, f)
        return root

###########################################################################
#                         Provider Implementation                         #
###########################################################################


[docs]class GenreTreeProvider(Provider):
    'Normalize a genre by matching it agains precalculated Tree of sub genres'
    def __init__(self, quality='all', **kwargs):
        """Creates a GenreTreeProvider with a certain quality.

        A GenreTreeProvider will try to normalize a genre by using a Tree of
        705 single genres that will be matched with the input genre in a fast way.

        The result will be a list of Paths. A Path is a tuple of indices, representing
        a possible way through the Tree. For debugging purpose you can use
        GenreTreeProvider.resolve_path() on the path to get the full genre back.

        The Quality levels are:

            - ``all``: Try to find all possible paths through the Tree, sorted
               by the first index (which is useful for comparing.)
            - ``single``: Simply take the first possible path found. Fastest.
            - ``best_two``: Like list, but also uses the reverse word list in a
              second try. Might give better results than 'single' at the cost
              of some speed.

        Default is ``all``.

        This provider is reversible.

        :param quality: One of ``all``, ``best_two``  ``single`` [*default:* ``all``]
        :type quality: String
        """
        Provider.__init__(self, **kwargs)
        self._root = load_genre_tree(get_cache_path('genre_tree.dump'))
        self._build_func = {
            'all': build_genre_path_all,
            'best_two': build_genre_path_best_of_two,
            'single': build_genre_path_single
        }.get(quality, build_genre_path_all)

[docs]    def do_process(self, input_value):
        'Subclassed from Provider, will be called for you on the input.'
        result = []
        for sub_genre in prepare_genre_list(input_value):
            words = prepare_single_genre(sub_genre)
            result += self._build_func(self._root, words)
        return tuple(result) or None


[docs]    def reverse(self, output_values):
        """Translate the paths in output_values back to genre strings.

        :returns:  A list of genre strings.
        :rtype: [str]
        """
        results = []
        for output_value in output_values:
            val = (' '.join(reversed(self.resolve_path(p))) for p in output_value)
            results.append(tuple(val))
        return tuple(results)


[docs]    def resolve_path(self, path):
        """Resolve a path like: ::

            (197, 1, 0)

        to: ::

            ["metal", "death", "brutal"]

        To get back the actual genre, do this: ::

            >>> provider = GenreTreeProvider()
            >>> ' '.join(reversed(provider.resolve_path((197, 1, 0))))
            "brutal death metal"

        or just use :func:`reverse`.

        :param path: The path to resolve.
        :type path: tuple of ints
        :returns: A list of subgenres ordered by specialization.
        :rtype: list of strings
        """
        return self._root.resolve_path(path)


###########################################################################
#                                Test Main                                #
###########################################################################



if __name__ == '__main__':
    import sys

    if not '--cli' in sys.argv:
        import unittest

        class TestGenreTreeProvider(unittest.TestCase):
            def test_process(self):
                test_data = {
                    'metalcore': ['metal core', 'metal'],
                    'Dark Atmospheric Black Funeral Doom Metal': [
                        'funeral doom',
                        'dark black metal',
                        'atmospheric black metal'
                    ]
                }
                prov = GenreTreeProvider()
                for value, expected in test_data.items():
                    resolved = prov.reverse(tuple([prov.process(value)]))
                    for expectation in expected:
                        self.assertTrue(expectation in resolved[0])

        unittest.main()

    ###########################################################################
    #               Other commandline utility for visualization               #
    ###########################################################################
    else:
        if len(sys.argv) < 3:
            print('Usage: {program} --cli "metalcore/melodic death metal"'.format(
                program=sys.argv[0]
            ))
            sys.exit(1)

        root = load_genre_tree(get_cache_path('genre_tree.dump'))

        # Uncomment to get the whole list:
        root.print_tree()

        # Split the genre description and normalize each before finding the path:
        for sub_genre in prepare_genre_list(sys.argv[2]):
            words = prepare_single_genre(sub_genre)

            print()
            print('///////////////')
            print('All Possible  :')
            for path in build_genre_path_all(root, words):
                print('   ', path, root.resolve_path(path))

            paths = build_genre_path_best_of_two(root, words)
            print('Input Genre   :', sub_genre)
            print('Prepared Words:', words)
            print('Result Path   :', paths)
            if paths:
                print('Resolved      :', root.resolve_path(paths[0]))
            print('---------------')

        # Silly graph drawing playground ahead:
        def draw_genre_path(root):
            import networkx as nx
            import matplotlib.pyplot as plt

            # Build up the Tree recursively:
            def recursive(root, _graph=None):
                g = _graph or nx.DiGraph()
                for child in root.children:
                    g.add_edge(root.genre, child.genre)
                    recursive(child, _graph=g)
                return g

            graph = recursive(root)
            nx.draw_networkx(
                graph,
                pos=nx.spring_layout(graph, dim=2, k=0.05, scale=100, iterations=10),
                width=0.2, node_size=150, alpha=0.2, node_color='#A0CBE2',
                font_size=2, arrows=False, node_shape=' '
            )

            plt.savefig("graph.pdf")
            plt.savefig('graph.png', dpi=1000)
        # Uncomment this line to enable graph writing:
        #draw_genre_path(root)
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  Source code for munin.provider.moodbar

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
========

A moodbar is a color representation of an audio file, where the red represents
the low frequencies, green the mids and blue the high ones.

Per audio file 1000 RGB Triples are sampled.

Sometimes individual instruments can be recognized by their color, the combination
of E-Guitar and Drums are often found to be turquoise.

Since the moodbar does not really represent the mood information it should
be rather called ``freqbar``. But it was decided to stay with the authors
naming choice.

You can find more information here:

    * http://en.wikipedia.org/wiki/Moodbar

For this provider to work properly you need the moodbar utility installed:

    * http://pwsp.net/~qbob/moodbar-0.1.2.tar.gz

There are 3 different providers in this module:

    * :class:`munin.provider.moodbar.MoodbarProvider`
    * :class:`munin.provider.moodbar.MoodbarMoodFileProvider`
    * :class:`munin.provider.moodbar.MoodbarAudioFileProvider`

**Usage Example:**

.. code-block:: python

    >>> from munin.provider import MoodbarAudioFileProvider
    >>> p = MoodbarAudioFileProvider()
    >>> p.do_process('/tmp/some_file.mp3')
    MoodbarDescription<{
        'red': {
            'histogram': [302, 12, 58, 177, 441, 10]
            'diffsum':   44
        },
        'green': {
            'histogram': [220, 72, 32, 203, 462, 11]
            'diffsum':   33
        },
        'blue': {
            'histogram': [303, 24, 130, 290, 239, 14]
            'diffsum':   32
        },
        'average_minimum': 126,
        'average_maximum': 161,
        'dominant_colors': [
            (187, 238, 238),
            (  0,  34,   0),
            (204, 204, 170),
            (204, 238, 221),
            (  0,  51,   0),
            (204, 221, 187),
            (  0,  34,  17),
            (204, 238, 238),
            (221, 204, 170),
            (  0,  51,  17)
        ]
    }>


Reference
=========
"""


# Stdlib:
import os
import shutil

from collections import Counter, namedtuple, defaultdict
from operator import itemgetter

# Fix for Python 3.2
import subprocess
try:
    from subprocess import DEVNULL
except ImportError:
    DEVNULL = open(os.devnull, 'w')

# Internal:
from munin.helper import grouper
from munin.provider import Provider


MoodbarChannel = namedtuple('MoodbarChannel', [
    'histogram', 'diffsum'
])


MoodbarDescription = namedtuple('MoodbarDescription', [
    'channels',
    'average_max', 'average_min',
    'dominant_colors', 'blackness'
])

MoodbarDescription.__repr__ = lambda self: """\
MoodbarDescription<{{
    'red': {{
        'histogram': {hist_r}
        'diffsum':   {diff_r}
    }},
    'green': {{
        'histogram': {hist_g}
        'diffsum':   {diff_g}
    }},
    'blue': {{
        'histogram': {hist_b}
        'diffsum':   {diff_b}
    }},
    'average_minimum': {avg_min},
    'average_maximum': {avg_max},
    'dominant_colors': [
        {dominant_colors}
    ]
}}>
""".format(
    hist_r=self.channels[0].histogram, diff_r=self.channels[0].diffsum,
    hist_g=self.channels[1].histogram, diff_g=self.channels[1].diffsum,
    hist_b=self.channels[2].histogram, diff_b=self.channels[2].diffsum,
    avg_min=self.average_min,
    avg_max=self.average_max,
    dominant_colors=',\n        '.join(
        ['({:>3d}, {:>3d}, {:>3d})'.format(r, g, b) for r, g, b in self.dominant_colors]
    )
)


def check_for_moodbar():
    """Check if all required tools are installed for this Provider.

        - ``moodbar`` (``moodbar`` executable)

    :returns: True if binary was found.
    """
    return bool(shutil.which('moodbar'))


def compute_moodbar_for_file(audio_file, output_file, print_output=False):
    """Call a moodbar process on a certain audio file.

    :param audio_file: Path to an arbitary audio file.
    :param output_file: Path to where the outputfile shall be written.
    :param print_output: Print the output of the moodbar utility?

    :returns: The exit code of the moodbar utility (0 on success).

    """
    stdout, stderr = DEVNULL, DEVNULL
    if print_output:
        stdout, stderr = None, None

    return subprocess.call(
        ['moodbar', audio_file, '-o', output_file],
        stdout=stdout, stderr=stderr
    )


def read_moodbar_values(path):
    """Read a vector of RGB triples from a mood-file (as produced by moodbar).

    :param path: The path where the mood file is located.
    :returns: A list of 1000 RGB Triples.
    """
    with open(path, 'rb') as f:
        return [tuple(rgb) for rgb in grouper(f.read(), n=3)]


def discretize(chan_r, chan_g, chan_b, n=50):
    """Split the list down into blocks and calculate their mean.
    Results in a smaller (original_len / n) list with approximated values.

    :param chan_r: Iterable of the red channel
    :param chan_g: Iterable of the green channel
    :param chan_b: Iterable of the blue channel
    :param n: How big the block size shall be.
    :returns: A generator that yields the new list lazily.
    """
    group_r = grouper(chan_r, n)
    group_g = grouper(chan_g, n)
    group_b = grouper(chan_b, n)
    mean = lambda group: sum(group) / n

    for red, green, blue in zip(group_r, group_g, group_b):
        yield mean(red), mean(green), mean(blue)


def histogram(channel, bin_width=51):
    """Calculate a histogram (i.e. a binned counter of elements) of an iterable.

    :param channel: The channel to consider.
    :param bin_width: The width of each bin (255 / bin_width == 0!)
    :returns: a list of binned values (len = 255 / bin_width)
    """
    counter = defaultdict(int)
    for value in channel:
        counter[(value // bin_width) * bin_width] += 1

    return [counter[key] for key in sorted(counter.keys())]


def extract(vector, chan_idx):
    """Extract a certain channel from an iterable of rgb triples.

    :param vector: The vector with rgb triples.
    :param chan_idx: The idx of the desired channel
    :returns: A flat list with the single values
    """
    f = itemgetter(chan_idx)
    return [f(rgb) for rgb in vector]


def find_dominant_colors(vector, samples, roundoff=17):
    """Find the most dominant colors in the vector.

    :param vector: The vector of rgb triples.
    :param samples: How many dominant colors to find.
    :param roundoff: How much grouping shall be done,
                     high numbers lead to less possible colors.

    :returns: A list with the dominant colors (max len is samples)
              and the percent of black colors as integer.
    """
    blackness_count, result = 0, []
    data = [tuple([int(v / roundoff) * roundoff for v in rgb]) for rgb in vector]

    for color, count in Counter(data).most_common():
        # Do not count very dark colors:
        if all(map(lambda channel: channel <= roundoff, color)):
            blackness_count += count
        else:
            result.append((color, count))

    return result[:samples], int(round(blackness_count / 10))


def process_moodbar(vector, samples=25):
    """Turn a moodbar vector into a :class:`MoodbarDescription`.

    :param vector: The vector of RGB tuples.
    :param samples: How many samples shall be taken, low amountscolor  are faster.
    :returns: a :class:`MoodbarDescription` with all values set.
    """
    # Extract the separate channels:
    chan_r, chan_g, chan_b = (extract(vector, chan) for chan in range(3))
    hist_r, hist_g, hist_b = histogram(chan_r), histogram(chan_g), histogram(chan_b)

    # Find the most dominant colors, our most important attribute:
    dominant_colors, blackness = find_dominant_colors(vector, samples)

    # Countervariables:
    max_samples, min_samples = [0] * samples, [0] * samples
    last_r, last_g, last_b = None, None, None
    diff_r, diff_g, diff_b = 0, 0, 0

    discrete = discretize(chan_r, chan_g, chan_b, n=int(1000 / samples))
    for idx, (r, g, b) in enumerate(discrete):
        # This should not happen, and is only there for invalid data:
        if idx >= samples:
            break

        # Always take the highest/lowest current value:
        max_samples[idx], min_samples[idx] = max(r, g, b), min(r, g, b)

        if last_r is not None:
            diff_r += abs(r - last_r)
            diff_g += abs(g - last_g)
            diff_b += abs(b - last_b)

        last_r, last_g, last_b = r, g, b

    average_max = int(sum(max_samples) / samples)
    average_min = int(sum(min_samples) / samples)

    # The potentially maximal diff per channel is (samples - 1) * 255,
    # but we stretch the value since most music will only use at max.
    # a third of that.
    max_diff = ((samples - 1) * 255) / 3

    percentize = lambda v: min(100, int(round(v / max_diff * 100)))
    diff_r, diff_g, diff_b = map(percentize, (diff_r, diff_g, diff_b))

    # Built an easy accesable namedtuple:
    return MoodbarDescription((
                MoodbarChannel(hist_r, diff_r),
                MoodbarChannel(hist_g, diff_g),
                MoodbarChannel(hist_b, diff_b),
            ),
            average_max, average_min,
            dict(dominant_colors), blackness
    )

###########################################################################
#                            Actual Providers                             #
###########################################################################


[docs]class MoodbarProvider(Provider):
    """Basic Moodbar Provider.

    Takes a vector of RGB Tuples.
    """
[docs]    def do_process(self, vector):
        'Subclassed from Provider, will be called for you on the input.'
        return tuple([process_moodbar(vector)])




[docs]class MoodbarMoodFileProvider(MoodbarProvider):
    """Moodbar Provider for pre computed mood files.

    Takes a path to a mood file.
    """
    def do_process(self, mood_file_path):
        try:
            vector = read_moodbar_values(mood_file_path)
            return MoodbarProvider.do_process(self, vector)
        except OSError:
            return None



[docs]class MoodbarAudioFileProvider(MoodbarMoodFileProvider):
    """Moodbar Provider for audio files.

    Takes a path to an arbitary audio file.
    Will look for audio_file_path + '.mood' before computing it.
    Resulting mood file will be stored in the same path.
    """
    def do_process(self, audio_file_path):
        mood_file_path = audio_file_path + '.mood'
        if not os.path.exists(mood_file_path):
            if compute_moodbar_for_file(audio_file_path, mood_file_path):
                return None
        return MoodbarMoodFileProvider.do_process(self, mood_file_path)



if __name__ == '__main__':
    import sys
    import unittest

    if '--cli' in sys.argv:
        # This expects a mood.file in the current directory
        vector = read_moodbar_values('mood.file')
        print(process_moodbar(vector, samples=10))
    else:
        unittest.main()
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  Source code for munin.provider.normalize

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
--------

Providers that know how to normalize specific input patterns like Artist names,
Album strings or Songtitles.

Reference
---------
"""


# Stdlib:
import re
import unicodedata


# Internal:
from munin.provider import Provider
import munin.stopwords

# External
import guess_language
guess_language.use_enchant(True)


def normalize_unicode_glyphs(string):
    return unicodedata.normalize('NFKC', string)


def strip_stopwords(words):
    text = ' '.join(words)
    language_code = guess_language.guess_language(text)
    if language_code == 'UNKNOWN':
        return words

    stopwords = munin.stopwords.load_stopwords(language_code)
    if not stopwords:
        return words

    return filter(lambda w: w not in stopwords, words)


[docs]class NormalizeProvider(Provider):
    """Very simple provider that normalizes input strings.

    Returns a tuple with a single normalized string in it.

    **Usage example:**

        >>> provider = NormalizeProvider()
        >>> provider.do_process('    aBc  ')
        ('abc', )

    Additionaly unicode glyphs are normalized with the NFKC method.
    """
    def do_process(self, input_string):
        return normalize_unicode_glyphs(input_string.lower().strip())



[docs]class ArtistNormalizeProvider(Provider):
    """Normalize an Artist Name by normalizing common patterns.

    Takes a single string, outputs a iterable of subartists

    **Usage example:**

    .. code-block:: python

        >>> provider = ArtistNormalizeProvider()
        >>> provider.do_process('BertaX & Gustl')
        ('bertax', 'gustl')
        >>> provider.do_process("A Diablo's Swing Orchästra")
        ('diablo swing orchästra')
        >>> provider.do_process('a feat. b')
        ('a', 'b')
        >>> provider.do_process('The Beatles')
        ('beatles', )

    This provider loosely follows this convention:

        http://labrosa.ee.columbia.edu/projects/musicsim/normalization.html
    """
    def __init__(self, **kwargs):
        Provider.__init__(self, **kwargs)
        self._punctuation = re.compile("\W|_")
        self._split_reasons = frozenset(['feat', 'featuring', 'and'])
        self._strip_patterns = [re.compile(pattern) for pattern in [
            r'^the\s*', r'^a\s*', r'\s*of\s*'
        ]]

    def do_process(self, input_string):
        step = [s for s in self._punctuation.split(input_string.lower()) if s]

        sub_artists = []
        for idx, element in enumerate(step):
            if element in self._split_reasons:
                # Only handle one.
                sub_artists = [
                    ' '.join(step[:idx]),
                    ' '.join(step[idx + 1:])
                ]
                break
        else:
            sub_artists = [' '.join(step)]

        for idx, sub_artist in enumerate(sub_artists):
            for pattern in self._strip_patterns:
                sub_artists[idx] = pattern.sub('', sub_artists[idx])

        return tuple(normalize_unicode_glyphs(s.strip()) for s in sub_artists)



[docs]class AlbumNormalizeProvider(Provider):
    """Normalize an Album name by normalizing common patterns.

    Takes a single string, outputs a tuple with one normalized name in it.

    **Usage example:**

    .. code-block:: python

        >>> provider = ArtistNormalizeProvider()
        >>> provider.do_process('## The Art of getting bugs (live) CD 12')
        ('the art of getting bugs', )

    This provider loosely follows this convention:

        http://labrosa.ee.columbia.edu/projects/musicsim/normalization.html
    """
    def __init__(self, **kwargs):
        Provider.__init__(self, **kwargs)
        self._punctuation = re.compile("\W|_")
        self._strip_patterns = [re.compile(pattern) for pattern in [
            r'\s*[\(\[{].*?[}\)\]]',  # Strip everything in brackets ([{
            r'\s*(cd|disc)\s*\d+'     # remove CD <X> stuff.
        ]]

    def do_process(self, input_string):
        step = input_string.lower()
        for pattern in self._strip_patterns:
            step = pattern.sub('', step)

        step = list(filter(None, self._punctuation.split(step)))
        step = list(strip_stopwords(step))
        return (normalize_unicode_glyphs(' '.join(step).strip()), )


# For now they do the same:

TitleNormalizeProvider = AlbumNormalizeProvider


if __name__ == '__main__':
    import unittest
    import sys

    if '--cli' in sys.argv:
        prov = TitleNormalizeProvider()
        print(prov.do_process(sys.argv[2]))
    else:
        class TestArtistNormalizeProvider(unittest.TestCase):
            def test_splitting(self):
                prov = ArtistNormalizeProvider()
                self.assertEqual(
                    prov.do_process('The *** Hello and Berta ###'),
                    ('hello', 'berta')
                )
                self.assertEqual(
                    prov.do_process('The *** Hello Berta ### featuring Gustl'),
                    ('hello berta', 'gustl')
                )

        class TestAlbumNormalizeProvider(unittest.TestCase):
            def test_splitting(self):
                prov = AlbumNormalizeProvider()
                self.assertEqual(
                    prov.do_process('### The art of getting &bugs (live!) [liver!!] {livest!!!} CD1'),
                    ('art getting bugs', )
                )

        unittest.main()
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  Source code for munin.provider.keywords

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
--------


Reference
---------
"""

import logging
LOGGER = logging.getLogger(__name__)


from munin.provider import Provider
from munin.session import get_cache_path
from munin.rake import extract_keywords

try:
    import plyr
    HAS_PLYR = True
except ImportError:
    HAS_PLYR = False
    LOGGER.debug('No plyr support enabled')


[docs]class KeywordsProvider(Provider):
    """Splits an arbitary text into a list of keywordsets.

    Each keywordset contains one more words that are considered to be repeated
    often or that are distinct in the text.

    **Takes:** An arbitary text, or a one-element tuple with a string.
    **Gives:** A list of keywordsets, similar to the WordlistProvider.
    """
    def do_process(self, text):
        if isinstance(text, tuple):
            text = text[0]

        language_code, keywords_map = extract_keywords(text)
        if language_code is None or not keywords_map:
            return None

        return (
            language_code,
            [keys for keys, rating in keywords_map.items() if rating > 1.0][:15]
        )



[docs]def check_for_plyr():
    """Returns True if the plyr lyrics provider is available"""
    return HAS_PLYR



[docs]class PlyrLyricsProvider(Provider):
    """Retrieve a lyrics text from the web using libglyr.

    .. note::

        Many people have `.lyrics` files along their music files. This is *not*
        checked here, although libglyr is capable of that.

    **Takes:** A tuple of (artist, title), **outputs** a one-element tuple with
    the lyrics text in it.

    **Example Usage:**

        .. code-block:: python


            >>> p = PlyrLyricsProvider()
            >>> p.do_process(('Akrea', 'Trugbild'))
            ('lots of text', )

    In the :term:`Mask` it should be used as:

        .. code-block:: python

            PlyrLyricsProvider() | KeywordsProvider()

    .. warning::

        If a artist/title combination is not found the result is remembered.
        If you do not want this behaviour set the ``cache_failures`` argument
        to False. ::

            >>> PlyrLyricsProvider(cache_failures=False)

    .. note::

        When feeding tags from your music database as artist/title
        it is recommended to use the album_artist and the track_artist
        as fallback.

    """
    def __init__(self, **kwargs):
        if not HAS_PLYR:
            raise LookupError('Plyr could be imported, which is needed for lyrics')

        self._cache_failures = kwargs.pop('cache_failures', True)
        self.database = plyr.Database(get_cache_path(None))

        Provider.__init__(self, **kwargs)

    def do_process(self, artist_title):
        artist, title = artist_title
        LOGGER.debug('artist={a} title={t} ({v})'.format(
            a=artist, t=title, v=plyr.version()
        ))

        qry = plyr.Query(
            get_type='lyrics',
            artist=artist,
            title=title,
            database=self.database,
            parallel=4,
            timeout=5
        )
        items = qry.commit()

        if items:
            first = items[0]

            # This item was cached on failure:
            if first.rating is -1:
                return None

            try:
                return (first.data.decode('utf-8'), )
            except UnicodeDecodeError:
                pass

        if self._cache_failures:
            dummy = self.database.make_dummy()
            self.database.insert(qry, dummy)
        return None



if __name__ == '__main__':
    import sys

    if '--cli' in sys.argv:
        prov = PlyrLyricsProvider() | KeywordsProvider()
        for kwset in prov.do_process((sys.argv[2], sys.argv[3])):
            print(list(kwset))
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  Source code for munin.provider.wordlist

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
--------

Providers that are table to a take a text and deliver a list of words from it.
In the simplest case this is a Tokenizer, in the more complex case
stop words are filtered and other words are normalized.

Reference
---------
"""

# Internal:
from munin.provider import Provider


# TODO: StopwordlistProvider (at least for english)

[docs]class WordlistProvider(Provider):
    """
    Split the input value using the standard split function.

    **Takes:** Either a list of length one, or a single str.
    """
    def do_process(self, input_value):
        if isinstance(input_value, tuple):
            input_value = input_value[0]
        return tuple(frozenset(input_value.split()))



if __name__ == '__main__':
    import unittest

    class TestWordlistProvider(unittest.TestCase):
        def test_splitting(self):
            prov = WordlistProvider()
            print(prov.do_process('Hello Berta'))

    unittest.main()
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  Source code for munin.provider.stem

"""
.. currentmodule:: munin.provider.stem

Overview
--------

Providers that stems it's input by various algorithms.
By their nature they are not reversible.

If input value is a string a list with one string is returned,
if it is an iterable, all elements in this iterable will be stemmed.

**Usage Example:** ::

    >>> p = StemProvider()
    >>> p.process(['Fish', 'fisher', 'fishing'])  # Either a list of words...
    ['fish', 'fish', 'fish']
    >>> p.process('stemming') # Or a single word.
    'stem'

Reference
---------
"""

from munin.provider import Provider


from Stemmer import Stemmer
STEMMER = Stemmer('english')


[docs]class StemProvider(Provider):
    """Stem the input values (either a single word or a list of words)

    Uses the porter stemmer algorithm.
    """
    def __init__(self, language='english', **kwargs):
        """
        See here for a full list of languages:

            http://nltk.org/_modules/nltk/stem/snowball.html

        .. note::

            This does not depend on nltk, it depends on the ``pystemmer`` package.

        :param language: language to use during stemming, defaults to english.
        """
        Provider.__init__(self, **kwargs)
        self._stemmer = Stemmer(language)

    def do_process(self, input_value):
        if isinstance(input_value, str):
            return self._stemmer.stemWord(input_value)
        else:
            return self._stemmer.stemWords(input_value)



if __name__ == '__main__':
    import unittest

    class StemProviderTests(unittest.TestCase):
        def test_valid(self):
            prov = StemProvider()
            words = ['Fish', 'fisher', 'fishing']
            # words = ['heaven', 'beatles', 'beatle']
            print(prov)
            print([prov.do_process(word) for word in words])
            print(prov.do_process(words))

    unittest.main()
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  Source code for munin.provider.date

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
--------

Try to parse a date string into a year.

This makes use of the ``magicdate`` module:

    https://pypi.python.org/pypi/magicdate/0.1.3

Example Usage
-------------

.. code-block:: python

    >>> from munin.provider.date import DateProvider
    >>> prov = DateProvider()
    >>> prov.do_process('2012')
    2012
    >>> prov.do_process('2011-12-12')
    2011

Reference
---------

.. autoclass:: munin.provider.date.DateProvider
    :members:
"""

# Internal
from munin.provider import Provider

# External
import magicdate


[docs]class DateProvider(Provider):
    """Try to parse an arbitary date string into a year."""
    def do_process(self, input_value):
        if isinstance(input_value, tuple):
            input_value = input_value[0]
        try:
            return (int(input_value), )
        except ValueError:
            try:
                datetime = magicdate.magicdate(input_value)
                return (datetime.year, )
            except:
                return None



if __name__ == '__main__':
    import unittest

    class DateProviderTest(unittest.TestCase):
        def test_date(self):
            prov = DateProvider()
            self.assertEqual(prov.do_process('2012'), (2012, ))
            self.assertEqual(prov.do_process('2012-12-12'), (2012, ))
            self.assertEqual(prov.do_process('2012-20-20'), None)

    unittest.main()
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  Source code for munin.provider.bpm

#!/usr/bin/env python
# encoding: utf-8

"""
Overview
========

This provider is able to analyze an audio file path in order to find the
average beats-per-minute rate.

**Usage Example:**

.. code-block:: python

    >>> from munin.provider import BPMProvider
    >>> p = BPMProvider()
    >>> p.do_process('/tmp/some_file.mp3')
    (123.456, )  # beats per minute

The potential Information you can get from this is: Songs of different genre
often have differente tempi, therefore are less similar. This is no rule of course.

**Problems to consider:**

    * Noisy Live-data often gets high BPM counts
    * Speed-Metal (as an example) ranges in the same

**Prerequisites:**

To function properly this poorly implemented provider needs two external utils:

    * http://sox.sourceforge.net/
    * http://www.pogo.org.uk/~mark/bpm-tools/

Reference
=========
"""


import os
import pipes
import shutil
import subprocess

import logging
LOGGER = logging.getLogger(__name__)

# Fix for Python 3.2
try:
    from subprocess import DEVNULL
except ImportError:
    subprocess.DEVNULL = open(os.devnull, 'w')

from munin.provider import Provider
from munin.helper import float_cmp


def check_for_bpmtools():
    """Check if all required tools are installed for this Provider.

        - ``bpm-tools`` (``bpm`` executable)
        - ``sox`` (``sox`` executable)

    :returns: True if both binaries were found.
    """
    return shutil.which('bpm') and shutil.which('sox')


BPM_COMMAND = \
    "sox -v 1.0 {path} -t raw -r 44100 -e float -c 1 - | bpm -m 60 -x 350"


[docs]class BPMProvider(Provider):
    """A Beats-per-minute provider.

    Currently, this is stupidly implemented as a call to an external util:

    .. code-block:: bash

        $ sox -v 1.0 path -t raw -r 44100 -e float -c 1 - | bpm -m 60 -x 350

    More Information on beats per minute:

        http://en.wikipedia.org/wiki/Tempo#Beats_per_minute
    """
    def do_process(self, audio_path):
        try:
            stdout = subprocess.check_output(
                    BPM_COMMAND.format(path=pipes.quote(audio_path)),
                    shell=True, stderr=DEVNULL
            )
            converted = float(stdout.decode('utf-8').strip())

            # Check if the maximum value is reached (which usually means an error)
            if float_cmp(converted, 350):
                return None

            return (converted, )
        except subprocess.CalledProcessError as err:
            LOGGER.debug('"{cmd}" failed with {e}'.format(cmd=err.cmd, e=err.returncode))
        except UnicodeDecodeError:
            LOGGER.debug('could not convert input to valid utf-8')

        return None



[docs]class BPMCachedProvider(BPMProvider):
    """Same as :class:`BPMProvider`, but adds a caching layer.

    A .bpm file with the calculated value will be stored along the audio file,
    and the same place will be checked before actually calculating it.
    """
    def __init__(self, cache_invalid=False, **kwargs):
        """
        :param cache_invalid: Also cache invalid results of failed calculations?
        """
        Provider.__init__(self, **kwargs)
        self._cache_invalid = cache_invalid

    def do_process(self, audio_path):
        try:
            cache_path = audio_path + '.bpm'
            print(cache_path)
            if os.access(cache_path, os.R_OK):
                with open(cache_path, 'r') as handle:
                    content = handle.read()
                    if content:
                        LOGGER.debug('bpm for {} was cached.'.format(audio_path))
                        return (float(content), )
                    else:
                        return None

            LOGGER.debug('calculating bpm for {}'.format(audio_path))
            bpm = BPMProvider.do_process(self, audio_path)
            if self._cache_invalid or bpm is not None:
                with open(cache_path, 'w') as handle:
                    if bpm is not None:
                        handle.write(str(bpm[0]))
            return bpm
        except OSError:
            pass

        return ()


###########################################################################
#                                  Tests                                  #
###########################################################################



if __name__ == '__main__':
    from sys import argv
    from munin.helper import AudioFileWalker

    if '--cli' in argv:
        try:
            bpms = []
            provider = BPMCachedProvider(cache_invalid=True)
            for audio_path in AudioFileWalker(argv[2]):
                bpm = provider.do_process(audio_path)
                bpms.append((
                    bpm[0] if bpm else 0.0,
                    audio_path
                ))

            for bpm, audio_path in sorted(bpms, key=lambda elem: elem[0]):
                print('{:<10} {}'.format(bpm, audio_path))
        except KeyboardInterrupt:
            pass





          

      

      

    


    
      Last updated on May 09, 2014.
    

  

_images/gui.png
| @ oatatase| @ Pyt | 63 Grapn | 1 Rutes | A1 xamine | S istory | P A W W T |<enter Attriute searcn> 20 +|[fer| @ ®

m st Atbum e
70 Featrolt Nattfoda Troltnammaren
»81 Featrolt Natifodd Grotns bsrn

Das Lied uber i

-5 Enctich ene Arveit
»8s Fentroll Vior om sutec Narattebir s
»105 Marc-Uwe King Wenn i Stricke reiben, ks man sich it Rolltreppe s Nichts
-6 Das Niveau Lose Atum anso
»80 Featrolt Nattfodd Detiskal trolibloder
»38 Farn Urtaub Racing Team Lieatouof Deatn immer noch
13 Marc-Uwe King Wenn il Stricke reiben, ks man sch it Gevitt st keme Losung (aber)
»87 Featrolt Vior om sutet Under varj rot och sten
»02 Das Niveau Lose Atum Das Nweau
»20 Hans Soliner Endicheine Arveic Lisba Gt cank dir sche
»7e Featrolt Nattfodd fiyres

> s Marc-Uwe King Wenn e Stricke reiben, ke man sch nicht s Scheigvere e V.
»69 Das Niveau Lose Atum Der Morgen cansch
-85 Featrolt Vior om sutet Forsuin du som yser
»25 Hans Soliner Endicheine Arveic Meivaces
230 Tanzut Labyritn der Sine e e

WO CE— Scheifiverein e.V. il | '@l s @ =

‘Wenn alle Stricke reiRen, kann man sich nicht mal mehr aufhangen - Marc-U.






_images/arch.png
libmunin - architecture overview

nput: (D)

Music Database

[Caching] @

Output:

Recommendations

Input: ®

Listen History HistoryBuffer]

o; == [Traversing] ®

s4

Learning with Time and Input

Inputs Internal: Traversing:
© Music Database: ©® Provider:

Querying is done by traversing the graph.

Possible queries:
The tibrary user feeds songs from the music database (only their metadata).

= Song = a set of attributes
= The library user also sets an AttributeMask © a set of features most songs have (like a Artist, Titte or Genre)

© Attribute := A feature specific to a Song (e.g. a Title, Moodbar, ...)
= The internal database can be updated at any time. Also caching it is possible.

Provider deliver these attributes (implemented by ibmunin)

> n-Similar Songs to x (Breadth-First Search from x)
> Simlarity of two Song A and Song B (Shortest Distance)

> Ranking of Search Results (Similarity with Search-Song )
@ Listen History: ® Weighting:

The library user can feed the last listened songs.

= Graph adapts to the user's listening history by modifying edges.
= These can be used to check the Recommendations the library gives.

Similarity" of two songs.

 DistancaFunction - Computes a Distance between two Songs. @ Caching:

= This s the main input of Learning for Gibmunin. The following must apply to a Distancefunction D: oune sweorm. o

Hard to calculate Attributes should be stored.
Outputs D(ij) = D) Vij € D This includes for example the moodbar:
D) =1.0Vi€D = Implemented as a SQLite cache usable from the API
® Racommendations: =
Attributemask := A common subset of attributes given by the user of the library, ® History Buffer: —
Giving Recommendation for a Song including a weighting for each attribute.
= Create dynamic Playlist based on the Listen History.

Ringbuffer with N Entries at max.
= Ranking of Search Results based on the Similarity of Songs.

Holds the latest N listened songs.

® Distanzmatrix & Graph:

Used to evaluate given Recommendations (Followed or Declined).
DistanceMatrix = NxN matrix of D(s1., s2) V s1, s2 € Songs
Used as Lookup-Table and to build-up the graph.

@ Racommendation Buffer:
= Graph:= Nodes are Songs; Edges are Distances; Every Song has at most X neighbors.

Ringbuffer with M Entries at max.
Holds the latest M listened songs.
= Used to punish o reward songs in the graph.





api/utils.html

    
      Navigation


      
        		
          index


        		
          modules |


        		
          next |


        		
          previous |


        		libmunin api doc 0.1 documentation »

 
      


    


    
      
          
            
  
Misc. Util Docs



Overview





Reference



		
munin.logutil.create_logger(name=None, log_file=None, verbosity=10)[source]


		Create a new Logger configured with moosecat’s defaults.






		Name :		A user-define name that describes the logger



		Returns:		A new logger .
















		
munin.caching.check_or_mkdir(path)[source]


		Check if path does exist, if not mkdir it.









		
munin.caching.get_cache_path(extra_name=None)[source]


		Tries to find out the XDG caching path of your system.


This is done preferrably with PyXDG. If it’s not installed,
we try the XDG_CACHE_HOME environment variable or default to ~/.cache/


If the path does not exist yet it will be created for you.






		Parameters:		extra_name – Extra path component to append to the path (or None).



		Returns:		The full path, e.g.: /home/user/.cache/libmunin/<extra_name>















Commonly utility functions used througout.
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Functions:
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context.h



Description


A Context is a Handle to libmunin. You can generate recomnendations by
feeding a Context with a set of songs and, optionally, with the listening
history. The structure on C-side is called MuninCtx.


You can create a MuninCtx with munin_ctx_create().
When done you should pass it to munin_ctx_destroy()


The main purpose of a Context is holding the set of songs you want to generate
recomnendations from. In order to add Songs to the Context you can use
munin_ctx_feed(), but it is very advisable to call
munin_ctx_begin()/munin_ctx_commit() before/after if you add
many songs. You should be aware that adding a song means calculating quite some
stuff. Packing it in a Transaction reduces this overhead significantly.



Todo


Tell reader about AttributeMask.







Usage Example


#include <stdlib.h>
#include <munin/context.h>

int main(void)
{
    /* Create a new Context */
    MuninCtx *ctx = munin_ctx_create();

    /* Begin a new Transaction */
    munin_ctx_begin(ctx);

    for(int i = 0; i < 100; ++i) {
        long song_id = munin_song_new();
        muning_song_set(song_id, "artist", "Amon Amarth");
        munin_ctx_feed(ctx, song_id);
    }

    /* Commit all feeded songs to the db */
    munin_ctx_commit(ctx);

    /* Kill all associated ressources */
    munin_ctx_destroy(ctx);
    return EXIT_SUCCESS;
}









Reference


Types:




		
MuninCtx


		Member of this structure should not be accessed directly.














Functions:




		
MuninCtx * munin_ctx_create(void)


		Allocates a new Context.






		Returns:		A MuninCtx, pass it to munin_ctx_destroy() when done














		
void munin_ctx_destroy(MuninCtx * ctx)


		Destroys a Context and all associated memory.






		Ctx :		On what context to operate.














		
void munin_ctx_begin(MuninCtx * ctx)


		Before adding songs to the database a transaction has to be opened.
This speeds up adding many songs (like the initial import) quite a bit since
adding a song involves calculating a Distance to every other Song.


You can call munin_ctx_feed() in a begin/commit block.






		Ctx :		On what context to operate.














		
void munin_ctx_commit(MuninCtx * ctx)


		Add all feeded songs to the database at once.


Calling this without munin_ctx_begin() before is an error.






		Ctx :		On what context to operate.














		
void munin_ctx_feed(MuninCtx * ctx, long song_id)


		Feed a Song to the Context. Future Recomnendations might contain this song
now.






		Ctx :		On what context to operate.



		Song_id :		The Song to add, it is referenced by an ID.














		
void munin_ctx_remove(MuninCtx *ctx, long song)


		Removes a song from the Context.






		Ctx :		The context to operate on.



		Song :		a SongID
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Command Line Utility


This document is about the command utility of libmunin called naglfar.



Options


Synopsis:
    naglfar [genopts] [command] [options]

Usage:
    naglfar -h | --help
    naglfar -v | --version
    naglfar database [-f|--file <FILE>] [--subsitute|-s]
    naglfar history  [-f|--file <FILE>]






database:




		
-f | --file <FILE>


		Read Database from <FILE>.
If no file is specified, read from stdin.


Format:




Todo


Specify format















		
-s | --subsitute


		Subistute current database contents with this
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